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Note from the Editor

On behalf of the Comparative Advantage Editorial Board, I’m delighted to present the
2016 edition of the Stanford Undergraduate Economics Journal. We built on the success
of previous years, conducting outreach to schools around the country and receiving
many, many high-quality submissions in return.

This year, we used a two-deadline system to allow for students to submit during almost
any point in the year, including their spring semester or senior year projects. We were
rewarded with papers examining topics from the nature of political legitimacy to the
equilibria of cryptocurrencies, and we are delighted to be able to share with you the best
out of an excellent year.

A thank you goes out to the Stanford Economics Association and the Stanford
Department of Economics for their continued support of this project. Enjoy the journal,
and we’ll see you again next year!

Andrew Granato
2016 Editor-In-Chief
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European Integration as a Determinant of Foreign Direct Investment in
Central and Eastern Europe, 1995-2013
Domagoj Babic
Princeton University, Department of Economics
I. I NTRODUCTION

as investors shun the prospect of host currencys exchange
rate uncertainty. Capital ”has moved downhill”, (Mody et
al., 2008) eastbound, where it was greatly needed and where
many opportunities for greater returns existed.
This course of events provides motivation for this paper, as
it poses an inevitable question of what models for attracting
foreign investments should be engaged in the future and
how the EU integration process should be used by accessing
countries to attract desirable FDI inflows. This study intends
to examine the effect of progress of eleven CEE EU memberstates on their path to European integration political, economic and monetary on the inflow of FDI. By closing the
gaps in the existing literature and bringing together different
successful approaches to the issue of the EU integrations
effect on FDI inflows, this study will provide important
lessons for policy-makers in EU, CEE, and other non-EU
countries alike.
This study is organized as follows. In the next section a
brief literature review on determinants of FDI inflows in CEE
countries with an emphasis on the factor of European integration is provided. At the same time this study is positioned
in the literature and its importance is shown. Then the data
used in the empirical analysis is analyzed and the choice
of determinants is discussed, with a special emphasis on
the European integration. Concise description of the model
adopted and discussion of empirical results are presented
next. The last section contains the main conclusions.

When companies choose to undertake foreign direct investments (FDI) in emerging countries (such as those in
Central and Eastern Europe) rather than their home countries
or developed ones, they are usually attracted by lower wages
and a lucrative entrance1 to a new and un(der)utilized market
(Walsh and Yu, 2010). At the same time, investors have
to trade off exchange rate and inflation stability, highly
educated workforce and well-regulated markets of countries
in the EU-15, for instance, and face poorer legal frameworks
and corruption. However, with CEE countries having the
prospect of joining the European Union and converging
to the institutional framework of the developed countries,
thus providing the investors with the best of both worlds,
it was reasonable to expect increasing flow of FDI into
these countries after they started their European integration
process. Kaminski (2000) suggests that the legal and political
climate rather than macroeconomic fundamentals shaped FDI
to these transitional economies.
Since the beginning of political and economic transition
towards democracy and market economy in the early 1990s,
Central and Eastern European Countries (CEECs) have seen
a significant increase of incoming foreign investments, especially from Western Europe. Public commitment by old EU
member-states to the EU enlargement at the Essen European
Council in 1994 further pronounced this trend (Bevan, Estrin,
Grabbe 2001). These flows greatly increased in volume and
became significantly less volatile after the EU decided to
open membership negotiation processes in 1997 with the socalled Luxembourg Group2 , and especially after waves of
enlargement in 2004, 2007 and 2013. The underlying reasons
for such changes include investors anticipation of removal of
capital controls, privatizations and improved business environment during the negotiation process, while increased legal
security and compatibility with Western European norms
have increased investors’ confidence. Accordingly, traditional
literature on FDI determinants puts a strong emphasis on
the importance of legal protection (Blonigen, 390). Countries
joining the European Monetary Union and accepting the Euro
as their currency had to rein in inflation and excess exchange
rate volatility, which made them more attractive for FDI,

II. L ITERATURE R EVIEW
The literature on FDI determinants in transition CEE
countries is extensive. However, the majority of the literature
is by now outdated and does not take into consideration
different steps in the EU integration process or does not
differentiate among candidate countries. Kaminski (2001)
examined the effect of the accession process on CEE trade
and capital flows. He found that the EU Factor and especially
preferential access to the large EU market CEE countries
were given (even before becoming full members) significantly increased their trade and FDI inflow. With access
to the EU market, the host countrys size mattered less,
while credibility-enhancing accession process allowed western companies to invest without fear of worse conditions than
home. Thus, with respect to geography, the legal and political
climate shaped FDI inflow. However, he finds the influence
of the EU Factor too difficult to assess quantitatively due
to the presence of many factors, while arguing that some

1 Sometimes, especially in transition countries, this entrance through FDI
is a means to bypass trade barriers.
2 Czech Republic, Slovenia, Hungary, Poland, Estonia. Helsinki Group
Slovakia, Lithuania, Latvia, Bulgaria and Romania followed suit in 1998.
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developments would have occurred even without accession
process. This is certainly a valid point due to the accelerating
globalization in the region in the observed period.
Resmini (2000), using firm-level data, showed that FDI
stocks in CEE countries are largely determined by sectorspecific considerations, although usual gravity factors such
as market size are significant and positively correlated with
FDI inflow. In addition to that, she concluded that progress
in an economys transition (privatization, trade liberalization
etc.) is another key determinant of FDI inflows in the CEE.
However, the study was published four years before any of
the observed countries entered the EU, so the full impact of
European integration did not happen yet and could not have
been examined.
Buch, Kokta and Piazolo (2003) explored whether FDI
were redirected from Southern Europe (Italy, Spain, Greece)
to the CEE in the late 1990s and early 2000s, trying to
explain rapid growth of FDI inflow in the latter group. They
used a group of Western investors countries and examined
factors of distance, size and demand proxies, as well as
common language and legal systems between host and
investor countries to forecast FDI flows to Southern and
CEECs. They found that their predictions fit actual flows
well, dismissing any redirection hypothesis and thus helped
with determining good models for FDI flows to CEECs.
However, the sample is relatively small, and in 2003 most
of the FDI inflow surge was only about to happen. Galego
et al. (2004) examined the same issue and reached the same
conclusion, albeit using different model to predict FDI flows.
Their model included variables such as sharing frontiers,
which shows and compensation level, mimicking unit labor
costs.
Bevan, Estrin and Grabbe (2001) examined the accession
process and its influence on FDI in CEECs. They found that,
controlling for the usual FDI determinants, announcements
of progress in EU accession have significantly increased
inflow of FDI in the accession process, proving that investors
expectations were important. They add country credit risk
as a measure of investors perceived risk in the country and
argued that increasing FDI helps lower country credit risk.
As then investors are more prone to invest in a country,
this leads to self-reinforcing cycle in which front-runners
in accession process keep doing better from less successful
CEECs: more FDI is a further incentive for restructuring and
succeeding in accession process. Building on their findings,
Bevan and Estrin (2004) further developed a model for determining FDI to CEECs with respect to EU announcements
on their accession prospects in 1998. As the EUs Cologne
meeting in 1998 separated countries in three groups regarding their membership progress, so do the authors, finding
that announcements about accession prospects increase FDI
inflows to countries that are evaluated positively, which is the
theoretical foundation of this paper. However, they failed to
distinguish between countries that entered the EU in 2004
and less successful ones (Romania and Bulgaria) due to the
dating of the paper.
Another valuable insight was provided by Walch and Worz

(2012), who analyzed the impact of country risk ratings
and status of EU integration on FDI inflows in CEE countries. Adopting a new approach to valuing EU integration,
they distinguish between seven stages of EU integration.
Especially important is including a variable for economic
crisis from 2009 onwards, thus separating crisis influence on
FDI inflows. The authors also use host country credit risk
as another determinant of FDI. However, this risk mainly
concerns portfolio investors, not FDI, and Bevan et. al.
(2001) found feedback effects of FDI on credit rating. They
actually found that EU accession is correlated with countrys
credit rating, meaning that Walch and Worzs decision to use
it remains doubtful.
Pilarska and Walega (2014) set out to determine the
influence of selected factors on FDI inflows in Poland,
Czech Republic and Hungary countries that accumulated
the biggest FDI stock in CEE region during the period
19962012. Besides traditional variables such as economys
openness, business costs and host country GDP growth
rate, they also included the number of higher education
students (as a measure of quality of human resources to
show a countrys ability to absorb FDI) and an EU integration
variable. Their EU integration variable has multiple stages
(1-5) and they found a strong influence of EU membership
on the inflow of FDI to aforementioned countries, in addition
to the significance of the number of students and GDP growth
rate on FDI inflows.
The point of departure of this paper is amending Walch
and Worzs model with that from Bevan and Estrin (2004).
The model of differentiating multiple stages of EU integration is thus supplemented with Bevan, Estrins and Mateevs
(2008, p.5) argument of importance of announcements rather
than real steps in the accession process. Unlike the WalchWorz model, this studys model employs no measure of host
country credit risk, according to the findings outlined in
Bevan et. al. (2001): FDI and host-country credit risk are
self-reinforcing and thus have feedback effects. In addition
to that, the model in this study will distinguish among the
individual effects of different and more subtle steps in EU
integration process instead of assuming that each step is
equally important for the investors, as assumed in Walch
and Worz and elsewhere in the literature. The importance of
this study and its comparative place in literature is displayed
in this look-up table:
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III. DATA

as a share of the host countrys GDP in order to observe
their relative size and importance for host economies. Even
before empirical results, it is observable that, on average, FDI
inflows increased gradually as CEE countries moved on their
EU integration path (Table 1). In Table 1 below countries are
briefly characterized according to only two major milestones:
1) the European Commissions decision to open accession
negotiations with the country and 2) joining the EU as a full
member state. Countries are additionally vertically separated
in groups regarding the dynamics of their accession.

Year-level data was used from eleven CEE countries, 8
that entered in 2004, Romania and Bulgaria that entered
in 2007, and finally Croatia, entering in 2013. The time
framework, originally envisaged to span from as early as
1993, was reduced to starting in 1995. The chief reason
for such a decision was the lack of available data for FDI
determinants for most of the countries before 1995. Additionally, in 1993 Croatia was in the middle of the Croatian
War of Independence, while Czechoslovakia was still a single
country. Most of the literature takes 1995 or 1996 as a
starting point for their analyses. Many comparable statistics
were not uniformly measured until these countries applied
for EU membership; thus 1995 was the earliest possible year
this empirical analysis could have started, despite FDI data
going back to 1993 (Figure 1).

Table 1: Average FDI Net Inflow as Percentage of GDP in
CEECs in Different Accession Process Stages

Fig. 1: Average net FDI inflow in CEE countries, per year

A. FDI Determinants
Foreign direct investments can be generally classified in
different categories. For so-called market-seeking FDI, the
most important determinants are market size and growth
prospects, as well as access to other markets. For efficiencyseeking FDI, cost of inputs and transportation have a crucial
impact on the decision of whether and where to invest.
Resource-seeking FDI are aiming at resources in host countries the availability of labor, natural resources etc. (Pilarska
and Walega, 1169).
Consensus exists in the aforementioned literature on FDI
determinants in CEECs (especially Resmini, 2000, Bevan
and Estrin, 2004, and Walch and Wrz, 2012) about the
significant impact of a host countrys trade openness and GDP
on FDI inflows. Trade openness captures the openness of
a countrys economy, as investors are interested in access
to the EU market and markets of surrounding countries.
Additionally, a country whose economy is already quite
open possesses established and well-utilized trade connections/routes that prospective investors can readily use. A host
countrys GDP as a proxy for market size and demand is
found to be significant since investors are interested in taking
advantage of emerging economies of scale. Therefore, both
variables are used in this regression. Data about trade, here
taken as sum of imports and exports as a share of GDP, are
also taken from World Banks World Development Indicators.
Missing data for 2012 and 2013 for certain countries are
obtained from the UN Economic Commissioner for Europe
(UNECE)s database. GDP in constant 2005 USD is also
obtained from the WDI Database to increase consistency.
An infrastructure variable is added in order to reflect
development level of the overall infrastructure. It also serves

Data on foreign direct investments as a share of host
countrys GDP are taken from the World Banks Development
Indicators Database, which, in turn, uses UNCTAD3 and
IMF databases. These are reliable data spanning till 1993 for
all observed countries, as data before 1993 is unreliable or
missing for certain countries. Data for two years for Hungary
seemed implausible, implying that foreign direct investments
in excess of 40% of countrys GDP entered the country each
year. At the same time, annual FDI inflow in other years
and other countries almost never exceeded 10% of host
countrys GDP. After more carefully comparing data across
different databases (OECD, UNCTAD, EUROSTAT) it was
established that numbers for Hungary included portfolio
investments in FDI inflows in those years, which caused
misleading data. FDI data for Hungary in the years 2007 and
2008 was then corrected to actual levels. On the other hand,
numbers for Bulgaria, reporting FDI inflows amounting to
23 and 29% of GDP in 2006 and 2007, respectively, are the
same across all databases.
By using a flow variable (net inflow in a year) rather than
a stock (stock of FDI in the country), it is easier to observe
the immediate impact of announcements of further steps of
EU integration for aforementioned countries. Rather than
using absolute value of FDI net inflows, they are represented
3 United

Nations Conference on Trade and Development.
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as a proxy for the development and quality of institutions
in CEE countries. Unlike some studies that use length of
motorways in host countries, this study uses percentage
of roads in host countries that have been internationally
categorized as top quality, namely, motorways. Data on
motorway and overall road network length in CEE countries
is obtained from EUROSTAT. Thus by using a relative
indicator (quality of road infrastructure) rather than absolute
(length of motorways) our data becomes more comparable.
CEE countries have very different area and population, as
well as different geographic and transit strategic importance.
For instance, despite Romanias longer motorways (due to its
area), smaller countries like Hungary or the Czech Republic
have much better roads and our infrastructure variable enables us to capture it. Additionally, before 1989, the CEEC
region had very few modern motorways; thus, the increasing
share of motorways in total road network can capture the
development of the overall infrastructure/institutions since
which is obviously important to foreign investors (Walch and
Worz, 16). In addition to that, better road infrastructure is
obviously important for possible investors and their shipping
their products.
Unfortunately, Latvia in all 18 years has had 0% of
motorways in its road network, which might skew results
of the empirical analysis. Furthermore, Bulgarias road classification has drastically changed since 2002 before that
year, the countrys total road network had around 36,000km.
From 2002 onwards, EUROSTAT nearly halved Bulgarian
road network length due to almost half of its roads being
categorized as being in too poor a shape to be recognized as
roads. (EUROSTAT, notes). A perfect measure would have
been road network density, but such data does not exist
previous to mid-2000s and cannot be obtained.
Unit labor costs (ULC) as an important part of cost
differences (together with other factors such as businessfriendly tax framework) have been especially important for
efficiency-seeking FDI in this area. Literature uses this
measure extensively, sometimes in addition to corporate tax
rates. However, (Bevan and Estrin) and (Walch and Worz)
use index value data. Since potential investors compared
costs across countries in the region, using index values would
only signal ULCs movement across years in a single country.
It would not be possible to compare ULC across countries
in the same year. For instance, ULC in Poland and Croatia
in 1999 were, respectively, 67% and 70.1% of ULC in those
countries in 2010. But that does not tell us where ULC were
lower neither in 1999 nor in 2010.
Therefore, in this study ULC corresponds to Unit Labour
Cost (based on persons) in [the] total economy - all activities,
converted to current Euros by using a fix parity. Data is
obtained from the European Central Banks Statistical Data
Warehouse, where it is annually published for all EU member
states under the Scoreboard of Macroeconomic Imbalances.
Thus most consistent and most standardized data, enabling
easy comparison across countries and years, was obtained.
For certain countries (Latvia, Lithuania and Bulgaria) data
was spanning only till 2000 or 2002. However, index values

(where 2005=100) were obtained from the same database
and from Bloombergs Datastream for those countries.4 Then,
actual ULC for the years 1995-2000 were calculated with
2005 as a reference point. These numbers were compared
to the OECDs ULC database (spanning till 1999 or 2000)
in order to check validity of such process. ULC numbers
obtained for missing years matched available OECD data,
implying validity of index values, and, consequentially, ULC
numbers 1995-2000.
B. European Integration
European integration can be observed as a part of the
larger global integration during this period, but it has a more
direct and a standardizing effect with its equal approach
to different countries, asking them to abide, for instance,
Maastricht treatys freedom of capital movement in the same
way. The essential problem is how to measure the effects
of the EU integration, since it is also a proxy for opening
to trade and global integration in general. EU integration
especially affects institutional improvement, as the various
institutional requirements, such as ease of doing business,
legal protection and judiciary efficiency are contained in the
EU accession process as goals that need to be fulfilled in
order to advance to the next step.
If FDI inflows as a function of the announcement of
certain important stages in the EU integration process are
observed, the effects of EU integration might be separated
from government reform efforts that are not connected to the
EU accession process or even from real transition progress,
thus solving Kaminskis aforementioned problem (2000). The
conclusion is built on the premise of investors trust in the
European Commissions judgment of CEE countries progress
in economic and legal reform and investors expectations of
benefits that every step brings, such as the 1997 lift of tariffs
and quotas on industrial imports from CEECs that Kaminski
finds important (p. 30) or access to CAP funds and subsidies
that Josling and Tangermann notice (p. 284). A number of
CEE countries experienced an increase in FDI inflows around
the milestones in their EU accession process. See Appendix
A for the more appropriate and detailed display by individual
countries throughout the years, from 1993 to 2013.
However, progress regarding EU integration might not
have just positive effect on FDI inflows to a country. Pilarska and Walega (2014) summarize observations from the
literature that countrys introduction of EUs legal proceedings
(so-called acquis communitaire) and, for instance, higher
environmental protection standards countries adopt might
reduce their attractiveness for FDI (Pilarska and Walega, p.
1171).
Despite differences in each countrys size, development,
and openness to trade, CEE countries are still similar enough
and went through the same integration/alignment process to
control for some endogenous differences. With controlling
for aforementioned variables, it is the European integration
4 Datastream index values perfectly corresponded with ECB’s and were
used to check its consistency.
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Graph 2: Correlation of EU integration variable when expressed 1-5 and Trade

that is the most difficult to capture. The primary purpose of
this study is to measure and quantify the effect of European
integration on FDI inflows. In literature before 2004 the
simplest form of quantifying the EU integration progress was
to distinguish whether a country was declared ready to start
negotiations by the European Commission in 1998 or not,
thus using just one dummy variable (Bevan and Estrin 2004,
pp. 781-2). As mentioned earlier in the literature overview
(in section II), after 2004 the most common approach to
evaluate and quantify the EU integration variable was to
assign different numbers to different steps in the process of
EU accession. Thus Walch and Worz (2012) and Pilarska
and Walega (2014) separate multiple stages and assign values
from 1 to 7 or from 1 to 5, respectively.
This approach has two important weaknesses. First, it does
not measure different impacts of various steps, but rather
assumes that every single step (or an announcement of every
single step) has an equal weight and impact on FDI inflows.
Clearly an announcement of the European Commission that
a country is ready to join the EU as a full member state
means more for investors perception of the country than
a fact that a country has become a potential candidate in
Walch and Worzs coordinate system (p. 19). Second, trade
openness can be highly correlated with the EU integration
variable. The ratio behind this claim is rather simple: CEE
countries lowered import barriers and opened up capital
markets gradually alongside their accession to the EU. For
instance, former Czechoslovakia, Hungary and Poland signed
the Central European Free Trade Agreement (CEFTA), which
came into force in 1994, eliminating duties on approximately
40 per cent of industrial goods among these countries. It was
later expanded and even more liberalized, until all duties
were eliminated.
The first draft of this paper used a similar model as Walch
and Worz with assigning numbers 1-5 to various stages.
(1=potential candidate, 2=decision to open negotiation talks,
3=negotiations, 4=EU announced country is ready to become
a member, 5=EU member). However, that EU integration
variable was proven to be highly correlated with trade variable, as shown in Graph 2, and it was impossible to measure
the individual effect of different steps. It was therefore
abandoned for a different approach: somewhat different 5
stages than previously defined were used and to each step a
separate dummy variable has been assigned.]par
In this paper, five separate dummy variables for five stages
are observed, as presented in Table 2.
Bevan et al. (2003) support the argument that it is the
announcement of progress in EU accession that matters, as
expectations of future benefits for placing an investment
in CEE countries lead to investment being taken or not.
For instance, Josling and Tangermann (1998, 284) found
that decisions to invest in agriculture in CEE were taken
in expectation of EU CAP subsidies. Therefore, instead of
actual step being taken in EU accession process, the EU
Commission’s decisions in advance of steps are observed.
Hungary applied for EU membership in 1994. All other
countries in the dataset save for the Czech Republic, Slove-

Table 2: Explanation of EU integration variables

nia, and Croatia applied in 1995. The Czech Republic and
Slovenia applied in 1996, while Croatia waited until 2000.
Then European Commission usually soon issued a positive
opinion on the applications. The Luxembourg group the
Czech Republic, Slovenia, Hungary, Poland, Estonia was
given positive opinion to start negotiations in July 1997.
The formal decision to open negotiations was reached in
December 1997, while talks launched in March 1998. The
”Helsinki Group” Slovakia, Lithuania, Latvia, Bulgaria and
Romania was given positive opinion in 1998, while the
decision to open talks was formally reached in December
1999, and negotiations commenced in February 2000. All
countries save for Romania and Bulgaria were announced
ready to join the EU in December 2002 and actually joined in
May 2004, while Bulgaria and Romania were found ready in
late 2004 and joined in June 2007. Croatia received positive
opinion in June 2004, negotiations start was announced in
2005, and they started almost immediately. Croatia was
announced ready to join in 2012 and it joined in July 2013
(European Commission).
Since a country that has reached the next step must
have reached the previous step too, the dummy variable
for the previous step is simply repeated in the next period.
Thus Poland, for example, was assigned value 1 for EU
1 (potential candidate) from year 1995 onwards, since it
submitted an application then, 1 for EU 2 (candidate) and
EU 3 (negotiations) from 1997 onwards, EU 4 (ready) from
2002, and finally EU 5 (member) from 2004 onwards.
Countries included and examined in this paper and their
respective landmark years are presented in Table 3.
Belonging to the European Monetary Union (EMU) was
used as another dummy variable. Its use has already been established in the literature, such as (Walch and Worz, 2012). It
can be seen as another step towards full European integration.
Walch and Worz included it in their monotonous EU variable,
thus failing to observe its particulate effect. For investors,
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Table 3: CEE Countries and some Important Dates

year t are determined by a number of gravity effects such
as the host countrys market size and demand, openness to
trade, state of infrastructure/institutions and unit labor costs
supplemented by the European integration variable and the
EMU variable, discussed in detail above, all in time t-1, thus
lagged by a year. This is conventional of FDI determinants
literature and reflects investors making decisions whether and
where to invest earlier than FDI inflows actually happen,
according to data available in the previous time period
(t-1). By using a one-year lag model, the model avoids
endogeneity.
However, it is quite possible that there are unobservable
variables intrinsic to individual countries in our sample that
do not change over time, but do effect FDI inflows. For
instance, investors might be interested in investing in a
country in order to serve other markets in the neighborhood.
Poland might be very favorable for FDI inflows due to
proximity to Germany and bordering with Ukraine, Russia
and Belarus. On the other hand, Slovenia might have a
disadvantage due to its location between Italy and Austria.
In that case, a countrys location is a variable that does
not change over the time (despite possible infrastructure
improvement), but is characteristic to each individual country
and affects FDI inflows. Similarly, there might be yearfixed effects that express a common trend in FDI inflows
to the entire CEE region. As CEE countries become more
integrated with the rest of Europe and the world in general,
they begin to share the same shocks and crises. Therefore,
running a regression without year-fixed effects would find
it difficult to separate fluctuations of FDI inflows from the
general conjuncture. Crisis and post-crisis capital reversals
and sudden stops in the region (see the drop in Graph 1 after
2007) are one example of such general movements. These
possible heterogeneities are analyzed and displayed in graphs
3 and 4, respectively.

entrance to the EMU implies exchange rate stability and
stable inflation. However, Pilarska and Walega point out that
host country losing its autonomous monetary policy means
that the country will not be able to use its exchange rate
to maintain competitive production costs, which might be
detrimental for FDI inflows (Pilarska and Walega, p. 1171).
Thus the expected effect of EMU variable is ambiguous. It is
important to notice that only Slovenia (since 2007), Slovakia
(2009), Estonia (2011) and Latvia (2014) in the region have
so far joined the EMU, while other countries have lukewarm
attitudes towards it. Some countries that entered ERM II (a
prerequisite for joining the EMU) have since kept exchange
rate stability, while Bulgaria has a currency board and thus
maintains exchange rate stability without formally joining
the EMU. All of this further feeds ambiguity and possibly
might lead to insignificance of the Eurozone memberships
effect on FDI inflows.
All variables used in empirical analyses are presented in
Table 4 below.
Table 4: Data Definitions and Sources

Graph 3

IV. M ETHODOLOGY
As the key question of this paper is to measure how
European integration has affected respective countries FDI
inflows, panel data regression will be used with data spanning
from 1995 till 2013. Using panel data model allows determination of the evolution of the entire CEE region rather than
analyzing the temporal behavior of each of these countries.
The model used in this paper is mostly an adaptation and
a supplement of the models presented in (Bevan and Estrin,
2004, and Walch and Worz, 2012) with explanatory variables
discussed in section III. Thus FDI inflows in country i and

Despite the fact that heterogeneity seems small, it is
still present enough so that country-fixed effects (ai) and
year-fixed effects (mt) are included in the empirical model
that will be used to estimate effect of European integration
on FDI inflows (Equation 1). Running the Hausman test
approved our usage of the fixed-effects model. Controlling
for time-fixed effects is especially important due to observed
sensitivity to the 2007 crisis that the CEE region showed.
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Graph 4

whether the model alone is robust enough for explaining
FDI inflows. In (3), the Everything but Trade variable was
included since Trade was supposed to be correlated with
EU integration dynamics. Finally, in (4) everything has been
included.
Table 5: Determinants of FDI inflows to CEE countries

ln(F DIi,t ) = ↵i +
+

1 ln(GDP )i,t 1

3 ln(IN F )i,t 1

+

+

6 EU 1i,t

+

9 EU

+

2 ln(T RADE)i,t 1

4 ln(U LC)i,t 1
1+

4i,t

1

+

7 EU 2i,t

1+

+

5i,t

10 EU

5 EM Ui,t 1
8 EU
1

3i,t

1

+ µt + ✏i,t
(1)

Equation (1) is the basis of the empirical model used
in this paper. It will first be run without EU n variables
in order to test the robustness of the model, and then (1)
will be run with added European integration variables, but
without Trade, and then finally with both Trade and European
integration variables. This will be done in order to establish
any possible noise between those two explanatory variables,
as the general course of European integration was highly
correlated with Trade (see Graph 2).
Possible shortcomings include the fact that in a similar setting and with similar models Walch and Worz (2012) found
country credit risk to be significant, while it is dismissed in
this model as discussed above. It is possible that differences
among countries progress in accession process might not be
significant, as an announcement to take another step with a
country or a group of countries (such as Luxembourg group)
might have had some spillover effects, increasing confidence
in neighboring countries despite being left out.
It is possible that the returns to taking another step in this
process, holding everything else constant, could diminish, as
countries could add less and less to the integration, and thus
FDI and EU integration could have a non-linear relationship.
This could be tested by adding EU integration as a variable.
The most obvious problem will be the inconsistency of
Bulgarian motorway data and a set of zero-values for the
infrastructure variable for all 19 years in Latvia, which
might seriously skew infrastructure/institutions impact and
significance.

In the basic regression, without EU integration variables,
only ULC and EMU were found to be statistically significant. Thus the reasoning for trade, GDP and infrastructure
dependent variables does not matter since their effect is
statistically significant. Possible aforementioned problems
with correctly measuring road network in Bulgaria and
Latvia having no motorways might have slightly impaired
infrastructures significance, but not by much. GDP being
found not significant could have been expected in this model
since FDI as a variable is already normalized it is expressed
as a share of host countrys GDP.
It was surprising to find unit labor costs having a positive impact on a statistically significant level (of 10%).
The expected impact was supposed to be strongly negative.
However, it is important to notice that this is a fixed effects
panel regression, not a cross-sectional one, meaning that this
coefficient grasps and reflects the explanatory variables effect
within the entity (in this example, country). One possible
interpretation is that investors aimed at countries that had
larger standard and labor costs, reflecting more skilled populations (such as the Czech Republic, Hungary and Poland, for
instance.) ULCs significance disappears when combined with
EU integration and trade variables in (3) and (4) implying
that other factors mitigate its effect and that EU integration
proves to be more significant.
Belonging to European Monetary Union (using the euro as
a currency) proved to be statistically strongly significant and
robust through all analyses. Thus the prospect of exchange
rate stability clearly outweighs any possible detrimental

V. E MPIRICAL R ESULTS AND D ISCUSSION
Table 5 reports the regressions with the impact of EU
integration included in specifications (1), (2), and (3). In the
first model, since the fixed effects model has been used, it is
assumed that all other explanatory variables are be included
in fixed effects and are thus insignificant. Then, the same
model is run without EU integration variables in (2) to check
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effects, as discussed earlier: investors do not fear that
the host country will be unable to intervene to maintain its
production costs competitiveness. Thus EMU as a final stage
of European integration has clearly significantly and robustly
positive effects on FDI inflows.
Other stages of EU integration have different effects.
Only EU 2 (positive opinion on countrys EU membership
application) and EU 4 (EU announced country is ready to
join EU) actually seem to have a statistically significant
impact. Surprisingly, it is negative. Some earlier concerns
might explain this: investors might expect higher costs of
doing business due to the expectation of the introduction of
Western European standards as country is about to become
an official candidate. In addition to that, that step (EU 2)
corresponds with the imminent prospect of removing duties
to Western Europe. This, for instance, would mean that
investors from Germany would have no need to build a
factory in the Czech Republic to avoid import duties when
serving Czech market. It could simply use its own facilities
in Germany or invest in increasing their capacity and then
serve Czech market. The negative impact of EU 4, on the
other hand, could be interpreted as the phasing out of some
perks investors might have enjoyed in host countries earlier.
Furthermore, it might represent crowding out FDI from
other (mostly Eastern countries) by those coming from old
EU-member states, as those FDI were probably technically
superior and politically more desirable. Buch, Kokta and
Piazolo (2003) find that indeed FDI from old-EU countries
and USA to CEE countries increased substantially during the
1990s. The crowding-out hypothesis, however, would need
further analysis.
Following Walch and Worz (2012), more regressions could
be run, including a dummy variable for crisis (equal to 1 after
2008) and, possibly, interaction terms with EMU membership and EU integration dummies to see whether the crisis
had a stronger impact on FDI in countries that were part
of the Eurozone (Estonia, Latvia, Slovakia and Slovenia).
Possibly the best change to the used model would be to
more closely examine which steps actually brought imminent
costs and benefits for efficiency- or market- seeking FDI.
Additionally, using more dummy variables for the complex
and lengthy EU accession process would possibly be able
to convey the dynamics of the process much better than five
unevenly spread steps.

lengthy and consists of many steps that do not have equal
weight. Different steps have different impact on investors
perception of a countrys advance towards a stable business
and legal environment. Certain steps also bring concrete
benefits such as availability of subsidies or the removal of
duties. In this paper, five EU integration steps were singled
out as the most important signals to possible investors.
Using approach already applied in some literature (Mateev
(2008), Bevan and Estrin (2004)), the announcements of
steps are taken as important dates rather than actual steps,
since investors decide to invest to advance to set positions
and thus be certain to obtain these benefits.
A fixed effects panel data regression was run. The initial
hypothesis of EU integration as being overwhelmingly positive for FDI inflows in CEE countries from 1995 and 2013
has not been proven. On the contrary, negative effects of (the
announcements) of certain individual steps in the EU accession process were found. Positive opinion on countrys EU
membership application and EU announcement of countrys
readiness to join the EU are found to have negative effect
on FDI inflows. Possible explanations include:
1. Investors expectation of higher costs of doing business
due to the imminence of the introduction of Western European standards as country is about to become an official
candidate;
2. Expectation of removing duties could render marketseeking FDI unfeasible, as investors could serve new markets
without duties from their home countries;
3. New investments from the West crowding out Russian
and other Eastern FDI.
Findings support the idea that the announcements of
further steps on countrys accession process matter more than
actually taking steps. For instance, the announcement that
a country is ready to join the EU was highly significant,
but the country actually joining the EU did not have a
significant effect on FDI inflows. In addition to that, countrys
membership in the European Monetary Union was found to
be highly significant and positively impacting FDI inflows.
This implies that exchange rate and inflation stability in
those countries that adopted euro were attractive to investors
rather than being seen as an obstacle to maintain competitive
production costs.
A more meticulous approach to EU integration process
could be taken, by more closely examining steps that inflict
imminent costs and benefits for efficiency- or market-seeking
FDI. Separating the complex and lengthy EU accession
process in multiple steps and explanatory variables would
possibly reflect the dynamics of the process better and thus
allow for much thorough analysis.

VI. C ONCLUSION
This study builds upon the substantial literature on FDI
determinants in Central and Eastern Europe and certain
studies that more closely examine integration with the EU
as an important determinant. The EU accession process is
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A PPENDIX
FDI inflows to CEE countries as a percentage of their
GDP. Trend line selected to fit the data to the line is the
two-period moving average, which was found suitable for
such a representation. Dashed lines represent three significant
events: European Commission’s decision to open negotiation
talks for membership process, becoming a full member state
of the European Union, and, where applicable, joining the
European Monetary Union.
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Cryptocurrency Competition and Dynamics
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supplied and goods produced? We find that an economy with
cryptocurrencies as the sole monetary assets can produce
equilibria in which multiple cryptocurrencies exist as media
of exchange. We also find that, depending on the productive
capital in the economy, certain monetary equilibria can
provide the optimal amount of money which produces the
maximal amount of goods in the economy.
We alter the Lagos-Wright (Lagos and Wright, 2005)
model of monetary economics to include founders who can
issue their own fiat currency. These founders are also able
to invest in a productive project at each stage in the model.
Other buyers and sellers of the cryptocurrency behave as dictated by the original Lagos-Wright monetary model, trading
in both a centralized and decentralized market. Under this
model framework, we find that the existence of productive
capital produces a unique, stationary monetary equilibrium.
Without productive capital, the dynamics within the economy
get more complicated and a continuum of equilibria arise. We
also alter the traditional Lagos-Wright model to investigate
network effects within cryptocurrencies and find that network
effects exist and can result in a non-optimal money supply.
This analysis has close ties to the economic study of
private currencies. Indeed, cryptocurrencies have provided a
revival in the feasibility of private currencies not seen since
the free banking movement in the early 19th century (White,
1995). With respect to private currencies, we build off the
ideas of Cavalcanti et al. (1999), Williamson (1999), Monnet
(2006), and Rocheteau and Wright (2005). We follow most
closely the derivation of Rocheteau and Wright (2005), but
use findings from the other papers as well. Unlike these
papers–which focus on modeling banks and their reserves–
we assume that founders issue fiat money without any asset
backing its intrinsic value. In fact, this seems to be the
better characterization of cryptocurrencies at this point since
the value of most cryptocurrencies is based purely off of
speculation. Cryptocurrencies also cannot be used to pay
taxes in any state, so they have no public value. Along
with its close ties to the above research, the findings in
this paper give vindication to the ideas of a completely
denationalized monetary system as envisioned by Hayek
(Martin and Schreft, 2006).
Despite the strong interest in private currencies and general
fiat currency competition within economics, literature regarding cryptocurrencies has tended to focus on the technical
aspects of such a system as opposed to the economic
ramifications. Most papers analyzing cryptocurrencies have
either focused on the computer science aspects (Decker and

Abstract— We build a model of competition among privately
issued cryptocurrencies. We use a well-known monetary economics environment, the Lagos-Wright model, and include
founders who can issue their own currencies in order to
maximize their utility. Founders are endowed with productive
capital that allows them to invest in projects that span multiple
periods. We find that the presence of productive capital allows
for global equilibrium under free entry assumptions. Without
productive capital, we find that a continuum of stable and
unstable equilibrium solutions exist within the same model
framework.

I. I NTRODUCTION
Bitcoin, a decentralized digital cash system introduced
and documented by the pseudonymous Satoshi Nakomoto
(Nakomoto, 2008), is the first and arguably most wellknown protocol to have been developed in the space of trustless internet exchange media known as cryptocurrencies.
Since then, hundreds of other cryptocurrencies have come
into existence. Cryptocurrency systems rely on cryptographic
techniques and a distributed network of peer-to-peer users to
validate the creation, transaction, and storage of value within
the system. Instead of having an account maintained by a
central authority (bank, government, custodian, etc.), each
user generally has a set of addresses, each consisting of a
private and public key pair with which they use to transact
within the system. The cryptographic validation process–
often called ”mining”–relies on provably difficult computational algorithms to ensure minimal counterfeit transactions
are produced by the cryptocurrency system.1
Many of these cryptocurrencies are created by founders
in hopes to create a decentralized platform where users
exchange cryptocurrencies on the network for use of the
platform. For example, the cryptocurrency Synereo (Konforty
et al., 2015) is a decentralized social network where users
trade the namesake currency in exchange for content access,
publication, and other services within a social network of
Synereo users. Ethereum (Wood, 2015) is another cryptocurrency that provides users a protocol on top of which to create
online contracts. This scheme allows decentralized promises
and inter-temporal value flows without a centralized store of
records.
With so many cryptocurrencies being created, a natural
question becomes: can numerous cryptocurrencies exist in
competition within the same economy? If so, what are the
societal effects of an economy like this in terms of money
1 See Antonopoulos (2014) for a technical introduction to the Bitcoin
cryptocurrency system.
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Wattenhofer, 2013) or the topological networks produced by
cryptocurrencies (Ron and Shamir, 2013). To the author’s
knowledge, there exist only a few previous works regarding
economic approaches to private digital currencies. One of
these works is from Gans and Halaburda (2013), in which
they focus on platform currencies from the likes of Facebook
and Amazon. The other is Luther (2015), in which cryptocurrency adoption is modeled by way of network effects and
switching costs. These previous literatures serve as a starting
point for the work presented in this paper, but we focus on
traditional economic theory as opposed to technically-driven
models.
This paper avoids issues related to the actual implementation of cryptocurrency systems like consensus, information
distribution, and 51 percent attacks (Kroll et al., 2013). While
these are no doubt important problems, they are extremely
specified in their modeling approach. We focus instead on a
strictly monetary and macroeconomic approach to modeling
cryptocurrency competition.
The rest of the paper is organized as follows. Section 1
discusses current dynamics in the cryptocurrency market to
motivate the model. Section 2 sets up the model framework
and includes a discussion of founders of cryptocurrencies
within the model. Section 3 describes the market for cryptocurrencies and the interaction between agents within the
model. Section 4 includes characterization of equilibria in
the economy along with further dynamic properties. Section
5 analyzes the scenario in which productive capital no longer
exists in the model economy. Section 6 provides provides a
discussion of the applicability of the paper’s findings.

on historical price levels. We hope to capture this stable,
recursive relationship within our model. We also see fairly
high variances with respect to daily price changes within
some of the cryptocurrencies.
TABLE I
AUTOREGRESSION COEFFICIENTS FOR 10 AND 30- DAY LAGS FOR POPULAR
CRYPTOCURRENCIES VS
OVER THE ENTIRE

(ETH), P EERCOIN (PPC), N XTCOIN (NXT), N OVACOIN (NVC), NAMECOIN
(NMC), L ITECOIN (LTC).
BTC/USD ETH/USD PPC/USD NXT/USD NVC/USD NMC/USD LTC/USD
AR(10) 0.90
AR(30) 0.67
Var
0.001

can

be

found

0.67
0.46
0.040

0.24
0.32
6.241

0.80
0.53
0.008

0.92
0.81
0.005

0.84
0.53
0.007

A. Causality Analysis
We now look more rigorously at the underlying interactions between competing cryptocurrencies. The rudimentary
correlation analysis yielded mixed results as to the underlying relationships between cryptocurrencies.
To test for competitive currency interactions across
time, we look for exchange-rate causality between six
cryptocurrencies–Litecoin (LTC), Peercoin (PPC), Dogecoin (DOGE), Novacoin (NVC), Nxtcoin (NXT), Namecoin
(NMC)–and Bitcoin (BTC). We choose a 1-day and 30-day
time period in order to investigate short-term and longer-term
relationships that may be present.
In trying to tease out competitive interactions between
cryptocurrencies, a natural question to ask is whether movements in the USD/BTC exchange rate ”predict” future
movements in other digital currencies. Because our data is
restricted in its ability to test these claims exactly, we test for
causality in the technical sense by applying Granger causality
analysis (Granger, 1969). We are not estimating a structural
model when performing this analysis. However, we believe
that this approach is useful in assessing the interrelatedness
of various cryptocurrencies.
We use just under two years of daily historical exchange
rate data 3 for each cryptocurrency (and USD) denominated
in base price BTC. We analyze the exchange-rate causality
with respect to Bitcoin because it is the most popular cryptocurrency. If any cryptocurrency were to empirically benefit
from network effects and dominate other cryptocurrencies,
it would certainly be Bitcoin. For this analysis, we choose
to use the oldest cryptocurrencies in order to maximize

There are currently more than 600 cryptocurrencies in
existence today.2 While many of these currencies have
no transactional or trade value, there are more than 300
cryptocurrencies with positive exchange value and 63 cryptocurrencies with market capitalization above $60 million.
The most popular of the cryptocurrencies, Bitcoin (BTC),
has a market capitalization of over $7 billion and, at the
time of writing, trades at an exchange rate of approximately
$400/BTC.
Because the cryptocurrency market is relatively nascent, it
is difficult to separate the speculative pricing of cryptocurrencies from underlying fundamental valuation. Therefore, it is
difficult to empirically determine the competitive interactions
between these private currencies. However, the number of
well-capitalized cryptocurrencies seems to imply that numerous cryptocurrencies may exist simultaneously. We wish to
capture this fact in our model.
Table 1 displays autoregressions of popular cryptocurrency
exchange rates against USD. For almost all the cryptocurrencies, the price level at both 10 and 30 day lags is
significant in explaining the future price level. This implies
day-to-day stability in currency prices and strong dependence
currencies

0.35
-0.43
0.016

Table 2 shows the correlation matrix between exchangerate price relatives (in USD) of some of the most popular
cryptocurrencies. We see that there exists fairly strong relationships between some of the cryptocurrency pairs while
others seem to be independent. This diversity of relationships
is something we hope to investigate with support from the
model. In the next section, we turn to causality analysis to get
a clearer picture at the underlying competitive relationships
within the cryptocurrency market across time.

II. C URRENT M ARKET DYNAMICS

2 the
full list of these
http://www.coinmarketcap.com

USD. VARIANCE IS CALCULATED ON DAILY GROWTH

664 DAY WINDOW. T ICKERS : B ITCOIN (BTC), E THEREUM

at

3 data
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TABLE III
G RANGER REGRESSIONS FOR 6 CRYPTOCURRENCY EXCHANGE VALUE
GROWTH RATES WITH RESPECT TO USD/BTC EXCHANGE VALUE

our look-back time. Unsurprisingly, these time series are
non-stationary and co-integrated. To limit these effects, we
transform each dataset into a time series of daily growth
rates. From this differentiated data, we construct two time
series for each cryptocurrency based on a 1-day and 30-day
lag.
Our null hypothesis is that the exchange rate of each
cryptocurrency (and Bitcoin) is independent of the lagged
rates of itself and Bitcoin. If this were the case, we could say
that each of our cryptocurrencies of interest do not depend
on the exchange price of Bitcoin. In other words, these
cryptocurrencies are not in direct competition, and Bitcoin
does not have any noticeable network effects over the other
currencies.

1 DAY LAG . L AGGED VARIABLES (-1) ARE THE
L OWER AND U PPER REPRESENT LOWER AND
UPPER BOUNDS FOR A 95% CONFIDENCE INTERVAL , RESPECTIVELY.

GROWTH RATES WITH

INDEPENDENT VARIABLES .

PPC/BTC(-1)
USD/BTC(-1)
R-squared
LTC/BTC(-1)
USD/BTC(-1)
R-squared

POPULAR CRYPTOCURRENCIES

BTC/USD
1.00
LTC/USD
DOGE/USD
NMC/USD
NVC/USD
NXT/USD
PPC/USD

DOGE/USD

NMC/USD

NVC/USD

NXT/USD

PPC/USD

-0.06
1.00

0.01
0.27
1.00

0.12
-0.04
-0.02
1.00

0.06
-0.09
-0.01
0.69
1.00

0.01
0.00
0.00
0.00
0.01
1.00

-0.08
0.00
0.03
0.04
0.02
0.13
1.00

NVC/BTC(-1)
USD/BTC(-1)
R-squared
NXT/BTC(-1)
USD/BTC(-1)
R-squared

To test whether the six cryptocurrencies have any ”predictive” power over the USD/BTC exchange rate, we individually regress each lagged cryptocurrency against the
USD/BTC rates for both a 1 day and 30 day lag along with
the corresponding lagged USD/BTC auto-regressor:
yt =

1 xt 1

+

NMC/BTC(-1)
USD/BTC(-1)
R-squared

1 xt 1

+

LTC/BTC

Lower Upper USD/BTC Lower Upper

-0.013
-0.170
0.012

-0.089 0.063 0.038
-0.288 -0.052 0.109
0.015

-0.046 0.016
0.035 0.187

-0.011 0.087
0.033 0.185

-0.100 0.053
-5.196 3.240

0.000
0.108
0.012

-0.001 0.001
0.032 0.184

NVC/BTC

Lower Upper USD/BTC Lower Upper

-0.059
-0.084
0.005

-0.135 0.018
-0.293 0.124

NXT/BTC

Lower Upper USD/BTC Lower Upper

-0.236
-0.104
0.058

-0.310 -0.162 -0.004
-0.250 0.042 0.108
0.012

NMC/BTC

Lower Upper USD/BTC Lower Upper

0.980
0.000
0.971

0.967
0.000

0.993
0.001

0.000
0.108
0.012

1.485
0.106
0.014

-0.028 0.027
0.032 0.184

-0.042 0.035
0.032 0.184

-0.960 3.931
0.030 0.182

TABLE IV
G RANGER REGRESSIONS FOR 6 CRYPTOCURRENCY EXCHANGE VALUE
GROWTH RATES WITH RESPECT TO USD/BTC EXCHANGE VALUE

2 yt 1

30 DAY LAG . L AGGED VARIABLES (-30) ARE THE
L OWER AND U PPER REPRESENT LOWER
AND UPPER BOUNDS FOR 95% CONFIDENCE INTERVAL , RESPECTIVELY.

GROWTH RATES WITH

Of course, causality could be multi-directional, so we also
let both lagged time series for the USD/BTC growth rates
be regressors against each each individual cryptocurrency.
Again, we include the corresponding lagged cryptocurrency
rates as auto-regressors. Using the same notation, the corresponding regression equation is
xt =

-0.155 -0.002 -0.015
-0.236 0.140 0.111
0.013

DOGE/BTC(-1) -0.024
USD/BTC(-1)
-0.978
R-squared
0.001

C ORRELATION MATRIX OF DAILY PRICE RELATIVES IN BASE USD OF

LTC/USD

Lower Upper USD/BTC Lower Upper

-0.079
-0.048
0.007

DOGE/BTC Lower Upper USD/BTC Lower Upper

TABLE II

BTC/USD

PPC/BTC

INDEPENDENT VARIABLES .

PPC/BTC(-30)
USD/BTC(-30)
R-squared

2 yt 1

LTC/BTC(-30)
USD/BTC(-30)
R-squared

Our results for the Granger causality analysis are shown
in Tables 3 and 4. We include the coefficients for each
regression along with the lower and upper bounds for a tstudent 95% confidence interval. We also include R-squared
values for each regression.
All coefficients for the causality analysis are significant
at 95% confidence. The regression coefficients show mixed
results. Unsurprisingly, the 1-day lag of USD/BTC is positive
in its predictive value in the next day’s USD/BTC exchange
rate change. However, the null hypothesis that the 1-day lag
of the other cryptocurrencies having significant effects on the
next day’s USD/BTC price cannot be rejected. In the other
direction, we can only reject the null hypothesis that the 1day lagged USD/BTC rate has no significant effect on our
six cryptocurrencies in the case of LTC. This relationship is
not strong. All other coefficients appear to be zero.

PPC/BTC

Lower Upper USD/BTC Lower Upper

-0.008
-0.085
0.001

-0.085 0.069 0.026
-0.275 0.105 -0.026
0.004

LTC/BTC

Lower Upper USD/BTC Lower Upper

-0.007
-0.015
0.000

-0.083 0.069 0.006
-0.133 0.104 -0.021
0.001

-0.006 0.057
-0.104 0.051

-0.044 0.056
-0.099 0.056

DOGE/BTC Lower Upper USD/BTC Lower Upper
DOGE/BTC(-30) -0.006
USD/BTC(-30)
-0.159
R-squared
0.000

-0.001 0.002
-0.099 0.056

NVC/BTC

Lower Upper USD/BTC Lower Upper

NVC/BTC(-30)
USD/BTC(-30)
R-squared

-0.047
0.036
0.002

-0.124 0.031 0.017
-0.174 0.246 -0.023
0.003

NXT/BTC(-30)
USD/BTC(-30)
R-squared

NXT/BTC
0.099
-0.064
0.011

Lower Upper USD/BTC Lower Upper
0.022 0.176 -0.004
-0.043 0.036
-0.216 0.088 -0.022
-0.099 0.056
0.001

NMC/BTC

Lower Upper USD/BTC Lower Upper

0.684
0.000
0.665

0.646 0.722 2.620
-0.001 0.002 -0.025
0.007

NMC/BTC(-30)
USD/BTC(-30)
R-squared
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-0.084 0.073 0.001
-4.485 4.167 -0.022
0.002

-0.011 0.046
-0.101 0.054

0.077 5.163
-0.102 0.052

We see similar results in the 30-day lag scenario. This
time, the BTC/USD(-30) rate does not appear to affect the
LTC/BTC rate. However, we can reject our null hypothesis
in the case of NMC/BTC(-30) having predictive power on
the USD/BTC rate.
A multi-directional causality between cryptocurrencies
would imply an underlying connection between cryptocurrency values. Because we can only reject our null hypothesis
in two cases, it appears that cryptocurrencies are not strict
substitutes for one another and may not be in competition.
We shall see that our model holds similar qualitative results
but does not match the previous analysis from a quantitative
perspective. However, the cryptocurrency market is relatively
nascent, so real currency interactions may still approach our
model in the long run.

Wright (2005) find that the choice of bargaining behavior has
an effect on the monetary equilibria, so we simplify to not
obfuscate the interpretability of the model. A buyer meets a
seller or a seller meets a buyer with probability 2 (0, 1).
During the night a seller is able to produce a non-storable
good (the night good) using a technology that constructs this
good as a linear function of labor. The characteristics of this
good are dependent on the seller who does not consume it, so
the night goods are consumed by only a subset of the agents
in the economy (the buyers). Founders neither produce nor
consume during the night.
Founders are born with a technology they can use to create
cryptocurrencies. As is the case with their real-life counterparts, we assume that these cryptocurrencies are public and
that their authenticity can be verified immediately and at zero
cost. This has the benefit of making counterfeiting impossible
and displaying publicly the founder’s market actions. This
technology allows cryptocurrencies to be circulated by their
founders as a medium of exchange within the economy.
Founders interact in the centralized market like all the other
agents.
The preferences in the centralized market are as follows.
For the buyers, let xt 2 R be the consumption of the day
good. Take qt 2 R+ to represent the consumption of the
night good. Take v(x) to be the utility function of a buyer in
the centralized market such that v 0 (x) > 0 8x and v 00 (x) <
0 8x. We require x⇤ > 0 to exist such that v(x⇤ ) = 1. Let
u(q) be a buyer’s utility from consuming a good at night.
Assume u is C n with u0 > 0 and u00 < 0. Also let u(0) = 0
and u0 (0) = 1. In short, u : R+ ! R is continuously
differentiable, increasing, and strictly concave. We can now
define the overall (von Neuman-Morgenstern) preferences U b
of a buyer as

III. M ODEL
Take time to be discrete. Assume there is a [0,1] continuum of agents who live forever. We break these agents
into two groups: buyers and sellers. There exists a large,
finite number of both buyers and sellers. The only difference
between buyers and sellers is that while during the day
all agents want to consume and produce, during the night
buyers want to consume but cannot produce whereas sellers
can produce but do not want to consume. We add to these
agents a third set, founders, of which there are a countably
infinite amount. Each time period is divided into two smaller
periods. We can consider these sub-periods to be something
like day and night. All agents share a common discount
factor = D N 2 (0, 1) where D represents the discount
factor between day and night, and N represents the discount
factor between night and the following day.
During the day, all agents interact in a centralized market
where a non-storable good (call this the day good) is both
produced and consumed. With centralized trade, specialized
production of goods cannot interfere with trading, so one can
assume all agents to produce and consume the same type of
general good. Agents discount over all time periods. Buyers
and sellers use a linear technology to turn labor into the
day good. This assumption on the disutility of production
allows for tractability in our solutions (Lagos and Wright,
2003). We assume that all agents desire to consume the day
good as well. We could allow intertemporal trade in the day
market, but it would not happen since, by symmetry, one
cannot find an agent who wants to save and another who
wants to borrow at their shared interest rate.
At night, buyers and sellers move to a decentralized market
where they interact via anonymous bilateral matching. Lagos
and Wright (2003) find that Nash bargaining can result in
inefficient trading activity in the decentralized market. To
avoid these inefficiencies (and to avoid an over-complex
model), we assume the buyer in the decentralized market
offers one price at the time of meeting, and the seller has
the choice to either take this price or leave the meeting. In
other words, there is no bartering between buyers and sellers.
We set up the problem under a bargaining scheme, but then
restrict agents to a single price-offering round. Rocheteau and

U b (xt , yt , qt ) = v(xt )

yt +

(1)

D u(qt )

Which implies lifetime utility for a buyer
1
X

t

U b (xt , yt , qt )

(2)

t=0

We see that the buyer cares only about her net consumption of the general market good during the day and the utility
derived from consuming a specified good at night. Similarly,
we take a seller’s overall utility preference U s to be
U s (xt , yt , qt ) = v(xt )

yt

D c(qt )

4

(3)

with lifetime utility
1
X

t

U s (xt , yt , qt ) .

(4)

t=0

c(q) here is the disutility of production. Assume c : R+ !
R+ is continuously differentiable, increasing, and weakly
convex with c(0) = 0. Also, for some q > 0 let u(q) = c(q),
and for some efficient quantity q ⇤ , let u0 (q ⇤ ) = c0 (q ⇤ ). As
4 we
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use qt here since we assume a linear production function

we can see, a seller has the same preferences over day goods
as the buyer, but the seller opts to produce at night rather
than consume.
Finally, we characterize the founders in the economy. Let
i 2 {1, 2, 3, ...} enumerate individual founders. Take xti 2
R+ to be founder i’s consumption of the day good. A founder
does not produce during the day, so founder i enjoys overall
utility Uif given trivially by
Uif (xit ) = xit

beliefs about the exchange value of cryptocurrencies given
the observed individual issuances. Thus, profit maximization
determines the money supply in the overall economy and
serves a similar purpose as monetary policy in the case of a
government-issued monetary economy. In the scope of this
scenario, it is reasonable to believe that a sequence of strictly
private currencies may eventually attain positive exchange
value.
Each founder issues their own perfectly divisible, intrinsically useless, storable object called money. Denote the value
of this monetary unit issued by founder i 2 {1, 2, 3, ...} as
i
2 R+ . The value of this cryptocurrency is in terms of the
day good.
We assume that anyone can be a founder of a cryptocurrency (free entry) such that there is no cost to operate as
a founder. This assumption causes the number of founders
in the economy to be indeterminate, but we require there to
exist countably many. Specifically, assume there are N 2 Z+
cryptocurrency founders that have entered the market. Let
= ( 1 , 2 , ..., N ) 2 RN
+ be a vector of cryptocurrency
prices within the economy.

(5)

which translates to lifetime utility
1
X

t i
xt

.

(6)

t=0

Cryptocurrency technology allows us to assume that the
endowed record-keeping technology of the founder allows
him to reveal her trading history to the public without cost.
It is this public knowledge of a founder’s trading history that
will allow her private currency to gain value.
We also believe this is a realistic way to think about
economic activity. In reality, there is some activity in our
economic lives that is relatively centralized–it is fairly easy
to trade, credit is available, we take prices as given, etc.–
which can be well captured by the notion of a competitive
market. But there is also much activity that is relatively
decentralized–it is not easy to find trading partners, it can
be hard to get credit, etc.–and is captured by search theory.
One might imagine that there are various alternative ways to
integrate search and competitive markets. Here we present
one that we think is useful.

A. Buyers
We assume that our buyers hold a cryptocurrency portfolio
m = (m1 , m2 , ..., mN ) 2 RN
+ during the day. After
trading during the day, the buyer has a resultant monec 2 RN
tary portfolio m
+ . Take qt (m) 2 R+ as a buyer
or seller’s production of the night good. Let dt (m) =
N
(d1t (m) , d2t (m) , ..., dN
t (m)) 2 Rt be the basket of
currencies the buyer transfers to the seller in exchange for the
distributed good. Let Vtb (m) denote a buyer’s value function
at night with monetary portfolio m. Then Wtb (m) denotes
the value function for a buyer during the day and is defined
via the Bellman equation

IV. M ARKET
Meetings in the distributed market are anonymous. Because of this, there is no ability for agents to trade futures in
this market. To achieve allocations in this distributed market,
a medium of exchange is needed. Usually, this medium of
exchange is supplied by the government in the form of fiat
currency. The government follows a range of monetary policy
rules and all agents observe the supply of money at each time
period. This allows agents to form beliefs about the exchange
value of money across all time periods, current and future.
Instead of the traditional arrangement just described, we
consider a monetary system that is purely private. In this
economy, founders issue cryptocurrencies with value intrinsically set to zero. These cryptocurrencies cannot be
redeemed for any asset at any date in the future; they are fiat.
Cryptocurrencies then circulate as media of exchange and
gain positive value in the process. Because cryptocurrencies
are distributed publicly and the history of the currency is
verifiable by all agents, the total amount of currency put
into circulation by a founder is known to everyone in the
economy. As well, all agents understand that a founder
enters the currency issuing business to maximize profits.
Therefore, one can describe an individual’s behavior by
solving the founder’s optimization problem in the market
for cryptocurrencies. This allows agents the ability to form

Wtb (m) =

max

(x,c
m)2R⇥RN
+

[x +

b
m)]
D Vt (c

(7)

with budget constraint
t

c+x=
·m

t

·m

(8)

where x = v(x) y such that x 2 R denotes the net
consumption of the day good. We define the buyer’s value
function at night as
Vtb (m) = [u(qt (m) +

b
N Wt+1 (m

+ (1

)

dt (m))]
b
N Wt+1 (m)

(9)

As we can see, the buyer recursively values her portfolio
at night depending on the next day’s options given the same
monetary portfolio. She will need to solve the dynamic
programming problem by recursively maximizing in both
markets across all time periods. Again, our agents do not
bargain, so the buyer offers a basket of currencies d =
(d1 , d2 , ..., dN ) 2 RN
+ in exchange for night good quantity
q 2 R+ . The buyer rationally makes this offer to maximize
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her expected surplus at night. To solve this, rewrite her value
function (7) by substituting x in the budget constraint:
Wtb (m) =

t

where
Wtb (0)

= max [

· m + Wtb (0)

t

N
m2R
b
+

b
m)]
D Vt (c

c+
·m

i
t

(

(11)

+

N

⇥

N

t+1

⇥

·m+

t+1

· dt (m)]

b
N Wt+1 (0)

(12)

.

Our buyer’s decision for her trade offer then becomes
max

+1
(q,d)2RN
+

[u(q)

N

⇥

t+1

(13)

· d]

N

and

⇥

t+1

·d

c(q)

(15)

Wts (m) =

where (14) respects the seller’s ability to walk away from
trade, and (15) ensures that the buyer can, in fact, make the
offer given her monetary portfolio m. The solution (q, d)
is dependent on m as long as d  m binds. Otherwise,
q solves the first order conditions with d = m. If we let
q ⇤ 2 R+ be the quantity of goods satisfying u0 (q ⇤ ) = c0 (q ⇤ )
then the characterized solution to buyer’s problem is

qt (m) =

u0 (qt (m))
c0 (qt (m))

1
, 8i
i
↵t+1

1) + 1 =

(20)

Symmetrically, let W s (m) be the value function for a
seller with monetary portfolio m in the market for day goods.
Let V s (m) be the equivalent value function in the market
for night goods. Bellman’s equation for sellers is then

(14)

0

dm

c 1(
q⇤

(19)

B. Seller

subject to

(

 0 , 8i .

where qt (m) = c 1 ( ⇥ t+1 · m). Per above, a buyer
optimizes across all currencies and forces an equilibrium
in which the expected monetary return must be the same
across each of the cryptocurrencies with non-zero value in
the economy. This is due to the fact that any cryptocurrency
is assumed to be just as viable as a medium of exchange as
any other cryptocurrency in the system. Thus, an agent will
only hold a given cryptocurrency if it can provide the same
(or higher) yield as the other currencies.

We can then plug this back into (9) for night value function
Vtb (m) = [u(qt (m))

b
m)
D Vi,t (c

i
i
Take ↵t+1
= it+1 / it . If for every currency i, ↵t+1
<
1
then we know the buyer will satisfy

(10)

.

+

N

⇥

t+1

· m)

if
if

·m<
t+1 · m
t+1

max

(x,c
m)2R⇥RN
+

[x +

s
m)]
D Vt (c

(21)

with budget constraint
t

Again, x = v(x)
scenario, we get

c+x=
·m

c(q ⇤ )
1
⇤
N c(q )
(16)

(22)

·m

y. In a similar way to the buyer’s

Vts (m) = [ c(qt (mb )) +

1

N

t

s
N Wt (m

+ (1

)

+ dt (mb ))]

s
N Wt+1 (m)

(23)

for the seller’s value function at night. It is important to
note here that mb 2 RN
+ is the portfolio of the buyer that
our seller meets in the distributed market. We could take
(
first order conditions for the seller to solve his problem, but
m
if t+1 · m < N 1 c(q ⇤ )
since the seller’s value only depends on the buyer’s monetary
dt (m) =
1
⇤
( N ⇥ t+1 ) 1 c(q ⇤ ) if t+1 · m
N c(q ) . portfolio at night, this implies that money does not bring any
(17) value to the seller at night. Opportunity cost implies that a
From the above, we can see that the basket of currencies seller will optimally choose to not hold any cryptocurrencies
1
traded in the decentralized market is a function of the buyer’s in the limit as ↵i !
while buyers hold all the money
t+1
monetary portfolio. With this solution, the buyer’s night-time in the economy.
value function takes the form
C. Founder
8
Founders are endowed with currency-issuing technology
>
[u(c 1 ( N ⇥ t+1 · m))
N ⇥ t+1 · m]
>
>
>
that provide them a costless way to publicly display trading
b
>
>
< + N ⇥ t+1 · m + N Wt+1 (0)
histories and money supply. Founders are also endowed with
b
Vt (m) =
if t+1 · m < N 1 c(q ⇤ )
a project that requires day goods as input and pays off at
>
>
> [u(q ⇤ ) c(q ⇤ )] + N ⇥ t+1 · m + N Wtb (0) the start of the day in the next time period. This capital is
>
>
>
:
1
⇤
non-tradable and does not compete with cryptocurrencies as
if t+1 · m
N c(q )
(18) media of exchange. Take k 2 R+ to be the amount invested
c is independent of m, and in the project and P (k) the payoff in terms of the day good
The maximizing choice of m
W b (m) is linear in m. Assuming V b is differentiable, the in the central market. With r as our return on capital, define
first order conditions for the optimal portfolio choice are
P (k) as
and
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P (k) =

(

V. E QUILIBRIUM
if 0  k  ◆
if ◆ < k  1

(1 + r)k
(1 + r)◆

We now look to characterize precisely the equilibria of
this model. From (20), we know that if cryptocurrencies i
j
i
and j both have positive value, then ↵t+1
= ↵t+1
and the
currencies share the same real return (denoted by ↵t+1 ). If
we let qt 2 R+ be the quantity traded at night in t, then (20)
becomes

(24)

1
where (1 + r)
and 0 < ◆ < 1. Let Mti 2 R+ be
founder i’s cryptocurrency circulation in the current period
and Mtj 2 R+ be founder i’s holdings of cryptocurrencies
issued by each founder j such that j 6= i. We then define a
founder’s budget constraint as

xit + it Mti 1 +

X

j
j
t Mt +kt

i
i
t Mt +

=

j6=i

X

(

j
j
t Mt 1 +P (kt 1 )

j6=i

i
over every t. With ↵t+1
<

xit =

i
i
t (Mt

1

(25)
8i, a founder consumes

Mti 1 ) + r◆

(26)

! t

[

i
i
! (M!

M!i

1)

+ r◆] .

z(↵t+1 ) =

(27)

The record-keeping technology endowed to the founder
allows her the privilege to earn seignorage from circulating
a cryptocurrency. From above, we see that issuing cryptocurrencies allows a founder to make returns on seignorage which
she can use to fund her project which provides an income
source across periods. The currency issued by each founder
is inherently worthless and does not contain a promise
for exchange of an asset at a future date. A founder can
adjust cryptocurrency circulation by making purchases and
sales during the day (in accordance with maximizing her
profits). We assume free entry into the market for issuing
cryptocurrencies, so without operational costs we have
! t

[

i
i
! (M!

M!i

1)

+ r◆] = 0 .

N
X

+ r◆ = 0 .

c(q(↵t+1 ))
↵t+1

(31)

i
i
t Mt

+ r◆ = z(↵t+1 )

(32)

for all t
0. To obtain the real value of the money
supply, we must sum across the real values of the individual
currencies. Let bit = it Mti be the real value of the total
supply of founder i’s cryptocurrency in period t. Let b 2 Rn+
be a vector of the real value of all cryptocurrencies in period
t. Our free entry assumption imposes
bit
for all t
becomes

(28)

↵t bit

1

+ r◆ = 0 , 8i

(33)

0. Our market-clearing condition from (32)
N
X

Under the assumption that consumption is non-negative,
we get
Mti 1 )

(30)

i=1

!=t

i
i
t (Mt

1
.
↵t+1

which can either be decreasing or increasing in the
monetary rate of return ↵t+1 . Because quasi-linearity of
preferences implies that all buyers have the same demand
function, the above is the aggregate demand for real balances
across cryptocurrencies. The market clears when

!=t

1
X

1) + 1 =

We have qt and ↵t+1 as variables, so quantity is some
function of the expected return on all cryptocurrencies in the
economy. Define this relationship implicitly as qt = q(↵t+1 )
where q 0 (↵) > 0 when ↵ > 0. In other words, a higher return
on cryptocurrencies results in a higher production of goods
in the distributed market. The demand for real balances is
then given by

which discounted over her lifetime becomes
1
X

u0 (qt (m))
c0 (qt (m))

bit + r◆ = z(↵t+1 )

(34)

i=1

at all dates t 0.
From the above derivation, we see that a sequence
i
{bt , kt , ↵t }1
t=0 satisfying (33) and (34) where each bt > 0,
1
0  ↵t 
, kti = ◆ for all t 0 and i 2 {1, 2, 3, ..., N } is
an equilibrium sequence. We can rewrite the dynamic system
as

(29)

If the cryptocurrency issued by founder i has a positive value in equilibrium and r > 0, we must have that
Mti < Mti 1 . This implies that the supply of each founder’s
cryptocurrency must be monotonically decreasing under freeentry conditions. This situation is peculiar in that a founder’s
purchases will exceed her sales in the centralized market.
She will make up this difference with the proceeds from
her endowed productive capital. As we shall see, this allows
sustained deflation to be feasible as an equilibrium outcome
in the economy under free entry.

z(↵t+1 ) + r◆ = ↵t z(↵t ) .

(35)

To characterize our solution, it is helpful to look for
preferences that lead to plausible money demand functions
where the demand for real balances is increasing in the
real return on money. We therefore assume utility function
u(q) = (1
) 1 q1
and disutility function c(q) =
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(1 + ) 1 q 1+ where 0 <
system of (35) reduces to
1+
+

[1

( ↵t+1 )

(1

1+
+

< 1 and

1+
+

1

) ↵t+1 ]

1+
+

It can be shown that
↵t+1 = 0,

0. Our dynamical

+ r◆ =
d↵t+1
d↵t

[1

1

( ↵t )

(1

1+
+

) ↵t ]

1+
+

Fig. 2.

Cross-sectional plot of equation (36) with r = .2

(36)

> 0 for all ↵t > 0. When
+

↵t =

(r◆) 1+
1
1+

+

+ (r◆) 1+ (1

(37)

)

Since ↵t 2 [0, 1 ], a nonstationary solution would
violate this boundary condition. Therefore, there must be a
stationary, unique solution such that ↵t = ↵
¯ for all t
0.
This solution must satisfy
1+
+

( ↵
¯)

1+
+

1

+r◆[1 (1

) ↵
¯]

1+
+

=

1+
+

1

where

cryptocurrencies for transactional purposes is reduced which
stabilizes monetary flow. As well, the gains from investment
opportunities for individual founders translates directly to
higher returns on their associated private currencies. We
see that the real return on cryptocurrencies ↵ approaches
1
the efficient upper bound
as the technological rate of
return on capital, r, increases. Thus, the unique equilibrium
allocation approaches the efficient allocation as returns from
capital increase.
This result is in line with Hayek’s proposal for the
denationalization of money. Monnet and Sanches (2015) find
that an allocation with the property that the rate of return on
privately issued debt equals the rate of time preference is
feasible under a monopolistic banking system when agents
are sufficiently patient. This falls in line with our results
where, in practice, cryptocurrencies take the place of issued
notes in the economy.
Recall equation (29), which showed that if the cryptocurrency issued by founder i has positive value in equilibrium
and r > 0, then we must have that Mti < Mti 1 . Under this
long-run profit maximization scheme, we see that a founder
makes purchases that exceed her sales during the day when
her cryptocurrency supply M i is strictly decreasing. If a
founder deviated from this plan, she would be better off since
she can retain the proceeds from her capital investments. To
achieve an efficient allocation, it is necessary to implement
some type of check on the founder to make sure she does not
opportunistically deviate from the profit maximization plan
in which the nominal money supply is strictly decreasing.

1+

( ↵
¯) +
(38)

+

(r◆) 1+
1
1+

+

+ (r◆) 1+ (1

)

↵
¯

1

(39)

Thus, if the rate of return on capital r is greater than zero,
we see that productive projects in the economy provide a
price-stabilization mechanism for a valued currency in the
economy. This productive capital provides a fundamental
value for cryptocurrencies in which a belief that the value of
a given currency will drop below this fundamental value (as
dictated by the productive project) is inconsistent with the
equilibrium conditions within the economy.
Figure 1 plots (36) over ↵t , ↵t+1 , and r with
= .9,
= .9,
= .5,
= .5, and ◆ = .5. We see that there
exist no equilibria in which the value of all cryptocurrencies
drops to zero from a positive value. Figure 2 plots (36) over
↵t and ↵t+1 with = .9, = .9, = .5, = .5, ◆ = .5,
and r = .2. Again, we see that the currency values do not
approach an equilibrium of zero.
Fig. 1.

Plot of equation (36) ↵t vs ↵t+1 with varying r

VI. N O C APITAL
What happens to a system of cryptocurrencies in which
productive projects are not available? In other words, what
is the effect on the monetary equilibrium when r = 0? In
this section, we investigate an economy without productive
capital (or projects with no return) and show that an equilibrium in which all currencies share a common, positive value
exists. However, we also find equilibrium solutions that are
degenerate, causing currency values to monotonically drop
to zero.
With the return from capital, r, at zero, our equation (35)
becomes

Under free entry, this equilibrium implies a positive return
on money. Therefore, the opportunity cost of agents holding
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with = .9, = .9, = .5, and = .5. Along these equilibrium paths, real money balances decrease monotonically
until convergence to zero. Equally, the economy approaches
autarky as t ! 1. This has the effect of decreasing trading
activity in the decentralized market as t grows.

(40)

z(↵t+1 ) = ↵t z(↵t ) .

Under the assumption that bit = bjt , 8i, j, the marketclearing condition in (34) becomes
(41)

N bt = z(↵t+1 )

Fig. 3.

for some bt
0. The free-entry condition gives us that
bt = ↵t bt 1 , 8t 0. The equation (40) is an implicit
map with at least two fixed points: (↵t , ↵t+1 ) = (0, 0)
and (↵t , ↵t+1 ) = (1, 1). This implies the existence of a
continuum of equilibrium solutions that can be constructed
from any starting point ↵0 2 (0, 1). A continuum of
equilibrium solutions implies there exists a solution in which
the value of all cryptocurrencies is constant over time. In
other words, there is an interior stationary equilibrium where
↵t = 1 for all t
0, which follows from the fact that
(↵t , ↵t+1 ) = (1, 1) is a fixed point. Setting ↵t = 1 for all
t 0, we get a solution that satisfies the boundary condition
1
0  ↵t 
.
Focusing on this stable solution, we see that the exchange
value of all cryptocurrencies remains constant through time.
This is due to the fact that agents have expectations of
constant return over the cryptocurrency space, so the value
does not fluctuate. Surprisingly, this solution implies that inherently worthless cryptocurrencies without any fundamental
value can, in fact, gain a positive value to be used as media
of exchange.
Although stable, the solution in which all cryptocurrencies attain a positive, constant value is socially inefficient.
Because ↵t = 1, the quantity q s traded at night is less than
the efficient quantity due to:
(

u0 (q s )
c0 (q s )

1) + 1 =

1

Note that all the nonstationary solutions are Paretodominated by the stationary solution in which cryptocurrencies share a constant value through time. This results
from the fact that the night production in a monotonicallydecreasing currency scheme is bounded above by q s (from
(42)) and decreases along with the currency value through
time.
Another interesting solution satisfying (40) is the asymmetric solution in which a single founder’s cryptocurrency
is valued and all other cryptocurrencies become worthless.
This, in effect, is equivalent to a model in which a single
government issues fiat currency. The existence of this equilibrium is interesting given our assumption of free entry. Given
that the production of cryptocurrencies is assumed to cost
nothing, there is no way to distinguish bit , the market share
of any individual founder at a given time. However, we can
track the case where a single cryptocurrency circulates while
all others become worthless. We know bit ↵t bit 1 = 0 must
hold for each founder i, so we must have

(42)

<1.

The above solution is only one of the possible equilibrium
solutions. Despite its academic interest, there is no reason to
favor this solution over the other possible solutions. Assuming the same utility and disutility functions, the demand for
real balances (31) becomes
( ↵t+1 )
z(↵t+1 ) =
1+

1+
+

1

[

1

(1

) ↵t+1

]

1+
+

N
X

↵t+1

. (43)

[1

(1

) ↵t+1 ]

1+
+

=

↵t
[1

(1

) ↵t ]

1+
+

N
X

bit

bit = z(↵t )
.

1

.

(45)

i=1

which with (34) implies

1+
+

1

bit = ↵t

i=1

The recursive relationship for each ↵t is then
1+
+

Plot of equation (44) ↵t vs ↵t+1

(46)

Thus, we see that there exists an equilibrium sequence
1
{↵t }1
t=0 that satisfies the boundary condition 0  ↵t 
j
i
in which bt = bt = z(1) > 0 for some i and bt = 0 for
j 6= i at all t 0. As well, we have a continuum of solutions
starting from an arbitrary ↵0 2 (0, 1) in which bit = bt =
z(↵t+1 ) > 0 for some i and bjt = 0 for j 6= i and t 0.
This equilibria are interesting in that there is a single
founder that issues her cryptocurrency while all other cryptocurrencies either obtain zero value or their supply drops to
zero. The free-entry condition constrains this sole founder’s

(44)

Because the initial choice of ↵ is arbitrary, there exists a
continuum of ↵ 2 (0, 1) which produce equilibria in which
the value of private money is driven to zero, resulting in
autarky. This result is consistent with Monnet and Sanches
(2015) in which they find similar equilibria in an economy
where entrepreneurs issue debt claims that are circulated as
media of exchange. Figure 3 plots the dynamic system in (44)
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behavior. Other agents in the market understand the effect
of the free-entry condition on the lone founder and therefore
permit a single currency to circulate.

model shows promise for an economy of cryptocurrencies
to provide the optimal amount of money while in direct
competition. In fact, we find that cryptocurrencies in this situation become homogenous and produce a unique competitive
equilibrium under free entry. We also discovered that lessdesirable equilibria exist in an economy without productive
capital. In this scenario, our model predicts a continuum of
equilibrium solutions that do not provide an optimal quantity
of money. Some of these solutions are degenerate and result
in autarky.
Although our model shows promise for the burgeoning
cryptocurrency market, it also shows that inefficient equilibria are possible and common under certain scenarios.
Nevertheless, there is more research that could be done
within this framework. Many topics, including the analysis
exchange markets, crypto-assets, public currency interaction,
transaction costs, and free entry assumptions are some avenues for future research.

VII. D ISCUSSION
So far, we have characterized numerous possible equilibria
within an economy based solely off of the exchange value
of privately-issued cryptocurrencies. We have seen that our
results mostly match with the empirical analysis of the cryptocurrency environment under certain assumptions. Although
the current state of cryptocurrencies is far removed from a
purely private model, there are many qualitative results that
are still applicable to the current environment.
One of the issues in the cryptocurrency space that our
model may be able to inform is in a Bitcoin ”fork”. A
”fork” appears in a cryptocurrency when a majority begins
following a different protocol than in the past. A fork is
”soft” if the protocol change only affects the validity of
transactions moving forward while all previous transactions
remain secure and valid. By contrast, a fork is ”hard” if it
changes the validity of previous transactions and requires
all participants in the system to adhere to the changes. If
participants decide not to adhere to the protocol changes, a
fork can, in effect, birth two cryptocurrencies from a single
parent cryptocurrency. While the exact mechanisms of a fork
are outside the scope of this paper, our analysis shows that,
from an economic perspective, a fork does not necessarily
imply that a single child currency will out-compete its sibling
after the fork. In fact, we have shown that these currencies
can coexist in a continuum of equilibria, depending on the
capital backing of the currency.
More generally, our analysis gives validity to the existence of more than 600 cryptocurrencies in the present day.
Although many of these currencies have exchange value near
or at zero, our model implies that it is theoretically possible
for all of these cryptocurrencies to exist simultaneously,
and more, it is feasible that these currencies may obtain a
common value in equilibrium.
Our model also has implications for cryptocurrency
founders. In the presence of productive capital, we have
shown that cryptocurrencies attain a fundamental value and
can exist in equilibrium. This equilibrium is stationary, efficient, and the presence of capital prevents unfavorable solutions in which cryptocurrency values monotonically approach
zero. However, this equilibrium only exists when founders
are interested in long-run profit maximization. Because of
this, it is important to investigate policy options which may
prevent founders from deviating from the profit-maximizing
trajectory.
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C ONCLUSION
In this paper, we have investigated an economy of competing, privately-issued cryptocurrencies. We estimated features of this system from the data available on the current
cryptocurrency environment. From these features, we built
a model using an alteration of the Lagos-Wright monetary framework. In the presence of productive capital, our
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supply elasticity than men. While men are often the family
breadwinners, women frequently opt out of the labor force
and take on a more traditional role in the household. This is
particularly true for immigrant women, who enter the country
with a range of different standards of female labor force
participation and gender roles based on the culture of their
host country. Thus, the female labor market choice is more
complicated and involves more considerations.
The explanation of the wage gap has important implications for immigrants and for policy makers. The presence
of an unexplained wage gap has the potential to deter
immigrants from participating in the workforce, or from immigrating to the United States altogether. Additionally, if the
initial gap can be explained by immigrants’ lack of skills and
English language ability, then perhaps policies and programs
could help immigrants improve their English fluency and
gain the skills the labor market values so that their wages can
more quickly approach those of natives. Additionally, if the
gap is related to state of settlement (perhaps certain states
are more conducive to immigrant success than others), then
future work could determine which policies aide immigrants
most effectively, and the government could implement those
policies those on a national scale to ensure the workforce is
as productive as possible.
Our empirical strategy involves three parts. First, we
establish the existence of a wage gap between native and
immigrant women. Second, we try to explain this gap by
accounting for personal characteristics like skill, education
level, and state of settlement. Third, we use a Heckman
selection model to account for selection bias into the labor
force. The Heckman decision model incorporates female
culture factors from a woman’s home country, which we
believe impacts the decision to work. Throughout the paper
we compare our findings about women with the trends in
male immigrants documented by other studies.

Abstract— Do female immigrants earn as much as their
native counterparts, and if not, why not? We establish the
existence of a wage gap between female U.S. born and female
immigrant workers, then try to explain what factors drive this
gap. We consider the effect of skill, English language ability,
state of settlement, and the bias of selection into the workforce.
We find that English language ability and selection into the
workforce have the largest impact on our measure of the
immigrant wage gap; in fact, we find that immigrant women
have a net wage advantage in the workforce when we consider
these factors.

I. I NTRODUCTION
In 2013, immigrants represented nearly 13% of the United
States population.1 These immigrants come to this country for a variety of reasons and with different skills and
experiences. On average, however, immigrants (both men
and women) as a group earn lower wages than their native,
American-born counterparts.2 Why? There are a few possible
explanations of this phenomenon. First, it could be the case
that the labor market mistakenly sets wages too low initially
when immigrants first arrive. Second, it could be the case that
new immigrants lack the skills the labor market values when
they first arrive in the United States. Third, the gap could be
the result of selection bias into the workforce. Perhaps lowerskilled immigrants are over-represented in the workforce
as they are forced to work to survive, while higher-skilled
immigrants (and women, in particular) may choose not to
work. In each of these cases, we would expect the gap to
close over time: the labor market adjusts wages, workers gain
skills over time (for example, English language ability) and
low-quality workers drop out of the labor force altogether.
However, as we will document, this is not the trend we see in
the data: instead, the wage gap persists. Our primary inquiry
attempts to explain why.
Much of the existing literature has explored the wage gap
between native men and immigrant men, but we believe
these results cannot be generalized for women without deeper
analysis due to the unique selection challenges involved
with women in the labor force. In our paper, we explore
the trajectory and convergence of female immigrants’ wages
and seek to answer the following question: what characteristics explain the persistent wage gap between immigrant
and native wages? This question is particularly difficult
to answer for women who generally have a higher labor

II. L ITERATURE R EVIEW
Our primary motivation for this paper comes from Borjas’
2015 paper The Slowdown in the Economic Assimilation
of Immigrants: Aging and Cohort Effects Revisited Again.
Borjas studies the evolution of male immigrant earnings in
the United States between 1970 and 2010. He finds that
more recent cohorts are assimilating more slowly than earlier
cohorts; that is, they are earning less and gaining less human
capital stock. The basis of our study is modeled off of
this paper: for example, we use the same data source (U.S.
Census and ACS data) and we take the same approach

1 www.migrationpolicy.org

2 We will show this fact, but it has been documented by others as well.
For example, see Anderson (2015).
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to observe the raw gap in earnings between natives and
immigrants. We will document this method in detail later
on.
However, Borjas limits his study to immigrant men. Other
work studies female immigrants and immigrant families in
particular: for example, Francine Blau writes about another
element of female work, one that we also examine in our
paper, in her paper Immigrants and Gender Roles Assimilation vs Culture. She finds considerable evidence that an
immigrant woman’s source country gender culture influences
her behavior in the United States: one such behavior is the
decision to participate in the labor market. Blau uses fertility
and GDP per capital of the host country to capture the gender
culture. Her conclusions are robust to various efforts to rule
out the effect of other unobservables. Due to the significance
of the effect that she finds, we use these variables (among
others) in the first stage of our Heckman Selection model.
Blau, Kahn, and Papps investigate the labor supply assimilation profiles of married adult immigrant women and men
in their 2010 paper Gender, Source Country Characteristics,
and Labor Marker Assimilation Among Immigrants. They
find that women migrating from countries with high female
labor force participation rates work substantially more than
women coming from countries with lower female labor
supply rates. They find this pattern also holds for women
coming from countries with low fertility rates. Interestingly,
these home country factors only impact the work decisions
of female migrants and not male migrants, suggesting the
robustness of the effect on women.
Our primary contribution to this literature is as follows:
first, we extend portions of Borjas’ analysis to women, and
second, we further explore the wage gap by accounting for
selection bias for women in the work force in our estimation
of the wage equation. We include the country characteristics
documented by Blau and Kahn as factors that affect female
immigrants’ decision to work.

for year of immigration into the United States. With these
groupings, we are able to track groups of immigrants through
different survey years and observe how their wages change
over time as they spend more time in the United States. There
are 12 different cohorts in our dataset, ranging from entry
years of 1940 to 2005. We are not tracking the same exact
people over time, but by grouping people into cohorts we are
constructing groups of people with similar characteristics,
allowing us to do an almost panel-type analysis despite
the data challenges posed by this cross-sectional sample.
In total, our full sample includes about 30 million people,
10% of whom are migrants. This is a good approximation
of the national sample. We define natives as those born in
the United States and immigrants as those born outside the
United States who immigrated after the age of 18.
We now provide an overview of control variables. Our
control for ability to speak English is a binary variable,
taking on a value of 1 if a person responded that he or
she speaks only English, speaks English very well, or speaks
English well and a value of 0 if a person responded that he or
she does not speak English or speaks English poorly. Because
this variable is only available post-1970, we can only use
1980+ survey years when we include this variable as a
control. Our control variable for state of settlement is defined
as the state in which the housing unit was located at the time
of the survey. Thus, we cannot control for whether a specific
person in a specific year has moved around the country; we
observe only the state they currently live in. Skill groups
are constructed by splitting education into five categorical
variables, less than high school, high school graduate, some
college, college graduate, and more than college and age
into eight categorical variables, 25-29, 30-34, 35-39, 40-44,
45-49, 50-54, 55-59, 60-64. We then sort individuals into
one of 40 skill groups based on their respective age and
educational categories. This skill group construction method
is as per Borjas 2015. Basic summary statistics of our dataset
are included in table 1 above.

III. DATA

TABLE I: Summary Statistics By Immigrant Status

A. Construction of Base Sample
We construct our base data set as per Borjas 2014. Our
data is a combination of US Census and American Community Survey data, as provided through the IPUMPS database.
We use Census data from 1970, 1980, 1990, and 2000. The
1970 census data is a 3% sample, formed by pooling the
Form 1 State, Metro, and Neighborhood databases. The 1980,
1990, and 2000 extracts are each 5% random population
samples. We use the provided sampling weights in our
estimates. Because the 2010 Census does not include all of
our variables of interest, we create a proxy for the 2010
Census by pooling the American Community Survey from
years 2009, 2010, and 2011. We limit our sample to those
between ages 25 and 64.
Because our data is cross-sectional instead of panel, we
construct immigrant cohort categories as per Borjas 2015.
Immigrants who came to the United States in the same 5 year
interval are considered to be a part of the same immigrant
cohort; thus, cohorts are essentially categorical variables

Sex
Number of Children
Age
Age at Migration
Hours Worked/Wk
Wks Worked/Yr
In Labor Force

Non-Immigrants
Mean Min. Max.

Mean

0.52
0.95
39.50
NA
31.19
35.71
0.76

0.52
1.24
41.35
28.45
29.62
33.05
0.71

0.00
0.00
18.00
NA
0.00
0.00
0.00

1.00
9.00
64.00
NA
99.00
52.00
1.00

Immigrants
Min. Max.
0.00
0.00
18.00
18.00
0.00
0.00
0.00

1.00
9.00
64.00
64.00
99.00
52.00
1.00

Data from pooled US Census 1970-2000 and ACS 2009-2011

B. Construction of Country Indicators
An important element of our analysis is the relationship between host country characteristics and female labor
market decisions. While societal attitudes towards men are
fairly ubiquitous across the world, there is a significant
amount of heterogeneity in attitudes towards women that
may affect women’s decisions to participate in the labor
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market once they arrive in the United States. To incorporate
these factors, we associate each person in our dataset with
country characteristics based on her country of birth: gross
domestic product per capita, average years of schooling
of women in the country, and the average fertility rate.
GDP per capita and fertility rate data come from the World
Bank’s Development Indicators. Years of schooling data
comes from Barro and Lee’s Educational data set. For nonimmigrants, the country is the United States; thus, the US
country characteristics serve as a baseline in our analysis. Of
course, these characteristics are not constant over time. In
matching country characteristics to individual observations,
we must also determine which year of characteristics is
most appropriate. We consider that year to be the year of
exposure; that is, the year that a person would have been most
influenced by characteristics of a country. For example, it is
unlikely that a five year old child would respond later in life
to the culture of his country in the year that he was five. To
account for this, we define the year of exposure as the year
that a person was 18. We then merge country characteristics
onto individual observations by country of birth and year of
exposure.
Ideally, to capture the host country culture characteristics
towards women that may directly impact immigrant women’s
working choices, we would have data on the percentage of
women in the labor force in the host country or on the
percentage of women represented in the national government.
However, this data (also from the World Bank’s Development
Indicators) is only available beginning in the 1990s. Thus,
we provide the below covariance matrix to demonstrate that
fertility and year of schooling are reasonable proxies for
these measures. Fertility has a correlation with the percentage
women in parliament of 0.37, and and years of schooling
has a correlation with women in the workforce of about
about 0.33 and with women in the national parliament
of about 0.13. Interestingly, our two measures of female
attitude characteristics are not well-correlated at all: women
in the workforce and women in national government have a
correlation of -0.03.

time. Second, we consider a few factors that could explain
the wage gap: for example, the ability to speak English,
skill level, and stage of settlement. Finally, we consider the
specific selection problems associated with estimating the
wage equation for women. We use a Heckman selection
model to take into account the affect that host country
and other personal characteristics may have on participation.
To account for heteroskedasticity in our error terms, we
estimate robust standard errors. To account for within group
correlation, we cluster our errors at the cohort level. We now
report the results of this analysis.
V. R ESULTS
A. Part 1
First, we estimate the raw wage gap between immigrant
workers and native workers. We begin by estimating ageadjusted weekly earnings by cohort, census year, and gender
as in equation 1, where i corresponds to an individual and j
corresponds to a cohort dummy:
ln(wagei ) = age + age2 + age3 + ⌃12
j=1 cohortij

Estimates for men are a replication of a result from Borjas
2015, while the estimates for women are our own. This first
estimate is obviously rough, but provides some indication of
the wage gap. Results of the above equation are reported in
tables 2 and 3 in the appendix; co-efficients on cohorts over
time are reported through the plots below, which we will
now describe in detail.3
The x-axis of figure 1 is the year since the immigrant
cohort arrived in the United States and the y-axis is the
wage gap between that cohort’s wages and native wages,
controlling only for age, which is introduced as a third-order
polynomial (as per Borjas 2015). It is important to note that
because our samples are every 10 years, the initial wage gap
for different cohorts do not represent their wages after they
have been in the United States for the same number of years.
For example, the first wages we observe of the 1960 and 1965
cohorts are their wages in 1970. At this time, one cohort has
been in the U.S. for 5-10 years, while the other has been in
the U.S. for only 1-5 years. We observe small differences
in initial wages between cohorts in the ’initial’ stages that
can likely be attributed to differences in the amount of time
different cohorts have been in the country. For both men and
women, all cohorts earn wages below the native level when
they first arrive in the United States. We also see that the
initial wage gap is getting larger for new immigrant cohorts:
the female immigrants who arrived in 2000 begin working
at a much lower relative wage than previous cohorts. In fact,
we see that every female cohort initially makes less than
previous cohorts in comparison to natives. In particular, the
1965-1969 female cohort made only 2.6% less the natives in
the first years since migration while the 1995-1999 cohort
made 21.6% less than natives initially. For men there is a
similar pattern, though the 1995-200 cohort did a bit better

Fertility GDP Per Years of Women in Women in
Rate
Capita Schooling Labor Force Parliament
Fertility
GDP Per Capita
Years Schooling
Women in Labor Force.
Women in National Gov.

1.00
0.51
0.02
-0.09
0.37

0.51
1.00
0.16
-0.02
0.26

0.02
0.16
1.00
0.33
0.13

-0.09
-0.02
0.33
1.00
-0.03

(1)

0.37
0.26
0.13
-0.03
1.00

IV. E MPIRICAL D ESIGN
To estimate the wage gap and its determinants as precisely
as possible, we construct our analysis in three stages. First,
we estimate the most basic equation imaginable to establish
the raw gap between immigrants and natives over time. This
step is very similar to the approach used in Borjas 2015; thus,
we begin by replicating his results which include only men,
and then perform the same analysis on women. Like Borjas,
we use consider immigrants in terms of cohorts, as described
earlier, to track how wages change for different cohorts over

3 0’s in tables simply indicate there are no observations for that cohort in
that year (i.e. the survey was taken before such a cohort existed).
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Fig. 1: Wage Assimilation, Men and Women

men and women, the 1965-1969, 1974-1979, and 1985-1989
cohorts have smaller wage gaps the longer they stay in the
United States. For women the 1965-1969 cohort even ends up
making more money than natives after living in the country
10 years. We see however, that later cohorts face larger wage
gaps than earlier cohorts even over time. Later cohorts are
closing the wage gap more slowly that earlier cohorts, or,
in the case of the 1995 - 1999 cohort, making the wag gap
larger over time. This trend is of particular interest to us, and
is something we will try to explain in our following analysis.
Another element of particular interest to us is the notable
differences between wage gap trends for women versus men.
While Borjas 2015 discusses in detail elements of the male
wage gap, the female plot is of particular relevance to our
analysis. The wage trajectories for men and for women
are quite different. While men’s wages appear to (almost
always) monotonically increase to the approach the native
level, women’s wages follow a far less logical path. For every
cohort (except the most recent one), wages begin to increase,
then fall back down again.

(a) Female

B. Part 2
To refine our analysis from section 1, we include controls
for characteristics that could explain both the initial wage
gap and the wage gap over time. Because our focus is on
women, we no longer consider men as we did in part 1 (for
a discussion of the wage gap for men, see Borjas 2015).
First, we consider that skill differences may be driving the
differences across cohorts. We construct 40 skill groups as
defined earlier, sort individuals into groups, and estimate the
following:
ln(wagei ) = age + age2 + age3 +
40
⌃12
j=1 cohortij + ⌃k=1 skillik

(2)

Complete results are reported in table 4 in the appendix;
coefficients for selected cohorts over time are reported below
as before.

(b) Male

Fig. 2: Wage Assimilation Women Controlling for Skill

and reversed the downward trend. One potential explanation
is that the quality of workers has changed – a hypothesis we
will test later on.
Looking at initial wage gap gives us only limited insight
into how the labor market values immigrants because of
selection into immigration (a rich topic, but one not explored
in this paper) and potential heterogeneity of skills between
natives and immigrants (a topic we will explore later on).
Thus, it is useful to consider the cohort-specific wage gap
trend. If immigrants were lacking skills when they came to
the United States, we would expect them to accumulate those
skills – for example, English language fluency – over time.
Even though we are not controlling for anything besides age
in this stage of our analysis, tracking cohorts over time is
a type of control in itself. Presumably, only the most able
immigrant workers stay in the labor force over many years;
as they do so, they acquire skills that the labor market values.
Figure 1 shows that this is precisely what happened for
the oldest male and female cohorts: we see that for both

Our results suggest that controlling for skill decreases the
wage gap a bit between natives and immigrant (the largest
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wage gap for woman in the baseline was -21.6% while
now it is -15.7%). However, controlling for skill does not
completely explain the wage gap either initially, or over time.
It also does not explain the different wage gap patterns across
cohorts because we still see that later cohorts are worse
off than earlier cohorts in terms of initial wage. However,
controlling for skill group does invert the slope of the 2000
cohort trend: in our initial analysis, we saw that the newest
cohort actually did worse over time but now, we see an
improvement. This result has implications we will discussion
later on.
Another factor that could affect the wage gap over time is
the state of immigrant settlement. For example, immigrants
may be assimilating more slowly if they are settling in areas
heavily populated with fellow immigrants. For example,
Hispanic immigrants may settle in a state like Texas, with
almost completely Hispanic areas, where they may have
little incentive to learn English and assimilate to the rest of
the United States. Heterogenity in state of settlement could
explain why older cohorts assimilate differently than younger
ones. To control for this effect, we estimate the following
equation:
ln(wagei ) = agei + age2i + age3i +
49
⌃12
j=1 cohortij + ⌃k=1 stateik

can be explained differing English language abilities. To test
this effect, we estimate the following equation, where English
is a dummy variable taking on a value of 1 if a person
reported being able to speak English well:
ln(wagei ) = agei + age2i + age3i +
⌃12
j=1 cohortij + englishi

(4)

Fig. 4: Wage Assimilation Women Controlling for English

(3)
As before, we report all of the coefficients of this controlled regression in the appendix, but the results can also be
seen by looking at Figure 4. Please note that non-significant
cohort coefficients are considered indicative of no wage gap
(and indicated by a 0 in this figure). The idea is that there is
no statistically significant difference between wages of these
cohorts and of native workers, a finding that is particularly
interesting considering how many observations are in our
sample. In short, this result indicates that the statistical
difference between immigrant and native wages begins to
disappear once we control for English language ability.
Another important result from this stage of our analysis is
the change in the benefit of English fluency over time, which
is reported in the final row of table 3. In 1980, a person who
spoke English well made 24.2% more than someone who did
not. That advantage steadily increased over time, until 2010
when someone who spoke English well made more than
60% more than someone who did not. Of course, English
language ability may be correlated with other skills valued
by employers that we are not controlling for at this stage;
nevertheless, the trajectory of the English language premium
is significant and may be related to newer cohort’s relative
labor market disadvantage.

Fig. 3: Wage Assimilation Women Controlling for State

As before, we report all of the coefficients of this controlled regression in the appendix, but selected cohort coefficients over time are reported via figure 3. We see that
controlling for controlling for the state settlement increased
the wage gap above the baseline level. This suggests that
the initial wage gap underestimates the differences between
immigrants and natives. That is, the initial migrant coefficient
may be hiding state effects. This is an unintuitive result, so
in the future we would like to do further analysis with other
more granular geographic measures. Then, we would be able
to more closely estimate geographic effects.
Finally, we test whether the gap can be explained by
immigrants’ ability to speak English. In particular, it could be
the case that the wage gap in the first years since immigration

C. Part 3
Selection bias into the labor force complicates estimating
the determinants of wage, particularly for women. In general,
unobservable traits that induce people to work in the first
place also impact wages. This issue is especially problematic
for women, whose work decisions are complicated by social
norms. These challenges are particularly pronounced for
immigrant women, who arrive in the United States from
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countries with widely differing attitudes towards women
working outside the home. Borjas limits his study to men
precisely because these selection problems make the analysis
of women a bit more difficult. We tackle those complications
by using a Heckman Selection model.
First, we estimate the decision to work by means of a
probit model, and second, we estimate the selection-bias
corrected wage equation. A woman chooses to work if:

In this stage, results of which are reported in table 9, fertility
of the host country had nearly 0 affect while number of
children, education of women in a woman’s home country,
and a woman’s own education had large and significant
effects on her decision to enter the labor force. We then
used the coefficients of these probit models to estimate the
wage equation, pooling all of our surveys and adding a time
fixed effect:

U (childreni +f ertilityic + schoolingic +

ln(wagei ) = agei + age2i + age3i + immi + educationi

educationi + ⌘i )

0

(5)

+ racei + englishi + biasi + yeari + GDPic + ✏i

(7)
where biasi is the inverse mills ratio as described previously. Results are reported in table 10. The first column
is the base wage equation without accounting for selection
bias; following columns correspond to probit specifications
as reported in table 9. The first column provides results of the
baseline wage equation without accounting for selection bias;
the co-efficient on immigrant is -0.0721, indicating that even
with controls, immigrant women make 7.21% less than native
women. When only number of children is included in the
probit stage, we find a modest but significant change in the
wage disadvantage of being an immigrant: now, immigrant
women make 5.573% less than native women. This coefficient continues to fall as we include controls at the probit
stage. When we include number of children and fertility of
the host country, we find that native women make 1.16%
less than native women. The following models all suggest
that once other decision factors are included, immigrant
women actually make more than their native counterparts.
For example, when we include number of children, host
country education, and a womans own education at the probit
stage, we find that immigrant women make 2.88% more than
native workers.
The co-efficient on the selection bias correction term (the
inverse mills ratio) also provides some insight into sign of
the selection bias. In every case, the mills ratio is negative,
suggesting that the error term of the decision to work model
and of the wage equation model are negatively correlated.
Thus, unobserved characteristics that induce people to work
actually lower their wages. Unfortunately, in this specification, the bias term is not immigrant specific, so we
cannot draw any conclusions on selection bias for only the
immigrant group.
After estimating Heckman selection models for immigrants in general, we use our final probit specification to
estimate the survey-specific wage equations with cohort dummies as in our previous analysis. We estimate the following
equation for each survey year:

where i is an individual and c corresponds to the individual’s host country, as defined previously. In the first step,
we include the number of children a woman has, a woman’s
education level, the fertility rate of home countries, and the
education of women in the host countries. These last two
variables are ’culture’ variables and are used as indicators for
attitudes towards women in an individual’s country of origin.
Cultural factors will impact a woman’s decision to work,
as discussed previously: for example, a woman from Saudi
Arabia will have much different expectations for women
working than a woman from Germany. Additionally, the
more children a woman has, the harder it is for her to
work outside the home. Lastly, we expect that a woman
with higher education levels will be more likely to work
outside the home. One important thing to note is that the
country characteristics associated with natives are those of
the United States; thus, we control for changes in attitudes
towards women over time in the US (as large changes have
occurred over the last 50+ years). Our probit specification
takes the following form:
laborf orcei = childreni + f ertilityic +
schoolingic + educationi + ⌘i

(6)

From equation 6, we estimate the selection bias term,
which is the inverse mills ratio evaluated at the probit model
regressors and co-efficients, divided by the standard deviation
of the error term ⌘i (as per Heckman 1979). Results are
reported in table 9 for a few different specifications. We then
add include this term as a regressor in the wage equation
(as specified below) to account for selection bias. Similar
to our previous analyses, we include a age introduced as
a third-order polynomial, an immigrant indicator variable,
and controls for education, race, English language ability,
and GDP of home country. Before we can assume, however,
that our adjusted wage equation is in fact free of selection
bias, we must consider the assumptions of the Heckman
selection model. The first major assumption is that at least
one variable in the work decision model is exogenous to the
wage equation. In the past, number of children has been used
as such a variable. We also believe that the culture variables
are exogenous. Even when we include country indicator
variables as regressors in the wage equation, the country
coefficients are insignificant, suggesting that GDP per capita
is soaking up relevant country characteristics that affect
wages. The second assumption is that errors are normally
distributed; unfortunately this assumption is difficult to test.

ln(wagei ) = agei + age2i + age3i + ⌃12
j=1 cohortij +
educationi + racei + englishi + biasi + GDPic + ✏i
(8)
Results are reported in table 11, and the trajectory of the
cohort-specific wage gap is depicted in the plot below.
Our results from this specification show that the increase
in the initial wage level many of the cohorts is now either
above zero, or increases rapidly to a positive value after that
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Fig. 5: Wage Assimilation Women Controlling for Selection
Bias

does not explain the large gaps between recent and older
cohorts or the initial gap between immigrants and native.
This result further suggests that the quality of immigrant
cohorts has not fallen significantly over time; otherwise,
controlling for skill would put all cohorts nearly on par with
each other. Additionally, skill does not have a large impact
on explaining trend fluctuations; for example, we still see a
lack of monotonicity with older cohorts.
We then considered the effect of state of settlement,
TABLE II: Wage Gap By Cohort, Initial and Final, All
Specifications
Initial Wage Gap
Cohort Baseline
1960
1965
1970
1975
1980
1985
1990
1995
2000
2005

initial year. The effect decreases after a few years but wages
remain above the native level for older cohorts.
VI. D ISCUSSION
We began our analysis in part 1 with an overview of
the wage gap by studying immigrant cohorts over time. We
hypothesized that, as immigrants spend more time in the
United States, wages would converge to those of natives.
There are a few different reasons why we expected this to
be the case. First, while immigrants accumulate the desired
skills as they continue to live in the United States, their
wages would approach the level of native workers. Second,
only the highest performing immigrants would stay in the
work force over time. The immigrants who are making the
least and and are not seeing their wages improve may drop
out of the workforce. Therefore, when we look at migrant
wages ten years after they migrate we may be observing
the wages of the best off immigrants, and so we would
expect a convergence to native wages. Nevertheless, that is
not the trend we observed for women. Thus, we extended
our analysis to try to explain why.
In parts 2 and 3 of our analysis, we proposed a few
explanations for the trends we observed in part 1. Table
2 below shows the initial and final cohort co-efficients
for the four specifications we considered. Yellow highlight
includes the specification with the most positive co-efficient
for each cohort. First, we controlled for skill groups. We
hypothesized that different education and experience levels
among immigrant cohorts could explain different time trends,
and that different education levels in immigrants as opposed
to natives could explain the initial wage gap. Controlling for
skill did have an significant effect on the slope of the newest
cohort’s wage trend: in part 1, we found that this cohort
actually made less after they’d been in the country for 10
years. Controlling for skill, we find that they make more in
the following period, which is the trend we would expect as
immigrants gain skills over time. However, the wage gap for
newer cohorts controlling for skill is still very large: skill

3.52%
-2.60%
2.62%
-8.24%
-9.28%
-18.40%
-16.50%
-21.60%
-30.20%
-31.60%

Skills

English

State

All

Heckman

7.32%
-0.24%
7.25%
-4.51%
0.50%
-11.80%
-8.32%
-15.70%
-18.50%
-24.30%

7.62%
12.80%
10.20%
0.70%
1.24%
-5.73%
-2.32%
-4.74%
-6.91%
-6.83%

-4.58%
-12.10%
-4.01%
-14.90%
-21.80%
-31.30%
-24.50%
-28.20%
-37.00%
-38.40%

2.28%
6.30%
3.43%
-8.17%
-8.46%
-20%
-11.60%
-16.70%
-18.30%
-23.90%

7.1%
9.93%
6.87%
-11.5%
14.9%
-7.81%
3.81%
-5.03%
-10.9%
-20%

Final Wage Gap (as of 2010)
Cohort Baseline
1960
1965
1970
1975
1980
1985
1990
1995

9.77%
8.94%
10.07%
4.14%
-9.30%
-16.90%
-19.20%
-23.70%

Skills

English

State

All

Heckman

-4.00%
9.69%
11.10%
7.21%
2.00%
-3.95%
-6.71%
-12.10%

10.50%
10.60%
7.71%
7.14%
4.70%
0.12%
-3.78%
-6.91%

-7.35%
0.82%
-0.74%
-12.60%
-18.20%
-26.20%
-27.50%
-30.80%

-16.80%
2.51%
3.62%
10.10%
-3.46%
-8.26%
-9.63%
-13.50%

39.2%
12%
14.7%
13.7%
7.57%
5.76%
-2.46%
-6.96%

Newest cohorts omitted from final gap as initial = final.

hypothesizing that perhaps immigrants have been settling
in different places over time. Different states are likely to
receive immigrants differently; thus, differences in cohorts
could be explained by heterogeneity of state of settlement
among cohorts. However, controlling for state increased
the wage gap substantially for almost every cohort. This
result suggests that the real wage gap between natives and
immigrant may be larger than our baseline predicts, however
this unintuitive result needs to be explored further with other
geographic measures.
Finally, we controlled for the ability to speak English. This
had the most significant effect on both the initial and final
wage gap for nearly every cohort. In some cases, the gap
between immigrants and natives was no longer significant.
Table 2 highlights the significant effect of English on the
wage gap. The fact that gap was not closed over time
unless we controlled for English language ability suggests
that English is perhaps not a skill that immigrants naturally
acquire after time in the labor force. Otherwise, our initial
analysis would have revealed the relationship that we found
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in this stage. This is one area in particular where better access
to language learning programs could have a large impact on
immigrant assimilation.
After considering these controls, we implemented a Heckman selection model to account for female selection bias into
the work force, a factor that may affect determinants of the
wage equation. We began by running a probit model with a
few different specifications, including different explanatory
variables. We found that selection bias has a large affect on
the wage disadvantage of immigrants; in particular, we found
that immigrants actually earn more than native workers after
controlling for characteristics and selection bias. We then
extended this basic analysis to the cohort setup of our earlier
models, using the last probit specification as our selection
stage. This model seems to explain much of the wage gap;
in fact, many of the selection-adjusted cohort coefficents are
positive, suggesting that controlling for selection, immigrants
are actually making more than natives, even in the earliest
years.

becomes available. Additionally, we believe there is further
work to be done in explaining the positive wage gap that we
have uncovered.
English language ability had a large impact on the
significance of the difference between immigrants and
native workers. Furthermore, even when we control for
selection bias and our control variables, including English,
we find the Heckman cohort coefficients tend to be smaller
on average than the baseline. These results, which are
similar to Borjas’ finding for male immigrants, suggests
that there is a substantial labor market premium to learning
English. But since we did not observe wage convergence
without controlling for language ability, even though we
would expect that to be a naturally accumulated trait,
English language programs may be crucial for immigrants’
success and assimilation.
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VII. C ONCLUSION
At the start of our analysis, we defined the wage gap to
be the difference in wages between immigrants and natives.
After controlling for a range of personal characteristics and
selection bias, we uncovered another gap of sorts: after controlling for selection bias, we found that immigrant women
actually made more than their native counter parts after being
in the country for a number of years. At no point in our
analysis were we able to ’close’ the wage gap completely.
Specifically, we were not able to completely explain the wage
gap trend for newer immigrant cohorts. This may have to do
with the fact that we do not have data on wages 10-20 years
after arrival, due to how recent these cohorts have arrived.
Nevertheless, the initial wage gap is striking, and we look
forward to looking at these cohorts later on once more data
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A PPENDIX
TABLE III: Establishing the Wage Gap: Men
1970
Age

0.320⇤⇤⇤

Dependent Variable: Log Weekly Wage
1980
1990
2000
0.337⇤⇤⇤

2010

0.259⇤⇤⇤

0.207⇤⇤⇤
(0.0149)

0.346⇤⇤⇤
(0.0123)

(0.00295)

(0.00389)

(0.00587)

Age2

-0.00727⇤⇤⇤
(0.0000735)

-0.00729⇤⇤⇤
(0.0000926)

-0.00508⇤⇤⇤
(0.000159)

-0.00409⇤⇤⇤
(0.000397)

-0.00719⇤⇤⇤
(0.000329)

Age3

0.0000538⇤⇤⇤
(0.000000575)

0.0000520⇤⇤⇤
(0.000000679)

0.0000333⇤⇤⇤
(0.00000134)

0.0000274⇤⇤⇤
(0.00000329)

0.0000499⇤⇤⇤
(0.00000277)

<1950

0.130⇤⇤⇤
(0.00134)

0.143⇤⇤⇤
(0.00464)

0

0

0

1950-1960

0.0364⇤⇤⇤
(0.000213)

0.0324⇤⇤⇤
(0.00245)

0.0996⇤⇤⇤
(0.00285)

0.147⇤⇤⇤
(0.00957)

0

1960-1964

-0.0597⇤⇤⇤
(0.000534)

-0.0408⇤⇤⇤
(0.000766)

0.0458⇤⇤⇤
(0.00365)

0.0738⇤⇤⇤
(0.00427)

0.567⇤⇤⇤
(0.0187)

1965-1969

-0.243⇤⇤⇤
(0.000637)

-0.122⇤⇤⇤
(0.000357)

-0.0204⇤⇤⇤
(0.00321)

-0.0135⇤
(0.00499)

0.194⇤⇤⇤
(0.00996)

1970-1974

0

-0.223⇤⇤⇤
(0.000869)

-0.124⇤⇤⇤
(0.00196)

-0.128⇤⇤⇤
(0.00616)

-0.0603⇤⇤⇤
(0.00414)

1975-1979

0

-0.314⇤⇤⇤
(0.000910)

-0.185⇤⇤⇤
(0.000320)

-0.176⇤⇤⇤
(0.00467)

-0.138⇤⇤⇤
(0.00416)

1980-1984

0

0

-0.285⇤⇤⇤
(0.00104)

-0.236⇤⇤⇤
(0.00225)

-0.206⇤⇤⇤
(0.00528)

1985-1989

0

0

-0.331⇤⇤⇤
(0.00141)

-0.269⇤⇤⇤
(0.00158)

-0.263⇤⇤⇤
(0.00491)

1990-1994

0

0

0

-0.269⇤⇤⇤
(0.00347)

-0.271⇤⇤⇤
(0.00297)

1995-1999

0

0

0

-0.273⇤⇤⇤
(0.00404)

-0.280⇤⇤⇤
(0.000814)

2000-2004

0

0

0

0

-0.352⇤⇤⇤
(0.00278)

2005-2011

0

0

0

0

-0.325⇤⇤⇤
(0.00399)

2373285
0.059

2708438
0.043

1653425
0.052

Observations
969469
2002074
R2
0.017
0.041
Standard errors in parentheses
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001

32

TABLE IV: Establishing the Wage Gap: Women
1970

Dependent Variable: Log Weekly Wage
l980
1990
2000

Age

0.0385⇤⇤⇤

0.0961⇤⇤⇤

Age2
Age3

2010

(0.00724)

0.117⇤⇤⇤

(0.00730)

0.0278
(0.0178)

0.220⇤⇤⇤
(0.0184)

-0.00152⇤⇤⇤
(0.0000623)

-0.00264⇤⇤⇤
(0.000166)

-0.00249⇤⇤⇤
(0.000188)

-0.000300
(0.000454)

-0.00482⇤⇤⇤
(0.000475)

0.0000167⇤⇤⇤
(0.000000517)

0.0000231⇤⇤⇤
(0.00000121)

0.0000174⇤⇤⇤
(0.00000153)

0.000000517
(0.00000366)

0.0000351⇤⇤⇤
(0.00000385)

<1950

0.0819⇤⇤⇤
(0.00111)

0.100⇤⇤⇤
(0.00188)

0

0

0

1950-1960

0.0478⇤⇤⇤
(0.000270)

0.0250⇤⇤⇤
(0.00144)

0.0128⇤⇤⇤
(0.00154)

0.173⇤⇤⇤
(0.00836)

0

1960-1964

0.0352⇤⇤⇤
(0.000654)

0.0358⇤⇤⇤
(0.000401)

0.0610⇤⇤⇤
(0.00215)

0.0429⇤⇤⇤
(0.00316)

0.0977⇤⇤⇤
(0.0178)

1965-1969

-0.0260⇤⇤⇤
(0.000841)

0.0677⇤⇤⇤
(0.000858)

0.0825⇤⇤⇤
(0.00181)

0.0233⇤⇤⇤
(0.00397)

0.0894⇤⇤⇤
(0.00920)

1970-1974

0

0.0262⇤⇤⇤
(0.000627)

0.0420⇤⇤⇤
(0.000932)

-0.0256⇤⇤⇤
(0.00492)

0.0107⇤⇤
(0.00339)

1975-1979

0

-0.0824⇤⇤⇤
(0.000334)

-0.00205⇤⇤⇤
(0.000187)

-0.0529⇤⇤⇤
(0.00365)

-0.0414⇤⇤⇤
(0.00435)

1980-1984

0

0

-0.0928⇤⇤⇤
(0.000483)

-0.100⇤⇤⇤
(0.00158)

-0.0930⇤⇤⇤
(0.00557)

1985-1989

0

0

-0.184⇤⇤⇤
(0.000547)

-0.138⇤⇤⇤
(0.00122)

-0.169⇤⇤⇤
(0.00448)

1990-1994

0

0

0

-0.165⇤⇤⇤
(0.00198)

-0.192⇤⇤⇤
(0.00220)

1995-1999

0

0

0

-0.216⇤⇤⇤
(0.00233)

-0.237⇤⇤⇤
(0.00108)

2000-2004

0

0

0

0

-0.302⇤⇤⇤
(0.00243)

2005-2011

0

0

0

0

-0.316⇤⇤⇤
(0.00318)

2005078
0.004

2401329
0.008

1519415
0.017

(0.00239)

Observations
517816
1473205
R2
0.006
0.002
Standard errors in parentheses
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001
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TABLE V: Explaining the Wage Gap: Women, Controlling for Skill Groups
1970

Dependent Variable: Log Weekly Wage
l980
1990
2000
-0.0149⇤

0.0141⇤⇤⇤

2010

Age

-0.0810⇤⇤⇤
(0.00559)

(0.00593)

Age2

0.00198⇤⇤⇤
(0.000141)

0.000471⇤
(0.000150)

0.0000873
(0.0000654)

0.000220
(0.000115)

-0.000249
(0.000324)

Age3

-0.0000149⇤⇤⇤
(0.00000108)

-0.00000383⇤
(0.00000116)

-0.00000353⇤⇤⇤
(0.000000585)

-0.00000532⇤⇤⇤
(0.000000906)

-0.00000326
(0.00000270)

<1950

0.0653⇤⇤⇤
(0.00103)

-0.156⇤⇤⇤
(0.00457)

0

0

0

1950-1960

0.0780⇤⇤⇤
(0.000780)

0.0367⇤⇤⇤
(0.00134)

0.0600⇤⇤⇤
(0.00247)

0.132⇤⇤⇤
(0.00332)

0

1960-1964

0.0723⇤⇤⇤
(0.00150)

0.0502⇤⇤⇤
(0.000439)

0.0891⇤⇤⇤
(0.00233)

0.0965⇤⇤⇤
(0.00392)

-0.0400⇤
(0.0130)

1965-1969

-0.00241
(0.00131)

0.0944⇤⇤⇤
(0.00112)

0.118⇤⇤⇤
(0.00186)

0.0822⇤⇤⇤
(0.00503)

0.0969⇤⇤⇤
(0.00444)

1970-1974

0

0.0725⇤⇤⇤
(0.00207)

0.111⇤⇤⇤
(0.000602)

0.0564⇤⇤⇤
(0.00497)

0.111⇤⇤⇤
(0.00275)

1975-1979

0

-0.0451⇤⇤⇤
(0.00181)

0.0829⇤⇤⇤
(0.00156)

0.0462⇤⇤⇤
(0.00286)

0.0721⇤⇤⇤
(0.00456)

1980-1984

0

0

0.00501
(0.00285)

0.00602⇤⇤⇤
(0.000706)

0.0200⇤⇤
(0.00450)

1985-1989

0

0

-0.118⇤⇤⇤
(0.00264)

-0.0314⇤⇤⇤
(0.00283)

-0.0395⇤⇤⇤
(0.00171)

1990-1994

0

0

0

-0.0832⇤⇤⇤
(0.00496)

-0.0671⇤⇤⇤
(0.00207)

1995-1999

0

0

0

-0.157⇤⇤⇤
(0.00553)

-0.121⇤⇤⇤
(0.00543)

2000-2004

0

0

0

0

-0.185⇤⇤⇤
(0.00837)

2005-2011

0

0

0

0

-0.243⇤⇤⇤
(0.00961)

2005078
0.120

2401329
0.133

1519415
0.163

Observations
517816
1473205
R2
0.114
0.069
Standard errors in parentheses
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001

34

(0.00212)

0.0148⇤

(0.00489)

0.0468⇤⇤
(0.0114)

TABLE VI: Explaining the Wage Gap: Women, Controlling for English Language Fluency
l980

Dependent Variable: Log Weekly Wage
1990
2000

Age

(0.00396)

(0.00412)

0.0232
(0.0131)

0.210⇤⇤⇤
(0.00866)

Age2

-0.00255⇤⇤⇤
(0.0000837)

-0.00242⇤⇤⇤
(0.000109)

-0.000186
(0.000335)

-0.00458⇤⇤⇤
(0.000226)

Age3

0.0000225⇤⇤⇤
(0.000000560)

0.0000168⇤⇤⇤
(0.000000916)

-0.000000384
(0.00000272)

0.0000332⇤⇤⇤
(0.00000186)

<1950

0.101⇤⇤⇤
(0.00313)

0

0

0

1950-1960

0.0459⇤⇤⇤
(0.00292)

0.0288⇤⇤⇤
(0.00364)

0.179⇤⇤⇤
(0.00647)

0

1960-1964

0.0762⇤⇤⇤
(0.00432)

0.0912⇤⇤⇤
(0.00779)

0.0639⇤⇤⇤
(0.00389)

0.105⇤⇤⇤
(0.00891)

1965-1969

0.128⇤⇤⇤
(0.00670)

0.132⇤⇤⇤
(0.0122)

0.0653⇤⇤⇤
(0.00916)

0.106⇤⇤⇤
(0.00446)

1970-1974

0.102⇤⇤⇤
(0.00917)

0.111⇤⇤⇤
(0.0163)

0.0412⇤
(0.0139)

0.0771⇤⇤⇤
(0.00480)

1975-1979

0.00699
(0.0113)

0.0787⇤⇤
(0.0185)

0.0352
(0.0162)

0.0714⇤⇤⇤
(0.00909)

1980-1984

0

0.0124
(0.0239)

0.00667
(0.0174)

0.0470⇤⇤
(0.0112)

1985-1989

0

-0.0573
(0.0288)

-0.0111
(0.0185)

0.00121
(0.0122)

1990-1994

0

0

-0.0232
(0.0201)

-0.00261
(0.0120)

1995-1999

0

0

-0.0474
(0.0239)

-0.0380⇤⇤
(0.0110)

2000-2004

0

0

0

-0.0691⇤⇤⇤
(0.0119)

2005-2011

0

0

0

-0.0683⇤⇤⇤
(0.0123)

0.243⇤⇤⇤
(0.0306)

0.332⇤⇤
(0.0760)

0.411⇤⇤⇤
(0.0625)

0.613⇤⇤⇤
(0.0348)

2005078
0.006

2401329
0.013

1519415
0.030

Speaks English Well

Observations
1473205
R2
0.003
Standard errors in parentheses
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001

0.114⇤⇤⇤

2010

0.0928⇤⇤⇤
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TABLE VII: Explaining the Wage Gap: Women, Controlling for State of Settlement
1970

Dependent Variable: Log Weekly Wage
l980
1990
2000

Age

0.0527⇤⇤⇤

0.0911⇤⇤⇤

Age2
Age3

2010

(0.00789)

0.116⇤⇤⇤

(0.00776)

0.0204
(0.0182)

0.219⇤⇤⇤
(0.0194)

-0.00186⇤⇤⇤
(0.0000520)

-0.00251⇤⇤⇤
(0.000182)

-0.00246⇤⇤⇤
(0.000199)

-0.000108
(0.000467)

-0.00478⇤⇤⇤
(0.000503)

0.0000192⇤⇤⇤
(0.000000450)

0.0000220⇤⇤⇤
(0.00000133)

0.0000169⇤⇤⇤
(0.00000161)

-0.00000109
(0.00000378)

0.0000346⇤⇤⇤
(0.00000408)

0.0102⇤⇤
(0.00141)

0.0659⇤⇤⇤
(0.00122)

0

0

0

1950-1960

-0.0242⇤⇤⇤
(0.000613)

-0.0226⇤⇤⇤
(0.00243)

-0.0648⇤⇤⇤
(0.00292)

0.119⇤⇤⇤
(0.00635)

0

1960-1964

-0.0485⇤⇤⇤
(0.000440)

-0.0165⇤⇤⇤
(0.00140)

-0.0359⇤⇤⇤
(0.00503)

-0.0178⇤
(0.00556)

-0.0735⇤⇤
(0.0204)

1965-1969

-0.121⇤⇤⇤
(0.00107)

0.00905⇤⇤⇤
(0.000607)

-0.0273⇤⇤⇤
(0.00428)

-0.0573⇤⇤⇤
(0.00963)

0.00822
(0.00595)

1970-1974

0

-0.0401⇤⇤⇤
(0.00117)

-0.0765⇤⇤⇤
(0.00458)

-0.111⇤⇤⇤
(0.0123)

-0.0736⇤⇤⇤
(0.00807)

1975-1979

0

-0.149⇤⇤⇤
(0.00194)

-0.121⇤⇤⇤
(0.00562)

-0.139⇤⇤⇤
(0.0131)

-0.126⇤⇤⇤
(0.0141)

1980-1984

0

0

-0.218⇤⇤⇤
(0.00460)

-0.187⇤⇤⇤
(0.0102)

-0.182⇤⇤⇤
(0.0152)

1985-1989

0

0

-0.313⇤⇤⇤
(0.00350)

-0.230⇤⇤⇤
(0.00712)

-0.262⇤⇤⇤
(0.0134)

1990-1994

0

0

0

-0.245⇤⇤⇤
(0.00462)

-0.275⇤⇤⇤
(0.00966)

1995-1999

0

0

0

-0.282⇤⇤⇤
(0.00259)

-0.308⇤⇤⇤
(0.00531)

2000-2004

0

0

0

0

-0.370⇤⇤⇤
(0.00319)

2005-2011

0

0

0

0

-0.384⇤⇤⇤
(0.00218)

2005078
0.036

2401329
0.028

1519415
0.039

<1950

(0.00199)

Observations
344931
1473205
R2
0.032
0.014
Standard errors in parentheses
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001
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TABLE VIII: Explaining the Wage Gap: Women, All Controls
Dependent Variable: Log Weekly Wage
1990
2000

l980

2010

-0.0161⇤

0.0184⇤⇤⇤
(0.00205)

0.0110
(0.00503)

0.0502⇤⇤⇤
(0.0106)

Age2

0.000494⇤
(0.000159)

-0.0000149
(0.0000635)

0.000314⇤
(0.000119)

-0.000313
(0.000307)

Age3

-0.00000394⇤
(0.00000124)

-0.00000275⇤⇤
(0.000000563)

-0.00000607⇤⇤⇤
(0.000000936)

-0.00000287
(0.00000259)

-0.182⇤⇤⇤
(0.00299)

0

0

0

1950-1960

0.00798⇤⇤⇤
(0.00124)

0.000386
(0.00271)

0.0924⇤⇤⇤
(0.00468)

0

1960-1964

0.0228⇤⇤⇤
(0.00109)

0.0169⇤⇤
(0.00381)

0.0531⇤⇤⇤
(0.00624)

-0.168⇤⇤⇤
(0.0137)

1965-1969

0.0630⇤⇤⇤
(0.00147)

0.0347⇤⇤⇤
(0.00321)

0.0220⇤⇤
(0.00623)

0.0251⇤⇤⇤
(0.00453)

1970-1974

0.0343⇤⇤⇤
(0.00172)

0.0202⇤⇤⇤
(0.00369)

-0.00565
(0.00633)

0.0362⇤⇤⇤
(0.00234)

1975-1979

-0.0817⇤⇤⇤
(0.00238)

-0.00763
(0.00409)

-0.0118
(0.00577)

0.0101⇤
(0.00346)

1980-1984

0

-0.0846⇤⇤⇤
(0.00344)

-0.0478⇤⇤⇤
(0.00461)

-0.0346⇤⇤⇤
(0.00335)

1985-1989

0

-0.200⇤⇤⇤
(0.00388)

-0.0786⇤⇤⇤
(0.00292)

-0.0826⇤⇤⇤
(0.00175)

1990-1994

0

0

-0.116⇤⇤⇤
(0.00244)

-0.0963⇤⇤⇤
(0.00327)

1995-1999

0

0

-0.167⇤⇤⇤
(0.00195)

-0.135⇤⇤⇤
(0.00630)

2000-2004

0

0

0

-0.183⇤⇤⇤
(0.00820)

2005-2011

0

0

0

-0.239⇤⇤⇤
(0.00927)

0.0842⇤⇤⇤
(0.00606)

0.0962⇤⇤
(0.0206)

0.125⇤⇤⇤
(0.0238)

0.214⇤⇤⇤
(0.0226)

2005078
0.142

2401329
0.146

1519415
0.177

Age

<1950

Speaks English Well

(0.00626)

Observations
1473205
R2
0.078
Standard errors in parentheses
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001

TABLE IX: Probit Models of Labor Force Choice; First Step Heckman
Independent Vars.
Number of Children

(1)

Dependent Variable: Participation in Labor Force
(2)
(3)
(4)

-0.108⇤⇤⇤
(0.000253)

-0.124⇤⇤⇤
(0.000280)

-0.128⇤⇤⇤
(0.000316)

0.0936⇤⇤⇤
(0.000274)

Female Years of Schooling, Home Country

-0.106⇤⇤⇤
(0.000285)

0.0936⇤⇤⇤
(0.000274)

0.0753⇤⇤⇤
(0.000280)

0.0000111⇤⇤⇤
(4.39e-08)

Fertility Rate, Home Country

0.242⇤⇤⇤
(0.000346)

Education
Observations
Standard errors in parentheses
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001

(5)

-0.124⇤⇤⇤
(0.000280)

15671499

13455455
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11657698

13455455

13455455

TABLE X: Heckman Wage Equations, Accounting for Selection
Independent Vars.

Base Wage Equation

-0.0116
(-2.50)

0.122
(25.08)

0.0526
(11.17)

0.0288⇤⇤⇤
(6.13)

Age

0.249⇤⇤⇤
(196.40)

0.289⇤⇤⇤
(225.01)

0.287⇤⇤⇤
(223.11)

0.280⇤⇤⇤
(218.38)

0.286⇤⇤⇤
(223.02)

0.285⇤⇤⇤
(220.88)

Age2

-0.00506⇤⇤⇤
(-150.74)

-0.00585⇤⇤⇤
(-173.27)

-0.00578⇤⇤⇤
(-171.19)

-0.00567⇤⇤⇤
(-168.28)

-0.00578⇤⇤⇤
(-171.48)

-0.00579⇤⇤⇤
(-170.87)

Age3

0.0000336⇤⇤⇤
(118.94)

0.0000381⇤⇤⇤
(134.95)

0.0000376⇤⇤⇤
(133.01)

0.0000373⇤⇤⇤
(132.12)

0.0000378⇤⇤⇤
(133.76)

0.0000381⇤⇤⇤
(134.40)

-0.00000172⇤⇤⇤
(-9.71)

-0.00000155⇤⇤⇤
(-8.82)

-0.00000633⇤⇤⇤
(-35.33)

-0.00000241⇤⇤⇤
(-13.50)

-0.00000473⇤⇤⇤
(-26.52)

-0.00000430⇤⇤⇤
(-24.16)

Black

0.00845⇤⇤⇤
(5.92)

0.0188⇤⇤⇤
(13.15)

0.0180⇤⇤⇤
(12.61)

0.0166⇤⇤⇤
(11.63)

0.0181⇤⇤⇤
(12.65)

0.0162⇤⇤⇤
(11.35)

Asian

0.0607⇤⇤⇤
(20.62)

0.0580⇤⇤⇤
(19.74)

0.0526⇤⇤⇤
(17.85)

0.0757⇤⇤⇤
(25.57)

0.0613⇤⇤⇤
(20.75)

0.0517⇤⇤⇤
(17.49)

Other

0.00677⇤⇤
(2.58)

0.0173⇤⇤⇤
(6.57)

0.0161⇤⇤⇤
(6.12)

0.0215⇤⇤⇤
(8.17)

0.0194⇤⇤⇤
(7.36)

0.0195⇤⇤⇤
(7.41)

English

0.153⇤⇤⇤
(39.23)

0.138⇤⇤⇤
(35.26)

0.146⇤⇤⇤
(37.35)

0.132⇤⇤⇤
(33.47)

0.140⇤⇤⇤
(35.54)

0.109⇤⇤⇤
(27.72)

Education

0.264⇤⇤⇤
(595.66)

0.254⇤⇤⇤
(564.94)

0.255⇤⇤⇤
(566.75)

0.256⇤⇤⇤
(571.38)

0.255⇤⇤⇤
(566.90)

0.131⇤⇤⇤
(121.50)

1990

0.207⇤⇤⇤
(142.23)

0.195⇤⇤⇤
(134.78)

0.190⇤⇤⇤
(130.90)

0.190⇤⇤⇤
(129.88)

0.189⇤⇤⇤
(129.74)

0.185⇤⇤⇤
(126.72)

2000

-0.0315⇤⇤⇤
(-13.29)

-0.0462⇤⇤⇤
(-19.53)

-0.0562⇤⇤⇤
(-23.63)

-0.0588⇤⇤⇤
(-24.52)

-0.0587⇤⇤⇤
(-24.59)

-0.0633⇤⇤⇤
(-26.44)

2010

-0.434⇤⇤⇤
(-127.38)

-0.449⇤⇤⇤
(-131.87)

-0.463⇤⇤⇤
(-135.39)

-0.468⇤⇤⇤
(-135.78)

-0.467⇤⇤⇤
(-135.98)

-0.472⇤⇤⇤
(-137.42)

-1.542⇤⇤⇤
(-163.08)

-1.248⇤⇤⇤
(-164.62)

-1.103⇤⇤⇤
(-151.64)

-1.220⇤⇤⇤
(-165.69)

-1.174⇤⇤⇤
(-141.02)

8396309

8390003

8394583

8388293

8388293

Bias Term
Observations

8396309

⇤

t statistics in parentheses. Specification Numbers correspond to probit specifications above.
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001
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⇤⇤⇤

(5)

-0.0573
(-12.49)

GDP Per Capita

⇤⇤⇤

(4)

-0.0721
(-15.66)

Immigrant

⇤⇤⇤

Dependent Variable: Log Weekly Wage
(2)
(3)

(1)

⇤⇤⇤

TABLE XI: Heckman Wage Equations, Accounting for Selection: By Cohort
1980

Dependent Variable: Log Weekly Wage
1990
2000

2010

Age

0.212⇤⇤⇤
(5.64)

0.0244⇤⇤
(3.13)

0.0107⇤⇤
(3.13)

0.0418⇤⇤⇤
(10.43)

Age2

-0.00565⇤⇤⇤
(-4.74)

0.000145
(0.68)

0.000231⇤⇤
(2.75)

-0.000186⇤
(-2.00)

Age3

0.0000521⇤⇤⇤
(4.18)

-0.00000624⇤⇤
(-3.25)

-0.00000449⇤⇤⇤
(-6.72)

-0.00000334⇤⇤⇤
(-4.73)

1960-1964

0.0710⇤⇤⇤
(3.83)

0.265⇤⇤⇤
(15.27)

0.155⇤⇤⇤
(7.82)

0.392⇤
(2.09)

1965-1969

0.0993⇤⇤⇤
(7.45)

0.326⇤⇤⇤
(27.02)

0.199⇤⇤⇤
(15.91)

0.120⇤⇤⇤
(4.04)

1970-1974

0.0687⇤⇤⇤
(5.60)

0.351⇤⇤⇤
(34.60)

0.199⇤⇤⇤
(20.23)

0.147⇤⇤⇤
(8.40)

1975-1979

-0.115⇤⇤⇤
(-8.72)

0.296⇤⇤⇤
(30.90)

0.189⇤⇤⇤
(21.14)

0.137⇤⇤⇤
(10.44)

1980-1984

0.149⇤⇤⇤
(15.78)

0.135⇤⇤⇤
(15.91)

0.0757⇤⇤⇤
(6.52)

1985-1989

-0.0781⇤⇤⇤
(-7.77)

0.0825⇤⇤⇤
(10.31)

0.00576
(0.52)

1990-1994

0.0381⇤⇤⇤
(4.77)

-0.0246⇤
(-2.36)

1995-1999

-0.0503⇤⇤⇤
(-6.00)

-0.0696⇤⇤⇤
(-6.63)

2000-2004

-0.109⇤⇤⇤
(-10.11)

2005-2011

-0.200⇤⇤⇤
(-16.26)

Bias Term

-1.120⇤⇤⇤
(-145.44)

-1.707⇤⇤⇤
(-164.63)

-0.643⇤⇤⇤
(-51.95)

-0.499⇤⇤⇤
(-20.56)

Observations
868401
1800003
2489203
1665505
t statistics in parentheses. Controls included for race, host country GDP, and English language ability.
⇤ p < 0.05, ⇤⇤ p < 0.01, ⇤⇤⇤ p < 0.001
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Financial Development and Economic Growth at Different Income
Levels
Cody Kallen
Washington University in St. Louis, Department of Economics
model is subject to causal loop endogeneity and simultaneity
bias. If the effect of GDP per capita on financial sector
quality is nonlinear, then simultaneity bias persists in this
model. Moreover, the coefficient estimate ↵ measures the
cumulative effect of financial development on growth and
the feedback effect over time.
As a further complication, the marginal effect of financial
sector efficiency on the growth rate, holding constant other
factors, may vary with the level of GDP per capita, since
a marginal change in financial sector efficiency may have
a different effect in a poor country than in a rich country.
Hence a regression using cross-sectional or panel data samples that include countries with different initial values of
GDP per capita cannot estimate a marginal effect of finance
on growth, as the effect differs across observations, resulting
in a coefficient estimate of the mean effect of financial
development on growth in the sample.
To eliminate these two sources of bias, I focus on a
sample of countries with initial levels of GDP per capita
of $10,000 in constant 2005 dollars1 . In this context, the
effects of GDP per capita and financial development on the
growth rate are initially identical for all observations within
the sample. Instead of a set of countries observed at the same
point in time or over the same time period, the observations
of the countries in my sample occur in different years. I
also evaluate samples with $5,000 and $15,000 thresholds
of initial GDP per capita, which permits comparison of the
coefficient estimates for lower middle income, upper middle
income, and high income economies2 . If we assume that a
countrys financial sector efficiency is a function of its GDP
per capita and exogenous factors, then the differences of the
financial sector efficiency across countries in each sample do
not depend on the GDP per capita differences between those
countries. If the marginal effect of financial sector efficiency
on growth varies with GDP per capita, then this method
estimates the marginal effect of finance on growth for each
level of GDP per capita instead of the average effect.
I regress twenty-year growth rates starting once a country
reaches a GDP per capita of $10,000 against a set of control
variables and four measures of financial development: the
ratios of liquid liabilities to GDP, deposit money bank assets

Abstract— This paper examines the effects of financial development on growth rates using a sample of countries at different
points in time, with the observation for each country beginning
at the year it reaches a GDP per capita of $10,000 in constant
2005 dollars. This sampling method controls for simultaneity
bias due to endogeneity of financial sector development with
levels of GDP per capita as well as heterogeneous effects of
financial development on growth across income levels. I regress
the countries subsequent long-term growth rates on measures
of initial financial sector development and a set of control
variables. I repeat this for GDP per capita thresholds of $5,000
and $15,000. I find that a larger banking sector has positive
and significant effects on growth for upper middle income,
marginally significant effects for high income, and insignificant
effects for lower middle income countries. I find evidence of
nonlinearity in the relationship between financial development
and growth across different income levels, as the coefficient
estimates decrease as the income level increases.

I. INTRODUCTION
There is substantial disagreement among economists over
the importance of the financial sector to economic growth
and development. According to its proponents, financial
development improves the efficiency of capital allocation,
reduces information and transaction costs, and alleviates
external financing constraints on firms. These lead to higher
rates of technological growth, savings, capital formation,
and GDP growth. However, some theoretical and empirical
literatures argue that financial development is not a real
determinant of growth. Levine (2004) notes in a literature
review that financial development may be a response to economic activity, rather than a causal factor; financial intermediaries arise because there are information and intermediation
costs, and equity markets develop because of the need to
finance risky investment. Furthermore, economic growth and
financial development may have a causal loop or a reversecausal relationship, so that an empirical relationship between
finance and growth does not necessarily imply a causal effect.
This paper attempts to identify a relationship between
financial development and growth, addressing two sources of
bias in existing empirical studies on finance and growth. Suppose we have a cross-section of countries and run a regression using the variables Gi (growth rate of GDP per capita),
F INi (measure of financial sector quality), Xi (vector of
exogenous control variables), Yi (initial GDP per capita) and
✏i (error term), under the model Gi = Yi +↵F INi + Xi +✏i .
If the growth rate of GDP per capita is correlated with the
countrys level of GDP per capita and if financial development
is endogenously determined with GDP per capita, then this

1 All values of GDP per capita in this paper are cited in 2005 constant
USD.
2 By modern standards, $5,000, $10,000, and $15,000 in 2005 dollars are
considered lower middle income, upper middle income, and high income
countries.

40

to GDP, total private domestic credit to GDP, and financial
system deposits to GDP. Repeating this process for GDP per
capita thresholds of $5,000 and $15,000, I find that credit
market development has a positive and significant effect on
growth for upper middle income countries and a smaller and
less significant effect for high income countries, and that
financial development does not have a statistically significant
effect on growth in lower middle income countries. I also
find that the coefficient estimates of the effect of financial
development on growth decrease as the initial income level
rises. Comparing these results against standard cross-section
regressions using growth rates from 1980 to 2000, I find
that a standard growth regression methodology incorrectly
measures the relationship between financial development and
growth.
The paper is organized as follows. Section II reviews the
relevant literature on the link between finance and growth.
Section III describes the data. Section IV presents the regression results, Section V discusses the studys limitations,
and Section VI concludes.

positively and significantly associated with economic growth.
They repeat these regressions for growth rates from 19601985 and 1970-1985, finding that the effect of financial
development is much smaller for the later time period.
They also use smaller samples of lower income, middle
income, and high income countries and find that financial
development has an insignificant effect for high income
countries but large, positive and significant effects for low
and middle income countries. Although private credit is a
better proxy for financial development than liquid liabilities,
as it excludes government activity, it omits the activities of
non-bank financial intermediaries and stock markets.
Rioja and Valev (2004) expand on the work of Beck
et al. (2000) and De Gregorio and Guidotti (1995) by
distinguishing between the effects of financial development
on growth in low, middle and upper income economies in a
larger dataset, based on the theoretical work of Acemoglu et
al. (2002). The authors hypothesize that a developing country
that is behind the technological frontier will typically pursue
a capital accumulation growth strategy (Rioja and Valev,
2004). Conversely, high-income countries economic growth
derives primarily from productivity growth. Hence greater
financial development should result in higher productivity
growth for high-income countries and more rapid physical
capital accumulation for developing countries. They find that
for low-income economies, financial development increases
capital accumulation but not productivity growth. In middleand high-income economies, financial development enhances
productivity growth and has a small positive effect on physical capital growth.
The results of De Gregorio and Guidotti (1995) and Rioja
and Valev (2004) indicate that a comparison of countries at
different stages of development masks the true relationship
between financial development and economic growth, as
this effect varies with the stage of development. Instead of
using panel data techniques or a traditional cross-section,
I compare the growth rates of countries after attaining
specific levels of GDP per capita. Hence the observation for
each country does not necessarily occur in the same year
as another country. For example, in the data set using a
threshold of $10,000 per capita, Denmark, Israel and South
Korea have growth periods of 1959-1979, 1969-1989, and
1989-2009, respectively.
This method introduces potential theoretical bias due to
international technology spillovers. If the observations were
only for closed economies, this time inconsistency would
not complicate the regression. However, human capital and
technology spillovers from more to less developed countries
will not be constant across time. On the technological
frontier, the United States had a GDP per capita of $20,190 in
1970 and $42,330 in 2005. If growth spillovers are related
to a countrys distance from the economic frontier, then a
developing country in 1975 would have experienced much
smaller technological spillovers than one would in 2005.
Coe and Helpman (1995) quantify the international spillover
effects of R&D, and they find that spillovers are larger
between countries with more bilateral trade and for more

II. L ITERATURE R EVIEW
King and Levine (1993) investigate whether higher levels
of financial development are correlated with both current
and future growth rates, physical capital accumulation, and
productivity growth. They use OLS regressions of the growth
indicators on an array of contemporaneous measures of financial development, finding positive and significant correlations
after controlling for initial conditions. They also regress
the growth indicators on past values of financial depth,
finding that past financial development is a good predictor
for future growth rates. However, their methodology does not
address whether financial development has a causal effect
or is merely a leading indicator, and it does not account
for causal loop endogeneity between financial and economic
development.
Beck et al. (2000) address this endogeneity using two
separate regression techniques to study the effects of financial
development on private savings rates, capital accumulation,
total factor productivity growth, and per capita GDP growth.
They employ the method developed by La Porta et al.
(1997) of using the origins of a countrys legal system as an
instrument for the quality of its financial sector. Although
this instrument for financial quality is exogenous, it does
not account for fixed effects, which they address using
the General-Method-of-Moments panel regression technique
from Arellano and Bover (1995). Beck et al. find positive
and robust effects of financial development on economic
growth and total factor productivity growth after accounting
for country-specific effects and endogeneity. They report inconclusive results for the link between financial development
and physical capital accumulation and savings rates.
De Gregorio and Guidotti (1995) model the effect of
financial development on growth using the ratio of private
credit to GDP as a better measure of financing directed
toward the private sector than larger monetary aggregates. As
in previous studies, they find that financial development is
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open countries. They also find that the largest and most
developed economies have the largest R&D spillovers. For
example, a one percent increase in the capital stock of R&D
in the U.S. raises the average productivity of all countries in
the sample by 0.12%. The authors conclusions are consistent
with larger spillovers coming from larger economies.
However, Cole, Greenwood and Sanchez (2012) identify
the potential for financial market frictions to limit technology
adoption in developing countries. They construct a theoretical model for technology adoption constrained by costly
financial intermediation. Their work suggests that differences
in technology adoption between developing countries can
be explained by high borrowing costs that make productive
technological investment unprofitable. I test my regressions
for inconsistency over time, and I determine that there is
no trend over time of growth rates starting from the same
GDP per capita threshold. The lack of any time trend is
consistent with the Cole-Greenwood-Sanchez model and
suggests that the rate of adoption of existing technology in
a developing country is largely determined by the countrys
financial development.

A. Growth Rates
The levels of GDP per capita and growth rates are derived
from the Penn World Tables (PWT) 8.1 output-side real GDP
at chained purchasing power parities (variable rgdpo), as
Feenstra et al. (2013a) recommend this measure to compare
productive capacity across countries and across time. This
GDP data is available from 1950 through 2011. I use twentyyear average growth rates as the dependent variables for the
dataset for each initial GDP per capita threshold.4 This is
consistent with existing literature and focuses on the longrun determinants of growth. The growth rates are denoted in
Table 2 as GT 5 , GT 10 , and GT 15 , the twenty-year average
growth rates immediately following T 5, T 10 and T 15. All
growth rates are quoted in percent terms.

Although the observations occur in different years, these
statistics are consistent with ordinary observations of growth
rates at different stages of development. The growth rates become lower and less volatile for more developed economies;
this is supported by the mean, median, standard deviation,
third quartile and maximum decreasing with initial income
level and the minimum and first quartile increasing.

III. DATA
The goal of this study is to compare long-term growth
rates across countries when they start at the same initial
level of economic development. Choosing the best initial
level of GDP per capita entails a trade-off to maximize the
number of observations. For a lower level, the sample would
exclude countries that attained that level of GDP per capita
before 1950,3 and the countries in such a sample are more
likely to attain that level of GDP per capita earlier, before the
collection of reliable financial sector data. Furthermore, less
developed countries typically have less reliable and publicly
available macroeconomic and financial data. Hence when
setting a lower threshold of GDP per capita, more of the
observations must be dropped due to missing values of other
variables. Although setting a higher level of initial GDP per
capita alleviates the problem of incomplete data for those
observations, fewer countries have attained that threshold. I
use three different levels of GDP per capita, $5,000, $10,000
and $15,000. Since the sample for a threshold of $10,000 per
capita is larger than for $5,000 or $15,000, I focus on the
results from this sample. The number of countries that reach
these thresholds in each decade is presented in Table 1.

B. Financial Development
I use four measures of financial development to properly
assess the effects of different types of financial development
on growth rates. I obtain all the financial data from the Financial Development and Structure Dataset from DemirgucKunt et al. (2013). As is common in studies of financial and
economic development, I use the ratio of liquid liabilities
(also known as M3) to GDP (LL), the ratio of total private
credit from banks and other financial intermediaries to GDP
(CRED), the ratio of deposit money bank assets to GDP
(DBA), and the ratio of financial system deposits to GDP
(F D). Varying the financial development measures allows
me to more accurately evaluate the relationships between
specific types of financial development and economic growth.
DBA and CRED are most closely associated with the
banking sector, F D is associated with the banking sector
but includes the deposits of nonbank financial intermediaries,
and LL is the broadest measure of financial depth. Although
alternative measures of financial development such as stock
market capitalization or net interest margin are relevant to
growth, there is insufficient data for these across time, so I
cannot use them in this study. In the following descriptive
statistics, all numbers are quoted in percent terms. To avoid
4 For countries that reached the GDP per capita threshold between 1992
and 1996, I use average growth rates over the 15 to 19 years available.
Countries that reach the threshold between 1997 and 2011 are excluded
from the sample.

3 The

years for which the observations may occur are limited between
1950 and 1996. GDP data in PWT 8.1 goes from 1950 to 2011, and I set
the cutoff of 1996 to ensure that I have at least 15-year growth periods.
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the feedback effect of growth on financial development, each
measure of a countrys financial development is taken in the
year in which it reaches the GDP per capita threshold. If the
measure is unavailable in that year, I use the nearest available
observation of the variable within five years. I report the
summary statistics in Table 3 and the correlation coefficients
in Table 4 on the following page.
The descriptive statistics for the financial development
indicators demonstrate the potential endogeneity between financial and economic development. The mean and median of
each financial variable consistently increases with the initial
GDP per capita threshold. As a countrys current level of GDP
per capita affects its growth rate, this endogeneity masks
the relationship between financial development and economic
growth. If the relationships are nonlinear, it becomes difficult
or impossible to control for this endogeneity, resulting in
biased coefficient estimates. By only comparing countries at
the same initial income level, my study avoids this source of
bias.

C. Control Variables
I include in the regression a set of standard control
variables; the summary statistics are reported in Table 5.
Like the measures of financial development, these variables
are recorded in the first year of an observations growth
period. These controls include an index of human capital per
person (HC) from the PWT 8.1, based on years of schooling
from Barro and Lee (2012) and returns to education from
Psacharopoulos (1994). I also include openness to trade
(OP EN ), the share of government consumption in GDP
(GOV ), and the inflation rate calculated using the GDP
deflator (IN F L), all from the PWT 7.0. To account for the
skewed distributions of inflation and openness to trade, I use
OP EN = log((Exports+Imports)/GDP) and IN F L = log(1
+ inf lation rate).

I include the set of Pearson correlation coefficients for
the variables in each sample ($5,000, $10,000 and $15,000
thresholds) in the Appendix. In the dataset for the $15,000
threshold, one country (Slovenia) has a very large inflation
rate compared to the other countries in the sample. Although
this observation has large leverage, it has a very small
residual and is not an influential point.

In Table 4, I report the correlation coefficients between
each measure of financial development for the sample for
each GDP per capita threshold, as well as for the crosssection of growth rates from 1980 to 2000 (See Section 3.4).
The correlations between measures of financial development
generally increase with GDP per capita. As the measures
most closely associated with the banking sector, DBA,
CRED, and F D are highly correlated in all of the samples,
more so than the correlations of LL with the other measures.

D. Standard Cross-Section Data
To compare against the coefficient estimates from the
regressions for growth rates after reaching the GDP per
capita thresholds, I run standard cross-section growth regressions, using average growth rates from 1980 to 2000.
The financial development measures and control variables
are all observed in 1980. I report the summary statistics for
this dataset in Table 6. All variables in Table 6 follow the
same naming system as in Sections 3.1, 3.2 and 3.3; as in
Section 3.3, OP EN is the log of openness to trade, and
IN F L=log(1+inf lation rate). The only new variable, Y 0,
denotes the initial GDP per capita.
Since the distribution of initial GDP per capita in this
regression is highly skewed, the measures of financial development are also highly skewed. However, I use the linear
forms of the measures of financial depth to obtain coefficient estimates that can be compared against the coefficient
estimates for countries with identical initial GDP per capita.
This dataset has 86 observations.
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All of the models for the $10,000 threshold do, however,
exhibit heteroskedasticity across time; the distribution of the
residuals is always centered on zero but has non-constant
variance over time. To correct for this, I run ordinary least
squares for each model, regress the squared residuals on a set
of dummy variables for the decade of the observation, and rerun the regression with weighted least squares (WLS), using
the inverted coefficient estimates for the dummy variables as
the weights. This eliminates the non-constant variance over
time. Table 7 reports the results of the WLS regressions.
IV. R ESULTS
A. Main Results
To address data limitations, I run three different groups of
regressions. The first set, in Table 7, is the cross-section of
twenty-year growth rates starting when the country reaches
a GDP per capita of $10,000. As less than half of the worlds
countries have reached this level and many of those countries
do not have publicly available financial data at or near the
year of the countrys observation, this limits the sample to 35
countries. These regressions follow the model:
Gi,T 10 =

0

+

+

1 (F INi,T 10 )

3 OP EN i, T 10

+

+

+

2 HCi, T 10
4 GOV

i, T 10

(1)

5 IN F Li, T 10 + ✏i

Gi,T 10 denotes the 20-year average growth rate for country
i starting in the year it first reaches a GDP per capita of
$10,000 (year T 10). Each regressor Xi,T 10 is the variable
observed for country i for the year T 10.
Table 7 reports the regression results for the sample with
initial GDP per capita of $10,000, using different measures
of financial development. Regression A uses the ratio of
liquid liabilities to GDP (LL), B uses the ratio of deposit
money bank assets to GDP (DBA), C uses the ratio of
total private domestic credit to GDP (CRED), and D uses
the ratio of financial system deposits to GDP (F D). Due
to high correlation among these variables, I only use one
measure of financial development in each regression (see
Table 4). I report the standard errors in parentheses below
each coefficient estimate.
I test each of the models in Table 7 for heteroskedasticity
on the included variables using a Breusch-Pagan test, for
non-normality with a Shapiro-Wilk test, and for time-effects.
Only model A fails the Breusch-Pagan test, so I report the
White heteroskedasticity-corrected errors for that regression;
this did not change the significance of any variable. All of
the models pass the Shapiro-Wilk test for non-normality. Due
to the small sample size, the Central Limit Theorem may
not apply to the coefficient estimators; if the errors were
not normally distributed, we could not make assumptions
about the distribution of the coefficient estimators or conduct
inference. However, the normal distribution of the error terms
in each regression allows us to assume that the coefficient
estimates follow approximately normal distributions. I also
test for time trend effects by regressing the residuals of each
model against the year in which each observation occurred,
and I find that the time trends are always insignificant.

The only significant coefficients in the regressions in
Table 7 are for DBA, CRED and F D. All of the control
variables typically associated with growth are insignificant.
This may be due to the low power of these regressions, even
though the financial development indicators are significant.
It appears that the ratio of liquid liabilities to GDP has little
explanatory power compared to other measures of financial
development. The regressions using LL have the smallest R2
and adjusted-R2 as well as the largest values for Akaikes
Information Criterion. Of these four financial indicators,
LL is the most inclusive, whereas the other measures are
more closely related to the banking system. Since liquid
liabilities include a greater variety of financial assets and
central bank activities, the insignificance of this variable may
imply that some of the composition of LL is not relevant to
the efficient allocation of capital. This supports the argument
of De Gregorio and Guidotti (1995) that liquid liabilities does
not effectively measure financing to the private sector. The
insignificance of LL and significance of DBA, CRED and
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F D indicate that banking system development may be more
relevant for growth than financial development outside the
banking system.
These results are also economically significant. The coefficient estimate for CRED indicates that a 10% increase in
the ratio of total private domestic credit to GDP results in an
additional 0.264% annual growth. Using the average growth
rate in the sample of 2.783%, this implies an additional
9.14% growth over 20 years. An increase by one standard deviation (23.33) results in an additional 0.62% annual growth
and 21.98% total growth over 20 years. As an example, if
Uruguays total private credit when it reached the $10,000
threshold in 1994 was at the third quartile (54.53) instead
of its actual 19.99, its average annual per capita growth rate
would have been 0.91% higher and its GDP per capita in
2011 would have been more than $2,000 greater. /par
B. Comparison with Other GDP per Capita Thresholds
In addition to the regressions on long-term growth rates
after reaching an initial GDP per capita of $10,000, I repeat
the methodology for initial GDP per capita thresholds of
$5,000 and $15,000. I report the results of these regressions
in Table 8 and Table 9 on the following pages. Since these
samples are even smaller than the main sample for $10,000
per capita, I use these results to compare with those for the
$10,000 threshold.
For the initial GDP per capita of $5,000, all the financial
development indicators are insignificant, although there are
significant coefficients for openness to trade and human
capital. The coefficient estimates for human capital are
positive as expected, but the estimates for openness to trade
are negative. In the dataset for the $5,000 threshold, the
five countries with negative growth rates all have relatively
large values for OPEN. Removing these five observations
reduces the observations in the dataset to 24 and makes the
coefficient estimates for OPEN statistically insignificant, but
the coefficient estimates remain negative, suggesting that a
negative effect of openness to trade at this level of GDP per
capita may be robust to those five observations. Since this
reduced dataset is much smaller, I do not report these results.
Comparing the results for the $5,000 threshold against
those in Table 7 ($10,000 threshold), the coefficient estimates
for DBA, CRED and FD are larger for the $5,000 threshold,
but the standard errors are much larger than those in Table
7, resulting in statistically insignificant coefficient estimates.
These regressions do not exhibit heteroskedasticity and have
no time trend.
The regressions for initial GDP per capita of $15,000reported in Table 9find significant coefficients for total private
credit and deposit money bank assets. These results support
the idea that credit market development is the most relevant
type of financial development for growth. However, the coefficient estimates for the $15,000 threshold are significantly
smaller than the estimates for the $10,000 threshold.
C. Comparison with Standard Cross-Section Methodology
I also run a typical cross section regression, using each
countrys average GDP growth rate from 1980 to 2000 as the
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dependent variable and the independent variables observed
in 1980, per the estimating equation:
Gi,1980 =
+

0

+

3 HCi,1980 +
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+
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+
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6 IN F Li,1980

(2)

+ ✏i
2.75%, a 10% increase in the ratio of total private domestic
credit to GDP corresponds to additional 9.41% total growth
($471 per capita) from the $5,000 threshold, 9.06% growth
($906 per capita) from the $10,000 threshold, and 4.51%
growth ($676 per capita) from the $15,000 threshold.
These results that effects of financial development on
growth vary with initial income level suggest that it may be
inappropriate to regress growth rates against financial variables in a sample that includes countries at different stages
of development. The resulting coefficient estimates should
be interpreted as a weighted average of the coefficients for
each income level, with the weighting factor determined by
the distribution of income levels within the sample. The last
column of Table 11 contains the coefficient estimates for the
typical cross-section regression. The coefficient estimates are
all larger and more significant than those from Tables 7, 8
and 9. This is due to the sampling method of the cross-section
regression modeling growth from 1980 to 2000. This sample
has a highly skewed distribution of initial income. Of the 86
countries in the sample, 47 countries have GDP per capita
in 1980 below $5,000. If the effect of financial development
on growth is a decreasing function of the income level a
hypothesis supported by my results then the large coefficient
estimates for each measure of financial development in Table
10 and the last column of Table 11 are the average of the
coefficients for the countries in the sample, and the average
is larger due to the preponderance of low income countries
in the sample. Since this measures the average effect, we
cannot interpret these coefficients for any individual country
in the sample.

Gi,1980 denotes the growth rate of country i from 1980 to
2000, and Xi,1980 denotes the observation of the variable X
in 1980 for country i. I run four regressions, each with a
different measure of financial development.
I report the regression results in Table 10. All regressions
are run with OLS, and I report robust standard errors. As in
previous studies, I find large and highly significant coefficient
estimates for the measures of financial development. These
estimates are much larger than the estimates obtained in
Tables 7, 8 and 9.

V. L IMITATIONS
A. Selection Bias
Although my approach to analyzing the relationship between financial development and economic growth addresses
some sources of bias in the existing literature, this technique
places additional limitations on the model. The most obvious
limitation, the small sample size, reduces the power of
the regressions, especially compared to a standard crosssectional study or a panel dataset several times larger.
Moreover, this studys sampling method faces three sources
of selection bias. As in any regression, we must exclude
the observations with incomplete data; this studys technique
exacerbates this existing selection bias because it does not
allow me to choose the best time period as in a standard analysis. For example, more countries released publicly available
financial data in the 1990s than in the 1950s. A standard
cross-sectional analysis would prefer to use growth in the
1990s and 2000s than in the 1950s and 1960s because the
former would have more data points available. My technique

D. Analysis
These results support the hypothesis that the effects of
financial development on growth are not constant across income levels. In Table 11, I compare the coefficient estimates
for each measure of financial development at each income
threshold, as well as the estimates for the typical crosssection methods from Section 4.3.
For each measure of financial development, the coefficient
estimate decreases as the income threshold increases, indicating that the marginal effect of financial development on
growth decreases as a country develops. Using the coefficient
estimates for CRED and a 20-year average growth rate of
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eliminates this choice; if a country reaches the GDP per
capita threshold in the 1960s but does not release financial
data until the 1980s, I must exclude it from my sample. My
approach also introduces two new sources of selection bias:
the exclusion of low income countries as well as those that
reached the GDP per capita threshold prior to their earliest
available data in the Penn World Tables. The sampling
technique could not be considered random; it is the set of
countries that attain the GDP per capita threshold between
1950 and 1996 or between their earliest available year of
GDP data and 1996 and that have publicly available data on
education and financial development. Therefore, any attempt
to extrapolate these results to countries excluded from the
sample may be inappropriate. I report the countries used in
each regression in Tables A1 and A2 in the appendix.

of time on the variance of the residuals does not occur for
the other GDP per capita thresholds.
Furthermore, global growth shocks, such as the 1980s
Latin American debt crisis, the 1997 Asian financial crisis,
or the Great Recession, could result in an error term with a
nonzero mean, conditional on whether the countrys growth
period included a global growth shock. I focus on the risk
that the Great Recession could reduce the growth rates of
the countries that reached the GDP per capita threshold after
1987 (countries with growth periods that include part or
all of the Great Recession). In Table 12 below, I report
for each regression in Tables 7, 8 and 9 the mean residual
for observations after 1987. I also compute the standard
deviation of those residuals and report the t-statistics. All of
the mean residuals are negative. This indicates that the Great
Recession reduced average growth rates for those countries
that was not accounted for in the regressions. However, the
reduction in growth for these observations is statistically
insignificant for all of the regressions.

B. Inconsistency Across Time
Another drawback of this study is the potential for inconsistency of the model across time. Acemoglu, Aghion
and Zilibotti (2002) and Coe and Helpman (1995) present
evidence of growth spillovers across countries, and that
greater distance from the technological frontier should allow
a country to adopt existing technology and achieve higher
growth rates. As the technological frontier advances over
time, countries reaching the GDP threshold in later years
should thus grow more quickly. In theory, this would bias
my results. Tables A3, A4, A5 and A6 in the Appendix
show the Pearson correlation coefficients. The correlations
between the growth rate and the year of the observation
are -0.167, -0.029 and 0.202 for the $5,000, $10,000 and
$15,000 thresholds. However, including a time variable in
the regressions yielded insignificant coefficient estimates
without affecting the significance of the other variables,
which contradicts their research. An alternative measure of
distance from the technological frontier, the GDP per capita
of the United States in the initial year of a countrys observed
growth period, was also insignificant in every regression.
For each regression, I evaluate the effects of time on the
distribution of the residuals. Among the tests reported in
the regression tables, I include the p-value of regressing the
residuals of the model on the year in which the observation
occurred. This is insignificant in every regression. Although
I do not report the results, I also regressed the residuals on
a set of dummy variables for the decade of the observation;
each resulting analysis of variance was also insignificant.
This lack of a time trend after controlling for other variables is consistent with the model in Cole, Greenwood and
Sanchez (2012); since rates of technology adoption depend
on financial market efficiency, rates of technology adoption
are better measured by financial development than by the
worldwide stock of existing technology or by time. Although
the insignificance of the tests for any time trend allows me
to conclude that the errors are centered at zero, they are
heteroskedastic across time for the models using initial GDP
per capita of $10,000. As described in section 4.1, I use
weighted least squares to correct the errors; the resulting
residual distribution is homoskedastic. However, this effect

C. Insignificant Variables
Whereas deposit bank assets, total private credit, and
financial system deposits are each significant in some of
the regressions, liquid liabilities (LL) is the only measure
of financial development consistently insignificant in the
threshold regressions in Tables 7, 8 and 9, contradicting
findings in other research but supported by De Gregorio
and Guidotti (1995). As the broadest measure available,
it includes the financial activities of the banking system,
the central bank, and other financial intermediaries. The
insignificance of this variable implies that these non-bank
financial activities are not important for growth. These other
factors increase the variance of LL but do not increase
the covariance between LL and the growth rate, resulting
in much larger standard errors and smaller estimates. With
larger sample sizes, this variable would likely be significant,
as it is in the larger sample cross-section regression in Table
10.
In most of the regressions, human capital, openness to
trade, government size and inflation all standard growth
indicators are insignificant. All of these variables have strong
theoretical links to growth and have been found highly significant in other research. It seems likely that the low power
of this study results in insignificant coefficient estimates for
these variables. However, even in the larger cross-section
regressions in Table 10, OP EN , GOV , and IN F L remain
insignificant. For the lower middle income countries, human
capital and openness to trade are marginally significant, with
positive effects of human capital but negative effects of
openness. The significance of human capital and openness
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to trade for the lower middle income countries but not for
the other groups implies that human capital and openness
to trade may also have effects on growth that vary with the
income level.

income threshold to another), a gamma generalized linear
model may be an effective new approach to analyzing the
determinants of growth in the transition between income
levels. Unfortunately, restricting observations to occurring
subsequent to reaching a specified level of GDP per capita
results in small sample sizes, low power and inconclusive
results for some initial income levels. To expand the sample
sizes, further research could endeavor to identify alternative
measures of financial development comparable across countries for low income and lower middle income countries
over time, which would allow more accurate evaluation
of the relationship between finance and growth in lower
income economies. Such alternative measures would also
distinguish between the effects of different types of financial
development. Non-bank financial intermediaries may have
roles that do not appear in the financial variables in this
paper, and stock markets have a theoretically and empirically
important role.

VI. C ONCLUSION
For an initial level of GDP per capita of $10,000 (upper
middle income), I find that banking sector development measured by deposit bank assets, total private credit, and financial
system deposits has a positive and significant effect on longterm growth rates. Using $5,000 per capita (lower middle
income), I find no significant effects, and I obtain mixed
results using $15,000 per capita (high income). However,
due to data limitations and the low power of the tests, I
do not reject a relationship between financial development
and subsequent economic growth at these initial levels of
GDP per capita. I find that the coefficient estimates for
the financial variables decrease as the initial income level
increases.
These results for the three selected initial levels of GDP
per capita support the idea that the effect of financial development on growth varies with a countrys income level.
This implies that a standard cross-section regression or
panel technique that includes countries at different levels of
development estimates an average effect instead of the true
effects of financial development on growth. Given a nonconstant slope, the results of any such regressions depend
on the distribution of income levels within the sample. Using
a standard cross-section regression, I find larger and highly
significant coefficient estimates for the measures of financial
development; these results are due to the highly skewed
distribution of initial GDP per capita in the sample.
This nonlinearity also seems to apply to the effects on
growth of human capital and openness to trade. Given that
financial development, human capital and trade are considered important determinants of growth, their heterogeneous
effects across income levels imply serious flaws for the
comparisons of growth rates of countries at different stages
of development.
My results suggest that the practice of comparing countries
at different stages of development in much of the existing
empirical literature on finance and growth produces flawed
results and incorrectly measures the relationship between
financial development and growth for any country in the
sample. Since comparing growth rates at different stages of
economic development masks the true effects of financial
development on growth, future research could study the
amount of time required for a country to move from one
threshold of GDP per capita to another. Such a method would
preserve the focus on income levels. As these time intervals
could be modeled with a gamma distribution as the time
elapsed between Poisson distributed events (rising from one
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Profile Costs as a Component of Integration Costs in Wind Energy
Tyler McNeal
University of Minnesota - Twin Cities, Department of Economics

There are many different types of renewable energy
sources (RES) available that have their own unique properties
with regards to how they operate. Wind energys intrinsic
characteristics come from the fact that it is a part of the
weather systems and cant be controlled or precisely predicted. DeCesaro and Porter, in a National Renewable Energy
Laboratory (NREL) study (2009), explain that the amount
of power able to be harnessed from wind power plants
depends on the temporal availability of the wind and the
strength of the wind that is blowing. Its from this variability
in wind energy that the integration costs arise. Specifically,
three characteristics of VRE have been identified in previous
literature that contribute to integration costs (Milligan et al.,
2011; Sims et al., 2011; Borenstein, 2012).
First, the supply of VRE is variable since weather conditions cant be controlled thus, integration costs occur when
wind electricity is accommodated into the system to meet
demand. Storage is very costly and isnt seen as a viable way
to mitigate the accommodation costs. Second, the supply of
VRE is thought to be uncertain until realization. This cost
refers to the pricing mechanism known as day-ahead pricing
where energy companies can buy energy to supply the market
the day before they need it at a contracted price. There will be
discrepancies between the forecasted VRE energy production
and the actual energy production demanded that will need
to be smoothed out over a short time span; this process is
high in cost. Third, wind VRE is location specific. This cost
refers to the fact that the primary energy carriers cant be
moved with ease like nuclear and fossil fuels. Electricity
transmission is costly and good VRE generation centers are
often located far away from areas with high populations
where the energy is needed.
The areas where integration costs arise from were clearly
stated in previous literature but an exact definition for the
costs was not defined with the same rigor across literature.
The term profile costs was defined by Hirth, Ueckerdt,
and Edenhofer (2013) robustly as the impact of timing of
generation on the marginal value. This is measured as the
spread between the load-weighted and wind-weighted system
price of bidding periods during one year. The costs reflect
the marginal value of electricity at different moments in time
and the opportunity costs of matching VRE generation and
their load profiles though storage. Profile costs thus are a
measure of the temporal variability inherent in wind energy.
These profile costs have been found to cause VRE generators
to make lower than average income when compared to other
types of generators (Hirth 2013).

Abstract— Recent discussion in literature has focused on
levelized costs of energy (LCOE) and using these costs as
a benchmark in evaluating the effectiveness of one energy
source when compared to another. The desirability of using
these numbers has been called into question by a number of
researchers when it comes to variable renewable energy sources
because there are additional costs that dispatchable energy
sources dont have that arent included in LCOE numbers. The
associated costs that are not calculated in LCOE numbers can
be listed as follows: transmission addition costs, integration
costs, base-load power cycling costs, environmental costs, and
the cost of additional policy that supports wind power. The
focus of this particular study was profile costs as a component
of the integration costs and how they affect the overall cost
of wind and its economic desirability. A mathematical method
was devised to obtain monthly locational marginal prices of
wind energy from 2012 and 2013 which was then compared
to contracted power purchase agreement prices for the same
energy over the same time frame. An ANOVA statistical
analysis was used to analyze the difference between the data
to determine if the price difference was statistically different.
p-values from the ANOVA were 0.0001 for both 2012 and 2013
showing high statistical significance in the difference of means
in the data. Total losses were subsequently calculated for the
utility company to be $14,626,863 in 2012 and $12,735,001 in
2013.

I. I NTRODUCTION
The discussion of wind energy in public policy often
begins with a discussion of finding energy sources that have
low or zero carbon emissions. Wind energys low operating
costs and a comparison between wind powers levelized costs
of energy (LCOE) and other energy sources LCOEs often
become focus points in creating policies that support wind
with the goal in mind of reducing carbon emissions. The sole
reliance on LCOEs as a reliable measure of wind energys
competitiveness can be deceiving however due to LCOEs not
capturing all of the costs involved in wind power (Giberson
2013). The U.S. Energy Information Administration (EIA)
defines LCOE costs as being composed of capital costs,
fuel costs, fixed and variable operations and maintenance
(O&M) costs, financing costs, and an assumed utilization
rate for the individual power plants. The associated costs
that are not calculated in LCOE numbers can be listed as
follows: transmission addition costs, integration costs, baseload power cycling costs, environmental costs, and the cost of
additional policy that supports wind power (Giberson 2013).
In particular, integration costs arise from some of the unique
properties that a variable renewable energy source (VRE)
possesses when compared to traditional dispatchable energy
sources such as natural gas or coal.
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Profile costs have also been called shaping costs because
the variability of revenue from VRE depends on the shape of
the generation profile (Hirth 2013). The generation profile is
in reference to what time the energy is generated by the wind
turbines. In an energy profile where the energy production is
correlated to a strong demand in the marketplace, the price
of VRE produced energy will rise. Often times however, the
time at which energy production occurs is at a windy moment
when excess energy isnt being demanded. This will cause an
endogenously created price drop in the equilibrium energy
price because there was an increase in the supply that wasnt
matched by an increase in demand. A corollary to this idea
is that if wind penetration increases and becomes a larger
component of the electricity mix the greater the equilibrium
electricity price will fall when demand and supply are not
synced. This makes profile costs an important consideration
for public policy because many subsidies currently exist
for wind that make it feasible for wind generation to be
expanded, wind energy is currently not bought and sold
at market prices. The rapid growth rate in wind expansion
is attributed to the federal Production Tax Credit (PTC),
state renewable portfolio standards (RPS), as well as the
already aforementioned low operating costs (Smith et al
2006). In order to study profile costs from wind energy
in Minnesota, the locational marginal price (LMP) of wind
energy being sold by Southern Minnesota Municipal Power
Agency (SMMPA) to a wholesale market operated by the
Midcontinent Independent System Operator, Inc. (MISO)
was compared to the contracted price EDF Energy sold their
wind produced electricity to SMMPA. LMP price points
were an ideal candidate for this research due to what they
represent in the energy market. LMPs are a mechanism
for using market- based prices for managing transmission
congestion where the prices are created by bids and offers
that are submitted by market participants (Treinen 2005). An
LMP is the marginal cost of supplying the next increment of
electricity demand at a specific node in an electricity grid.
This price takes into account generation bids and load offers
and other expenses that occur in the grid such as transmission
and operation constraints (Treinen 2005).
This study addresses the difference seen between wind
farm LMP prices that are sold to the wholesale market and
the contracted price which the wind energy was purchased
at in the first place from the generator and the subsequent
losses or profits seen on each transaction. The flow of money
first begins between a power purchase agreement (PPA) or
contract price between EDF Energy and SMMPA where
SMMPA buys the wind generated electricity from EDF
Energy. The LMP reflects the price that SMMPA is then
able to sell the electricity to the wholesale market, which
is operated by MISO. My hypothesis is that I expect that
the LMP data will have a statistically significant difference
from the contracted price that SMMPA buys the energy from
the wholesale market at. The reasoning for this hypothesis
is that previous studies have shown that profile costs make
a significant contribution to integration costs and will affect
the total price of wind.

II. M ARKET DATA AND M ETHODS
Day-to-day production of wind energy is routinely updated
with time options ranging from minute, hourly, and daily
production of MWh and LMP. The information for this study
was culled from MISO and from the Minnesota Department
of Commerce. Attempting to do this study was difficult due
to the fact that many wind turbines and power plants do
not provide detailed information about their MWh and LMP
data because it is considered a trade secret. In Minnesota,
some energy companies provide market data to the MN
Department of Commerce for legal compliance reasons although some of the data in analysis is omitted because it
is also considered a trade secret. Data for both the LMP
and the MWh were hourly values. In particular, the LMP
data was taken from the Great River Energy node that was
located downstream from the Wapsipinicon Wind Farm. The
Wapsipinicon Wind Farm, which is owned by EDF Energy,
was an ideal candidate for analysis because it is a high
production wind farm with 67 wind turbines and provided
updated detailed MWh data.
Analysis began by designing a method which encapsulates
the price wind electricity was sold to the wholesale market.
We start with formal definitions of the matrices used in the
calculations. Let W be the vector of one wind farms total
output in MWh:
W = [t1 , t2 ...tm ]

T

8t 2 R, 8m 2 N s.t.1 6 m < m + 1

W has dimensionality 1 ⇥ t where t is the MWh produced
at m hours. Let N be the vector of one energy nodes total
LMP in dollars ($) over the same course of time as W :
N = [s1 , s2 ... sn ]

T

8s 2 R, 8n 2 N s.t.1 6 n < n + 1

N has dimensionality 1s where s is the LMP at a given
moment in time for a KWh of electricity. In all cases for
each run through of the model n = m so that the matrix
operations are possible. Decomposing the elements of W is
necessary to make the model applicable for any wind farm.
The individual elements, tm , of the wind farm matrix are
hourly sums in MWh for all of the wind turbines located
at the power plant. The series notation for this sum can be
expressed as:
tm =

p
X

fk = f1 + f2 ... + fp

k=1

For any given hour, tm , the sequence of partial sums {tm }
1
P
associated with the series
fk is defined for each k as
k=1

the sum of the sequence {fk } from f1 to fp . The p variable
is the number of wind turbines in the farm and subscript
attached to denotes which hour is being evaluated:
"p
#T
p2
pm
1
X
X
X
)W =
fp1 ,
fp2 ...
fpm
k=1

k=1

k=1

In order to keep the product matrix the original dimensions
as the W and N matrices so that the inner product could be
taken at a later step required an operation other than matrix
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multiplication or scalar product. An element-wise operation
between the two matrices was used to get around this
(Million 2007). The Hadamar Product was taken between
W and N . This can be expressed as:
0 p1
1
X
f
s
p1 1 C
B
C
k=1
0 1 0 1 0
1 B
B
C
t1
s1
t1 s 1
p2
BX
C
B
C
Bt C Bs C Bt s C B
f
s
p2 2 C
B 2 C B 2C B 2 2 C B
C
B
C
B
C
B
C
W N = B. C B. C = B.
C
k=1
C=B
C
@ .. A @ .. A @ ..
A B
B ..
C
B.
C
B
C
tm
sn
tm s n
pm
BX
C
A
@
fpm s n

exclusively members of the set of natural numbers. The
data sets that were provided by EDF Energy were edited
to remove any values that didn’t fall on the hour down to
the second to uphold the constraint. This editing took place
in Microsoft Excel. There were some time values that fell on
the hour that were missing MWh data. For these instances, if
the missing MWh data was less than five then the method of
linear interpolation was used to fill in the gap as estimated
values. This method is described for two known points as:
y y0
y1 y0
x x0
=
) y = y0 + (y1 y0 )
x x0
x1 x0
x1 x0
For data gaps that were larger than five points, the points
were filled with zero place holder values. The overall data
that had to be edited, interpolated, or filled with place holders
was less than 1%. The final scalar quantities that were left
over only had units of dollars. The calculated scalar prices
were then compared to the contracted price that SMMPA
bought from the wholesale market. The total dataset gathered
for the Wapsipinicon Wind Farm LLC and the Great River
Energy Pleasant Valley node was approximately 1.23 million
data points of either LMP or MWh data points. The data sets
can be provided at the request of the author. I used a onefactor test to evaluate my hypothesis about price difference
between contracted wholesale electricity pricing and wind
generated LMP. ANOVA was the main tool used to measure
the significance of the experimental factor and its relationship
in impacting the results of the LMP and contracted price.
ANOVA is an abbreviated form of the words Analysis of
Variance. To begin an ANOVA, the null hypothesis is first
formed about our data that was collected. We begin by
assuming that there is no difference between the means of
the data. We then begin obtaining the sums of squares. By
looking at within-group variability the error variance is found
and this measures who much variability there is in withingroups. All calculations were performed in Microsoft Excel
and JMP Pro.

k=1

Since the matrix W G has price and MWh built into it
from (4) and (5), the average LMP for a given time period
was calculated by taking the inner product and dividing the
T
resultant scalar quantities. Let du = [11 , 12 ... 1u ] and ev =
T
[11 , 12 ... 1v ] be sum vectors. The sum of elements in the
matrix W G is W G0 d and the sum of elements in W
is W 0 e. For all of the matrix calculations u = v = m = n
8m, n, v, u 2 N. For simplicity, the tm components have
been re-substituted back in the W vector. The inner products
for the two matrices of interest can be defined as:
0
1
t1 s 1
Bt s C
B 2 2 C
0
C=
W G d = (1, 1...1u ) B
B ..
C
@.
A
tm s n

1 · t1 s 1 + 1 · t2 s 2 + · · · + 1 · tm s n =
m,n
X
d i W Gi
i=1

0

t1

Bt
B 2
W e = (1, 1...1v ) B
B ..
@.
0

tm

1

C
C
C=
C
A

III. R ESULTS
The calculated average LMP for a given month and the
contracted price were compared to determine the magnitude
of the profile costs in integration costs with relation to the
other metric of measuring energy costs with sunk fixed costs
and LCOE. The contractual prices or PPA prices for wind
energy being bought by the SMMPA from EDF Energy were
provided by the Lawrence Berkeley National Laboratory
(Berkeley Lab). Performing statistical analysis on the data
sets suggests that the effect of temporal variability on LMP
are extremely significant when compared to the contracted
wholesale price. The data in (Table 2), (Figure 3), (Figure 4),
(Figure 5), (Figure 6), (Figure 7), (Figure 8), (Figure 9), and
(Figure 10) are results of the full-factor ANOVA done on
LMP and contracted price. The category for difference was
contracted price and was allowed to either have the condition
of yes indicating the condition was present or no indicating
the condition was not present. The data from the analysis
indicates that the variance has a p-value less than 0.05 (pvalue = 0.0001) indicating that statistical significance was

1 · t1 + 1 · t2 + · · · + 1 · t m =
m
X
e i Wi
i=1

Partial sums were calculated for individual months and for
yearly entries. The scalar quantities from (6) were then
divided by each other in the following manner:
m,n
P
d i W Gi
0
W Gd
i=1
=
m
P
W 0e
e i Wi
i=1

The two quantities were not in the same scale, the wind
turbines recorded in MWh and the LMP price points were
calculated for KWh. The final scalar quantities were divided
by a factor of 1000 to keep the values in KWh. In the
W and N matrices, the time entries were defined as being
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detected among this data set and the null hypothesis, which
states there is no difference between the means, is rejected.
The analysis of the data thus supports my original hypothesis
concerning there being a significant difference between the
contracted price and the LMP. There was error of 0.012 for
the sum of squares, a probable cause for the small error is
the low amount of degrees of freedom associated with the
error.

IV. D ISCUSSION
The ANOVA suggests that the initial hypothesis, which
states the LMP price will have a statistically significant
difference from the contracted price that SMMPA sells to
MISO, is accepted and null hypothesis is rejected. In both
2012 and 2013 there was a statistically significant difference
found between the contracted prices for wind generated
electricity and the LMP that the wind electricity was being
sold at. In both 2012 and 2013 the p-value was less then
0.0001 which indicates that we would see these results
happen by chance less than 0.01% of the time. Another
way to view this result is that LMP and contracted price
for electricity will differ from their means this much due

to chance only once out of every ten thousand times. This
gives a very high level of credibility to the idea that there
is a large discrepancy between the contracted price and the
LMP or market value of wind electricity. The marginal value
of wind is very different from the price it is bought at which
causes a great amount of distortion in the market place.
A reasonable assumption for the amount of negative
LMP seen with wind produced at the Wapsipinicon Wind
Farm comes from the lack of correlated production of wind
electricity and market demand for that electricity. In a legal
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compliance filing, SMMPA postulates that MISO has had
to issue negative LMPs to encourage other generators to go
offline due to significant amounts of transmission congestion
on the grid (Johnston 2011). Negative pricing occurs when
the supply of power is greater than the demand and the
generator must pay the power system, in this case MISO,
to accept their electricity (Giberson 2013). SMMPA cites
electricity congestion as coming from wind generation that
occurred during low-load or off-peak periods. In support
of my earlier hypothesis concerning wind production driv-
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a Brookings Institute study on the matter (Frank 2014). In
the just aforementioned study, it was found from previous
literature that balancing costs only add 2 /MWh and that
variability in RES doesnt increase the normal variability
in residual electricity demand (Ellerman and Marcantonini,
2014; Van Bergh et al 2013).
Nevertheless, the study, which also used an alternative
calculation to LCOE to measure costs, concludes that only
a few of the members of the RES family (hydro, nuclear
and natural gas combined cycle plants) create benefits that
significantly outweigh any provided by new wind or solar
plants. Their results found that even if a wind plant operates
at a capacity factor of 30% or more, it will still cost 2X more
per MW to build a gas combined cycle plant. When this
figure was combined with the temporal variability in wind it
was found that an investment of $10 million was needed in
wind power plants to produce the same amount of electricity
with the same reliability of a $1 million investment in a gas
combined cycle plant (Frank 2014).
The results from (Figure 11) and (Figure 12) demonstrate
visually the extreme cost difference between the contracted
price and the market value of the wind that SMMPA was
able to sell the electricity to MISO for. The calculations from
empirical data has shown that there was not one month where
the market value of the wind was higher than the contracted
prices. The total losses were calculated to be $14,626,863
in 2012 and $12,735,001 in 2013. SMMPA reported similar
results in a different study where they calculated that from
2009-2011 they lost $8,819,437 in 2009, $10,542,026 in
2009, and $9,990,828 for wind produced energy (Johnston
2011). Profile costs are a good identifiable candidate for
the difference seen between the PPA, which is the market
value agreed upon by the suppliers, and the LMP that the
electricity is sold too which is the actual market valuation
of the electricity. As mentioned in previous sections, if the
energy production is correlated to a strong demand in the
marketplace, the price of VRE produced energy will rise. In
many cases however, the time at which energy production
occurs is at a windy moment when excess energy isnt being
demanded. When energy isn’t demanded but electricity is
still being excessively supplied, the equilibrium energy price
will drop because there was an increase in the supply that
wasnt matched by an increase in demand. It thus follows
that profile costs are a significant component of integration
costs and significantly affect the desirability of wind as an
alternative low carbon emission energy source.
Current public policy in many states provides PTCs to
wind development projects that allow the wind power plant
to continue to profit even when the price of electricity is
negative. It was found in Gibersons study that a wind farm
with a PTC can bid as negatively as 35 $/MWh and still
profit due to the PTC. The PTC isnt the only government
grant given to wind either, the U.S. Accountability Office
counted nine agencies that provided 82 different tax breaks,
loan guarantees, and other forms of economic assistance to
the wind industry. Wind can be viewed as an alternative
energy source if carbon reductions are a societal goal but the

ing down the market equilibrium price with profile costs,
SMMPA also states that production of wind energy is not
well matched with load and this temporal variability lowers
the marginal value of wind and drives the equilibrium price
of energy down (Johnston 2011).
The very small standard deviation of 0.005 for 2012 and
0.004 for 2013 shows that the data has a close proximity to
the mean which was 0.018 for 2012 and 0.024 for 2013.
In both ANOVAs for 2012 and 2013, the data that was
graphically analyzed in the Residual by Predicted and Least
Squares Means Plots in (Figure 5), (Figure 6), (Figure 9),
and (Figure 10) demonstrated that there is a significant
difference that can be predicted from theoretical data points
and empirical market data. It is not a linear system however
as visually shown from (Figure 1). The trend lines for 2012
and 2013 market data are shown to have low R2 values,
0.3196 and 0.0001 respectively, which demonstrates that the
system doesn’t possess linearity which is to be expected from
an exogenously random energy producer like the weather.
The results demonstrate that my initial hypothesis appears
to be correct concerning the temporal availability of wind
causes it to be worth less in the market place than the
equilibrium energy price, which the market participants set at
the contracted price. The results from the high profile costs
calculated for the wind turbines and the amount of the money
energy utility companies are losing should be discussed in
addition to LCOEs when creating public policy to support
carbon emission reduction. Previous research on integration
costs has shown that the lions share of the integration
costs come from profile costs and the other components of
integration costs have negligible effects combined on costs.
The balancing costs, as an example, have been shown to
have a very small impact on the cost of wind and solar in
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profile costs along with the plethora of other costs not figured
into LCOE calculations must be evaluated before making
public policy supportive of wind. Intertemporal inflexibility
that is inherent in wind makes it difficult to view VRE as
the solution to energy and public policy should allow for the
possibility that VRE will play only a small role in the future
of energy needs (Hirth 2013). The corollary to the idea that
increased wind produced electricity that isnt matched with
demand causes it to be worth less than the marginal value of
grid electricity is that as wind produced energy increases, the
effect wind generated power has on the grid marginal value
of electricity will change from exogenous to endogenous and
the drops in marginal electricity value will be greater. This
concern needs to be addressed because since 2006, wind has
been considered utility scale and can affect the marginal price
of electricity in an endogenous manner presently (Smith et
al 2006). Profile costs have important implications in other
areas of public policy because it is the tax payer that finances
the costs of subsidized wind energy which makes the market
pricing for wind irrelevant. Subsidies should be a short term
tool, not a long term goal for economic feasibility.

0.0001 which indicates an extremely high level of probability
that these results occur due to a market mechanism and not
by chance alone. Total losses to SMMPA were calculated to
be $14,626,863 in 2012 and $12,735,001 in 2013.
An important observation to note is the large amount of
money that profile costs account for that isnt factored into
LCOEs. The costs have several implications. The first is that
wind energy has inherent variability in time that causes it to
be worth less in the market place when it is supplied at a
time when peak-load is not occurring. Wind energy thus has
difficulty being a feasible energy source for reliability and
base-load power. The second important conclusion is that as
wind energy increases the effect it has on the marginal value
of grid electricity becomes endogenous and will cause drops
in price of electricity on the overall grid. Significant amounts
of planning and grid transmission overhaul would have to
occur to accommodate the increased amounts of variability
in the grid and the inevitable electrical congestion that would
follow. Policy makers should be advised of the additional
costs not seen in LCOE numbers such as transmission
addition costs, integration costs (including profile costs),
base load power cycling costs, environmental costs, wind
power policy cost, and focus on these additional costs to
determine whether or not societal benefit is worth the cost
to the taxpayer and to society.

V. C ONCLUSIONS
Studying profile costs and their role in integration costs
was the goal of this study. After gathering a large amount of
wind energy production data from 67 wind turbines located at
the Wapsipinicon Wind Farm and comparing the contracted
price that SMMPA bought the wind from ERF Energy to
the market LMP price that SMMPA was able to sell to
MISO there was a large difference observed. A mathematical
method based on linear algebra was devised to calculate the
average monthly LMP from market data. ANOVA statistical
analysis demonstrated that the means for both the contracted
prices and the LMP prices would be expected to vary
depending on whether the price was contracted or not. The
p-value calculated for both 2012 and 2013 data was less than
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Microsoft Excel: The linear algebra method for determining
the prices was done using Microsoft Excel. The algebra
detailed in the method describes stepwise which operation
should be performed in Excel. The data was first compiled
as described in the paper from MISO and The MN
Department of Commerce and The Berkeley Lawrence
National Laboratory. The data was manipulated first so that
the all of the data was organized into columns for each hour
of each day of the year. The columns were then multiplied
or added depending on which step was detailed in algorithm.
First each hour for the total wind farm was calculated by
summing all of the values in a row for a given hour to
obtain the total output in kW/h for that particular hour. The
node LMP price was then multiplied by the corresponding
course to create the Hadamar Product vector. The column
was summed for both the Hadamar product and the output
columns for the inner product. Finally the two values were
divided by each other to calculate the final price. The
method can be scaled for any size wind farm and and over
any time frame. The original Excel files are included as
a zip file because there are a total of 1.23 million data points.
JMP PRO 11: The ANOVA (t-test) was performed using
JMP on the two different sets of prices. The procedure for
using the ANOVA capabilities are as follows. First choose a
year to analyze. Next drag the calculated prices and the PPA
prices from Excel/Word/Document Processor into a single
column in a JMP cell document. In the column adjacent to
the column of numbers distinguish the categorical variables
(in this case there was only one, whether the numbers
were PPA numbers or calculated numbers). Next select the
column properties box on the left side of the screen and
check to ensure that the numbers column are recognized as
quantitative variables and the second column is recognized
as a categorical variable. Select the tab called analyze.
Once the analyze box appears select fit model. Under pick
role variables select prices for this area and ensure that
the personality is default to standard least squares. Simply
hit run and the graphs and values presented in tables and
figures in the body of the document will be created. More
information on these methods and the program itself can be
found through www.jmp.com/en us/software/jmp-pro.html.
The product key I used was acquired through the University
of Minnesota.
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towards the political institutions, I construct an index of
political legitimacy based on six constituent questions. I
use data from the Asian Barometer Survey, which polls a
nationally representative sample about their attitudes towards
economics, politics, and government. I then choose features
— income and education — that can act as proxies to test
three competing theories about political legitimacy. The three
theories are outcome-based legitimacy, fear of redistribution,
and modernization theory. These theories expect that there
would be a positive correlation between income and political
legitimacy, and negative correlation between education and
political legitimacy.
Running simple OLS models of the political legitimacy
score on income brackets and education levels reveal a
significant negative relationship between increasing education and attitudes towards government, while the effect of
various income levels remain insignificant. Comparing the
two models simultaneously reveals that while one factor does
not strongly overpower the other, the education effect weakly
dominates. These results confirm the modernization theory
that as people become more educated, they begin demanding
more of a say in the political process, which manifests in
a negative attitude towards an authoritarian state. The lack
of a noticeable income effect counters the outcome-based
legitimacy and fear of redistribution hypotheses, insofar as
income is considered a valid proxy for outcomes.
In this paper, section 2 introduces the major theories
around political legitimacy, and presents the three hypotheses
that this paper will test. Section 3 introduces the data source
and provides summary statistics to ground the analysis. Section 4 tests the impact of income and education on political
legitimacy, and then conducts a horserace between the two
models. Section 5 then discusses some policy implications
that this result might have for the Chinese government, and
sections 6 and 7 provide limitations of the analysis in this
paper and suggest directions for potential future research.

Abstract— Despite being an authoritarian and often repressive regime, the Chinese government enjoys the support of 70
percent of its population. This paper tries to make sense of
this support by engaging literature on political legitimacy to
evaluate which competing hypotheses about political legitimacy
best apply to the Chinese context. Defining political legitimacy
as an attitude of diffuse support of the government by the
citizenry, this paper constructs a political legitimacy index, and
then tests income and education levels’ ability to determine the
variation in attitude towards the government. This paper finds a
significant negative relationship between education and political
legitimacy, while also finding no evidence of a link between
income and political legitimacy. Tested together, this paper finds
that the education effect weakly dominates over and above
its well-documented causal effect on income, likely because
the more educated an individual is, the more of a role she
demands in the political process. These results have significant
policy implication for Beijing as it weighs the effects of a more
educated yet critical populace that cannot be appeased by just
ensuring increasing incomes.

I. I NTRODUCTION
On October 1, 1949, after decades of chaotic national rule
torn apart by warlordism, Mao Zedong took to the Gates
of Heavenly Peace (Tiananmen) in Beijing and proclaimed
the formation of the People’s Republic of China under the
Chinese Communist Party. The mantra of the government
was to pursue growth with political stability. The decades
since have been marred by manmade catastrophes, including
the death of millions due to famine (1958–62), a generation
of uneducated youth (1966–76), and repressive policies that
came close to crippling the national government at the very
place of its announcement: Tiananmen Square (1989). And
yet in 2012, the World Values Survey announced that the
Chinese government enjoyed the support of 70 percent of
its citizens — compared to just 35 percent of Americans
reporting confidence in their government (OECD).But fatalistic prognoses about the collapse of political order seem to
beset Beijing a lot more than Washington.1 And so, it appears
that the Chinese government must fight to achieve political
legitimacy.
This paper tries to unpack the very complex notion of
“political legitimacy”, and then seeks to identify and evaluate
factors that may explain what makes the national government
in Beijing legitimate. Using the Eastonian notion that political legitimacy is a measure of broad and diffuse support

II. L ITERATURE R EVIEW
In 1994, researchers Nannestad and Paldam conceptualized the “vote-popularity function” (VP-function) to “explain
support for the government as a function of economic and
political outcomes” (Nannestad and Paldam 1994). Focusing
their studies exclusively on democracies, they empirically
noted that popularity towards a government coincides with
the manifested vote during elections, and for that reason,

1 Gordon G Chang notably published The Coming Collapse of China
(2001) and famously predicted the CCP to collapse in 2006, before revising
the schedule to 2011, and then 2012.
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Vote and Popularity could be used interchangeably. LewisBeck et al. (2014) capture Nannestad and Paldam’s VP
function simply as:

and proper conduct” (Chen and Dickson 2008). I will use
this precise articulation to construct an outcome variable of
political legitimacy for the purposes of my analysis.
In authoritarian regimes like China, where legitimacy is
conferred by the tacit and diffuse support of the people —
rather than the active act of voting — it becomes important
to understand the diffuse support base. There are several
hypotheses that exist to explain what factors can predict
an individual’s affect towards government. This paper will
present and test the following hypotheses:
1) Outcome based legitimacy
2) Fear of redistribution
3) Modernization Theory

P opularity = f (Society, P olitics, Economics)
The Lewis-Beck et al. paper extends the VP-function
to non-democracies, and particularly adapts it to the case
of China. They acknowledge the challenge presented by
Nannestad and Paldam that since dictatorships often do not
provide outlets for public opinion (e.g. polling), it becomes
hard to conduct a VP-function analysis in authoritarian
settings. But Lewis-Beck et al. posit that it is possible to
find other modes of national political expression, and point
to extensive research done on gleaning the national mood
from online activity, community petitions, village elections,
and protests (Lewis-Beck et al. 2014, O’Brien 2008, Tang
and Iyengar 2011, Tang et al. 2013). The Lewis-Beck et al.
paper, in particular, uses data from the 2008 China Survey
conducted by Texas A&M University and the Research
Center for Contemporary China at Beijing University to
determine how each individual’s sociodemographic details,
personal political attitudes, and evaluations of government
performance, can determine overall satisfaction levels with
the government. The paper found that while 35.3 percent
of respondents reported “complete satisfaction” with the
government, the remaining 64.7 percent allowed for an
interesting analysis (Lewis-Beck et al. 2014). I will use this
paper’s results to choose variables to include in my analysis.
While the Lewis-Beck et al. (2014) paper contends with
the question of political popularity, my paper will focus
on political legitimacy. Legitimacy, ultimately, is more than
just popularity, and often times can even be distinct from
popularity. David Easton (1965) proposed that regime legitimacy would depend on “diffuse support” in a society,
which is distinct from “specific support.” Simply understood,
voters can specifically support a party or candidate by casting
their ballots. But diffuse support is more latent. It can be
understood as a tacit nod of approval towards the values,
norms, and institutions of the regime (Chen 2004). In his
book China’s quest for political legitimacy, Baogang Guo
labels this tacit, diffuse support “consensual legitimacy”,
wherein individuals must voluntarily accept a political order
(Guo 2010, p.6).
Seymour Lipset defines “legitimacy” as “involv[ing] the
capacity of the system to engender and maintain the belief
that the existing political institutions are the most appropriate
ones for the society” (Lipset 1960, p. 77). This definition
comfortingly rests on the evaluation of the government by
the citizenry and is the definition that broadly motivates
several research papers, including mine. Researchers Chen
and Dickson (2008) operationalize this definition of legitimacy by articulating it as an “affect tied to evaluation of
how well institutions conform to a person’s sense of what
is right; affect tied to evaluation of how well the system
of government upholds basic political values in which a
person believes; affect tied to evaluation of how well the
authorities conform to a person’s sense of what is right

A. Outcome based legitimacy
In modern political theory, political legitimacy can be
understood as a function of the broad benefits afforded to
the people (Lipset 1959). But the term “benefits” is in itself
broad, and would require further unpacking. The metrics
by which individuals measure government performance, and
thus ascribe legitimacy, can be highly varied. Leniently classifying these metrics, we can come to say that governments
achieve legitimacy either through procedure or outcomes
(Kohli 2015).
Procedure-based legitimacy holds that a government
achieves legitimacy if the political structures and institutions
are governed in a predictable and fair manner. For instance,
he discusses the virtues of a highly bureaucratized state,
which would function dispassionately to efficiently service
the needs of the people (Weber 2009 p. 50). Democratic
governments theoretically achieve legitimacy based on the
institution of free-and-fair elections that allow for voters to
voice their satisfaction or dissatisfaction at policies aimed at
their wellbeing.
Outcome-based legitimacy is a more modern construction.
Of course, “outcomes” is a broad categorization, and can
include many types of outcomes. T.H. Marshall introduced
social outcomes in a redistributive sense — i.e. redistributing
benefits to coopt more of the populace into supporting the
state — but upon the advent of the developmental state 2
in the 20th century, scholars began to look at economic
growth as outcomes that may determine political legitimacy
(Marshall 1950, p. 30–39). Chalmers Johnson (1987), for
instance, measured legitimacy against economic indicators,
such as poverty alleviation and rapid industrial growth, being
the outcomes of importance.
Conventional wisdom surrounding China suggests that it
has achieved legitimacy through outcome, especially in the
last three decades, in which the country successfully lifted
680 million persons out of poverty (The Economist, Tao et
al. 2014, Li 2013, Shi 2001, Tang 2005). Using household
income as a proxy of personal outcomes, this outcomebased legitimacy approach would predict that there would
2 “Developmental states” is the term given by international political
economists to characterize countries that adopted strong state-led macroeconomic planning to chart its developmental trajectory
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be a positive correlation between income and government
legitimacy in China.

such as economic and physical security, toward increasing
emphasis on “postmaterialist” priorities such as autonomy,
selfexpression and the quality of life” (Inglehart 2007). This
idea suggests that as a country develops and can ensure
reliable delivery of tangible goods, its people begin demanding more intangible goods, like personal participation in the
political process.
Both Seymour Lipset and the United Nations Development
Programme’s Human Development Index use education as
one of the metrics to measure a country’s development
(Lipset 1960, p. 47 and UNDP). In work assessing the
effects of education reform in China (2013), Xiaobo Lu
finds that it is “policy awareness, instead of policy benefits”
that determine citizen affect towards the government (Lu
2013). This evidence supports Lewis-Beck et al.’s summary
of Inglehart’s postmaterialism, that “education can increase
one’s awareness of political rights and make people more
critical of the authoritarian political system in China” (LewisBeck et al. 2014, Inglehart 2007).
And so, modernization theory would hold that as individuals become more educated, they begin demanding a
greater voice in government. This result would strengthen
the survival rates of democracies, but actually lowers the
legitimacy of authoritarian governments. In other words, we
should expect to observe a negative correlation between
education levels and government legitimacy in China.

B. Fear of redistribution
Closely related to the outcome-based approach to determining legitimacy is the fear of redistribution, as articulated
by Acemoglu and Robinson in their book Economic Origins
of Dictatorship and Democracy (2006).
Acemoglu and Robinson classify regime types simply
as Democratic and Nondemocratic. They also classify the
population as “elites” and “citizens”, and “rich” and “poor”,
pointing to strong association between rich and elite (Acemoglu and Robinson 2006, p. 15-16). And as a result,
“stated simply and extremely, nondemocracy is generally
a regime for the elite and the privileged; comparatively,
democracy is a regime more beneficial to the majority of
the populace, resulting in policies relatively more favorable
to the majority” (p. 16).
Since the economic benefit of government policies have
disproportionately been received by few — manifest in the
high gini coefficient of 0.49 3 (Financial Times) — those
individuals experiencing the positive economic outcomes
would be prodded to see the government as being more
legitimate than individuals who did not experience the same
positive economic outcomes. Acemoglu and Robinson suggest that these elite individuals who experience these positive
economic outcomes would support the government fearing
that without the government status quo, another usurping
political order might force redistribution of their accumulated
wealth.
Chen and Dickson (2008, 2010) and Tang and Parish
(2000, p. 77) confirm this hypothesis linking income with
government favor, showing how upper classes show more
support to the government because “their future rests on
maintaining the existing political order”(Lewis-Becks et al.
2014).
Thus Acemoglu and Robinson’s fear of redistribution hypothesis also predicts a positive correlation between income
and government legitimacy in China.

III. DATA
In evaluating the determinants of political legitimacy, I
construct an index of political legitimacy from a series of
survey questions, and regress the legitimacy score against
income and education levels.
The data for my paper comes from the Asian Barometer
Survey (ABS), which is a project started in 1994 by Professor
Fu Su in the Institute for Advanced Studies in Humanities and Social Sciences and National Taiwan University.
The three main objectives of the Asian Barometer Survey
are: “1) To generate a region-wide base of scientifically
reliable and comparable data; 2) To strengthen intellectual
and institutional capacity for research on democracy; 3) To
disseminate survey results to academics and policy circles”
(Asian Barometer). It periodically conducts mammoth surveys across thirteen countries in East Asia in order to develop
some basis for qualitative and quantitative comparison. It is
currently on its fourth wave of questionnaires, with the first
three waves of Mainland China surveys conducted in 2003,
2008, and 2011. I will be using data from 2011, which is
the most recent available year of data.
The ABS sampled respondents by using the China Family
Panel Studies (CFPS), Institute of Social Science Survey,
Peking University framework over a survey area that included 25 provinces in China, amounting to 94.87% of the
Chinese population. ABS would use the CFPS framework to
sample households, within which it would randomly select
an individual who met the criterion of being over the age of
18, who would be surveyed through face-to-face interviews.
After cleaning the data, the third wave (in 2011) produced

C. Modernization Theory
In his seminal work, Political Man, Seymour Lipset introduced Modernization Theory to chart out a country’s development. Simply put, as a country develops, it empowers its
people with increasing benefits and resources. But ultimately,
it becomes insufficient to just ensure the delivery of tangible
goods, and so the populace begins to demand a greater voice
in governance.
Building on this idea is the work of Inglehart (2007) who
further develops Modernization Theory by discussing the
concept of postmaterialism. “Postmaterialist values emerge
as people shift from giving top priority to “materialist” values
3 The gini coefficient is measure from 0 to 1 of inequality in a country.
With a gini coefficient of 0, there is perfect income equality, while with
a gini coefficient of 1, all the income accrues to a single individual. For
perspective, China’s gini coefficient is one of the highest in the world, with
just Brazil (0.63) and South Africa (0.53) notably higher. The US records a
gini coefficient of 0.41, while Germany records just 0.3 (Financial Times)
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3473 successful samples, which was then weighted to ensure
it was representative of the Chinese population across several
criteria, such as gender, age, and urban-rural composition
(Asian Barometer).
I used the Lewis-Beck et al. (2014) paper to guide my
variable-selection process, and used the Chen et al. paper
(1997) to construct an outcome index of political legitimacy,
based on six questions.

statement — I standardize them to a 1-4 scale, with 1 being
a negative outlook towards the government — e.g. low trust
in institutions, high perception of corruption, etc — and 4
being a positive outlook the government — e.g. high trust
in institutions, low perception of corruption, etc. I take each
of these six 4-point scores to create an additive index of
political legitimacy, with the scores ranging from 6 to 24.
Table 1 and Figure 1 present the distribution of the
political legitimacy index, and its constituent questions. The
distribution of political scores is relatively normal with a
slight left skew, suggesting that on the whole, the median
citizen has relatively high trust in government.

A. Dependent Variable: Political Legitimacy Score
In their paper “The Level and Sources of Popular Support
for China’s Current Political Regime” (1997), researchers
Chen et al. define regime legitimacy based on the “diffuse
or generalized attachments members of a polity have for the
government and political system in general” — captured by
the Eastonian idea of diffuse support mentioned earlier —
and not a short-term evaluation of an incumbent’s performance (Chen et al. 1997). The paper uses work by Muller
and Jukam (1977) to propose that there are three dimensions
that constitute regime legitimacy:
1) Affect tied to evaluation of how well political
institutions conform to a person’s sense of
what is right
2) Affect tied to evaluation of how well the
system of government upholds basic political
values in which a person believes
3) Affect tied to evaluation of how well the
authorities conform to a person’s sense of
what is right and proper behavior [or conduct]
Inspired by Gibson et al.’s evaluation of political attitudes
in the former Soviet states (1992), Chen et al. ask respondents in Beijing to assess six questions on a 4-point scale,
which capture each of the three sentiments that constitute
regime legitimacy. Because my data source differs from the
one used by Chen et al., the specific questions that I must use
to construct the political legitimacy score vary slightly from
Chen et al.’s. But the variation is slight, and I follow their
methodology of choosing questions that sufficiently capture
each of the three defining sentiments. I use the following six
statements — evaluated on a 4-point scale — to construct
my political legitimacy index:
1) How much trust do you have in: The courts?
2) How much trust do you have in: The national
government?
3) Evaluate: “In general, I am proud of our
system of government”
4) How well do you think the government responds to what people want?
5) How widespread do you think corruption and
bribe-taking are in the national government
in Beijing?
6) Evaluate: “You can generally trust the people
who run our government to do what is right”
While each of these questions’ responses are different —
e.g. “no trust in courts” to “a great deal of trust”, or from
“strongly disagree” to “strongly agree” when evaluating a

TABLE I
S UMMARY STATISTICS FOR POLITICAL LEGITIMACY SCORE
Statistic
TrustInCourts
TrustInGovt
ProudOfSystem
Responsive
Corruption
Right
Score

Mean
3.079
3.494
2.997
3.099
2.953
2.435
18.034

St. Dev.
0.653
0.578
0.484
0.694
0.799
0.681
2.446

Min
1
1
1
1
1
1
6

Median
3
4
3
3
3
2
18

Max
4
4
4
4
4
4
24

Distribution of political legitimacy score
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Fig. 1.

N
3,148
3,337
3,032
3,204
2,290
3,267
1,956
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Political Legitimacy Score

The fact that the political legitimacy score is relatively
normally distributed, and that we do not observe a vastly
inflated number of respondents with a score of 24, allow us
to conduct meaningful analysis to test what factors play a
role in determining the variance in the legitimacy score.
B. Independent Variable: Income
In testing the outcome-based legitimacy and fear of redistribution hypotheses, the independent variable of interest
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I use is income. The ABS asks respondents to consider
all wages, salaries, pensions, dividends, and any other form
of incomes before taxes and deductions, to categorize their
household’s income level. The five income brackets available
are: lowest, low, middle, high, highest.
I code income as variable of ordered factors from 1 to 5,
with 1 being “lowest” income bracket, and 5 being “highest”
income bracket.

variance in education levels as well, given the changing
nature of state-led educational policies. For instance, the
Cultural Revolution, which started in 1966, resulted in an
entire generation of Chinese students missing several years of
schooling (Meng and Gregory 2002); and less-dramatically,
in 1978 onwards, Deng Xiaoping embarked on the path
of “Four Modernizations” which included an emphasis on
education in the sciences.
I also control for Gender because researchers like Tang
and Parish (2000) and Lewis-Beck et al. (2013) empirically
find that women are significantly less satisfied with the
government as compared to men. At first glance, this result
may be a reflection of the systemic male-preference that
persists in China, leading to pernicious practices such as
female infanticide, and warped outcomes like unbalanced sex
ratios 4 (O’Meara 2015).
I also control for Occupation and Employment because
work done by Chen and Dickson (2008) shows how specific
groups of occupations — in their study, entrepreneurs —
were more likely to be supportive towards the government
than others. Similarly, others have shown how farmers are
more likely to show satisfaction towards the government, potentially as a result of favorable central government policies,
such as abolishing agricultural tax in 2006 (Whyte 2010,
Lewis-Beck et al. 2014).
Finally, I control for Geography because certain regions
in China have experienced differentiated economic outcomes
as opposed to others. However, owing to the pan-national
nature of the Asian Barometer Survey, the questionnaire
cannot ask respondents to specify their subnational geography — like provinces or counties — as it would not be
meaningful for comparison across other East Asian countries.
Instead, the survey does instruct the surveyors to record, for
each respondent, a geographic indicator of the rural/urban
landscape of the respondent’s place of living. Specifically,
the questionnaire asks “which of the following levels within
the country the respondent live?” with options ranging from
[1] “Capital or Megacity (1 million population plus)” to [4]
“Village or countryside”.

TABLE II
D ISTRIBUTION OF INCOME LEVELS
Statistic
Income

N
2,218

Mean
2.900

St. Dev.
1.400

Min
1

Median
3

Max
5

Table 2 contains the summary statistics for income. Reassuringly, we can note that the median respondent incomebracket is 3, standing for “middle”.
C. Independent Variable: Education
In testing the modernization theory hypothesis, the independent variable of interest I use is the highest level
of education attained by the respondent. The ABS asks
respondents “what is your highest level of education?” with
ten possible response buckets, ranging from “No formal
education” to “Post-graduate degree.”
I reduce the number of groupings by pairing overlapping
buckets together, for instance “Complete secondary/high
school: technical/vocational type” with “Complete secondary/high school”, and “University education completed”
with “Post-graduate degree”. Noting that no respondent
recorded “No formal education”, I did away with that category, and was left with six ordered factors ranging from [1]
“Incomplete primary” to [6] “Complete University or more”.
TABLE III
D ISTRIBUTION OF EDUCATION LEVELS
Statistic
Education

N
3,455

Mean
3.240

St. Dev.
1.458

Min
1

Median
4

Max
6

IV. A NALYSIS
Table 3 shows us the distribution of the highest levels of
education attained by respondents. The median respondent
falls into the fourth bin for education level: which is complete
secondary/high schooling (both technical/vocational and otherwise).

The boxplots of political legitimacy scores against income
and education levels (Figure 2) provide a rudimentary, yet
informative, analysis. At first glance, it seems that there
is indeed a negative relationship between education levels
and political legitimacy scores, confirming Seymour Lipset’s
modernization theory. However, the first boxplot of income
levels weaves a less-definitive story. It does not appear that
there is a strong relationship between income and political
legitimacy, and in fact, contrary to the outcome-based and
fear of redistribution hypotheses, it even appears weakly
negative.
Separate ordinary least squares regressions for income and
education broadly confirm these visual results.

D. Controls
Age is the first variable I control for, keeping in mind
that evidence suggests the older a person is, the more likely
he or she is to be more supportive of the government
(Jennings and Zhang 2005). Older generations of Chinese
citizenry would have been more politically socialized in the
1960s and 1970s, beginning with Mao’s infamous Cultural
Revolution, before Deng Xiaoping’s market reforms (LewisBeck et al. 2014). In addition to its direct effect on legitimacy scores, generational differences may account for high

4 As of 2015, China’s gender gap produced 116 boys for every 100 girls
— far exceeding the natural ratio of 105 boys to 100 girls
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TABLE IV
E VALUATING INCOME AS A DETERMINANT OF LEGITIMACY

Fig. 2. Boxplot of income and education levels against political legitimacy
score

Dependent variable:
Score
0.026
(0.203)
0.101
(0.201)
0.185
(0.207)
0.637⇤⇤⇤
(0.218)
15.699⇤⇤⇤
(0.397)
Yes
Yes
Yes
Yes
Yes
1,320
0.119
0.110
2.254 (df = 1306)
13.534⇤⇤⇤ (df = 13; 1306)

Income: High
Income: Highest
15

Political Legitimacy Score

20

Income: Middle

Constant
Age
Gender
Employed
Occupation
Geography
Observations
R2
Adjusted R2
Residual Std. Error
F Statistic

10

15
10

Poltiical Legitimacy Score

20

Income: Low

1

2

3

4

5

1

Income level

2

3

4

5

6

Education levels

Note:

⇤

p<0.1;

⇤⇤

p<0.05;

⇤⇤⇤

p<0.01

A. Evaluating the effect of income on legitimacy
in a regime is unlikely to support regime change because
he or she is able to flourish in the status quo (Acemoglu
and Robinson 2006). But the one significantly negative
coefficient, coupled with the insignificant other coefficients,
contradict this view. One way to make sense of this result
is to contextualize it amongst the changing nature of elite
decision-making in China.
In his book, Reform Without Liberalization: China’s National People’s Congress and the Politics of Institutional
Change (2008), Kevin O’Brien discusses the changing role
of the National People’s Congress (NPC) — the legislative
organ previously dismissed as a rubber stamp parliament.
With evidence suggesting that in the 11th NPC (2008–
2012), 500 out of 3000 NPC deputies were CEOs, chairmen,
and leaders of various companies (Truex 2014), it can be
argued that the national government is trying to coopt the
economically elite class, potentially so as to avoid scuffles
with those individuals with means. The negative coefficient
on the highest income bracket in Table 4 might be capturing
the upper class criticism towards the government, which
prodded their inclusion into the legislative fold. However, this
explanation is just a hypothesis, and in fact, other research
shows how there are significant financial and reputational
returns that accrue to the economically elite as a result of
joining the NPC (Truex 2014).

To evaluate income levels as a determinant of political
legitimacy, I run a simple OLS model regressing the “Score”
against ordered factors of income-levels. Table 4 presents the
finding for the following statistical model — equation (1). 5
Score =

0

+

1 Income

+ BX

(1)

The regression coefficients in Table 4 compute the change,
ceteris paribus, in the political legitimacy score as a result
of moving from the base income level — assigned to be the
lowest income level — to any other income level. It can be
seen that moving from the lowest income level to any other
income level has no significant effect on the legitimacy score,
except when moving from the lowest to the highest income
brackets.
This result directly opposes the predictions of outcomebased legitimacy and fear of redistribution hypotheses. Expecting a positive correlation between income and legitimacy,
and instead noting insignificant results — and even one result
significant in the opposite direction — we cannot reject the
null hypothesis that there is no broad relationship between
income and political legitimacy in China.
One interesting result from this regression is the fact that
moving from the lowest to the highest income bracket is
associated with a significant 0.637-point decrease in expected
political legitimacy score. Acemoglu and Robinson make the
claim that an individual who is economically empowered

B. Evaluating the effect of education on legitimacy
Methodologically similar to the case with income, I run
a simple OLS model of “Score” against education levels to
evaluate education as a determinant of political legitimacy —
equation (2). Table 5 presents the result from this statistical

5 N.B.

B represents the matrix of coefficients on X which includes the
variables age, gender, employment status, occupation and geography. This
makeup of X does not change, and I use this notation in the rest of my
paper too
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model.
1 Education

(2)

+ BX

TABLE V
E VALUATING EDUCATION AS A DETERMINANT OF LEGITIMACY

Dependent variable:
Score
0.785⇤⇤⇤
(0.203)
1.005⇤⇤⇤
(0.254)
0.389⇤⇤
(0.185)
0.520
(0.406)
1.078⇤⇤⇤
(0.255)
16.294⇤⇤⇤
(0.379)
Yes
Yes
Yes
Yes
Yes
1,917
0.114
0.108
2.312 (df = 1902)
17.507⇤⇤⇤ (df = 14; 1902)

Complete Primary
Incomplete Secondary
Complete Secondary
Some University
Complete University or more
Constant
Age
Gender
Employed
Occupation
Geography
Observations
R2
Adjusted R2
Residual Std. Error
F Statistic
Note:

⇤

p<0.1;

⇤⇤

p<0.05;

⇤⇤⇤

C. Possible simultaneity bias
Evaluating separately income and education as determinants of political legitimacy presupposes their independence.
Such a test assumes that income and education are, in a
sense, substitutes, and do not inform each other. But it is a
well-known fact that income and education are correlated.
Education, as a function of skill development, receives
increasing returns in the form of higher incomes. And vice
versa, one can expect richer individuals have the ability to
send their children to school for longer.
The ABS data confirms that income and education are
in fact, co-determined. Figure 3 plots the proportion in
each income bracket across education levels, making the
correlation clear. Table 6 presents an ordered logistic model
that regresses income on education levels to reinforce the
visual evidence that education and income are, indeed,
highly correlated.

p<0.01
Fig. 3.

Table 5’s coefficients articulate the change, ceteris paribus,
in political legitimacy score, as a result of moving up from
the base education level — incomplete primary education
— to any other education level. Barring the move to “some
university education” 6 , all increases in education result negatively impact the political legitimacy score to a significant
degree.
This result confirms the modernization theory hypothesis,
which predicted a negative correlation between education and
political legitimacy. Modernization theory posits that as individuals become more educated, they demand more of a say in
the political process. This demand for political participation
serves to bolster democracies, but hurt authoritarian regimes
(Acemoglu and Robinson 2005). Given China’s decidedly
authoritarian government, the findings in Table 5 broadly
allow us to accept the hypothesis that there is a negative
relationship between education and political legitimacy.
Another mechanism by which education affects regime
legitimacy is political awareness. Hakhverdian and Mayne
(2012), Inglehart (2007), Lu (2013), and Lipset (1959), all

Income-levels varying with education levels

Incomplete Primary Education

Complete Primary Education

Proportions

0.6

0.6

Proportions

+

0.4
0.2
0.0

0.4
0.2
0.0

1

2

3

4

5

1

Income Group

Incomplete Secondary Education
Proportions

4

5

0.6

0.4
0.2
0.0

0.4
0.2
0.0

1

2

3

4

5

1

Income Group

2

3

4

5

Income Group

Some University Education

Complete University Ed or more

0.6

Proportions

3

Complete Secondary Education

0.6

0.6

0.4
0.2
0.0

0.4
0.2
0.0

1

3

4

Income Group
6 The category “some university education” is the most sparsely populated
education level, with a total of just 61 survey respondents falling into that
category. That number falls to 42 when counting just those respondents
who satisfactorily answered all questions to construct a legitimacy score
for them. As a result, standard errors might be overstated for this group,
lowering significance

2

Income Group

Proportions

0

Proportions

Score =

find that education makes individuals more political aware of
their rights, and thus more critical of government functioning
and rent-seeking corruption. Jennings (2007) does provide
the counterargument that a state may be able to indoctrinate
its citizenry with prolonged education, and thus augment
state legitimacy — as evaluated by the people (Lewis-Beck
et al. 2014). However, the findings in this paper show that
completing primary schooling and attaining more education
is generally associated with lower political legitimacy scores.

5

1

2

3

4

5

Income Group

A solution to the simultaneity bias would be to try to
control for the other variable in a horserace between models
to determine the dominant effect.

66

TABLE VI
O RDERED LOGISTIC REGRESSION OF INCOME LEVELS ON EDUCATION

TABLE VII
H ORSERACE TO DECIDE THE DOMINANT EFFECT BETWEEN INCOME AND

LEVELS

EDUCATION ON POLITICAL LEGITIAMCY

Dependent variable:
Income
0.502⇤⇤⇤
(0.135)
0.985⇤⇤⇤
(0.166)
1.352⇤⇤⇤
(0.114)
2.829⇤⇤⇤
(0.291)
2.986⇤⇤⇤
(0.184)
2,209

Complete Primary
Incomplete Secondary
Complete Secondary
Some University
Complete University or more
Observations
⇤

Note:

p<0.1;

⇤⇤

p<0.05;

⇤⇤⇤

Dependent variable:
Score
(2)

Income: Low
Income: Middle
Income: High
Income: Highest
Complete Primary

(1)
0.026
(0.203)
0.101
(0.201)
0.185
(0.207)
0.637⇤⇤⇤
(0.218)

Incomplete Secondary

p<0.01

Complete Secondary

D. Horserace between income effect and education effect

Some University

Model (1) and Model (2) evaluate income and education,
respectively and separately, as determinants of political legitimacy. It makes sense to conduct a horserace between these
two models to evaluate which variable has more predictive
power on determining political legitimacy. Model (3) runs a
simple OLS model that evaluates the impact of income and
education, controlling for the other, on political legitimacy.
Model (3) is represented by equation (3) below, and the
results of the horserace are presented in Table 7:
Score =

0

+

1 Income

+

2 Education

+ BX

University or more
Constant
Age
Gender
Employed
Occupation
Geography
Observations
R2
Adjusted R2
Residual Std. Error

(3)

Despite a photo finish, there is ultimately no winner in
this horserace. An outright winner of the horserace would
severely reduce the significance on the coefficients on the
other variable, while bolstering its own. However, moving
from columns (1) and (2) to (3), most coefficients retain
their respective directions and levels of significance. And
so, holding education along with the other factors constant,
moving from the lowest income-level to the highest incomelevel remains negatively associated with political legitimacy
scores by the same mechanisms previously discussed —
that economic elite are more able to voice dissatisfaction.
Similarly, increasing levels of education in almost each case
maintains its negative correlation with political legitimacy by
the mechanism of greater political awareness.
One interesting result is that the coefficient on “Complete
Secondary” dropped its slight significance. The category
“Complete Secondary” level of education captures the largest
number of respondents (1618 out of a total of 3455) and thus
sub-setting by this response may not meaningfully describe
the respondents in this category.
Despite no clear winner of the horserace, Table 6 does
allow us to conclude that the education effect weakly dominates. Even after controlling for education in column (3),
the income coefficients remain unresponsive and generally
insignificant, while on the other hand despite controlling for

Note:

15.699⇤⇤⇤
(0.397)
Yes
Yes
Yes
Yes
Yes
1,320
0.119
0.110
2.254
(df = 1306)
⇤

0.785⇤⇤⇤
(0.203)
1.005⇤⇤⇤
(0.254)
0.389⇤⇤
(0.185)
0.520
(0.406)
1.078⇤⇤⇤
(0.255)
16.294⇤⇤⇤
(0.379)
Yes
Yes
Yes
Yes
Yes
1,917
0.114
0.108
2.312
(df = 1902)
p<0.1;

⇤⇤

(3)
0.022
(0.202)
0.118
(0.202)
0.181
(0.208)
0.579⇤⇤⇤
(0.222)
0.670⇤⇤⇤
(0.239)
0.845⇤⇤⇤
(0.301)
0.315
(0.215)
0.033
(0.455)
1.212⇤⇤⇤
(0.316)
16.413⇤⇤⇤
(0.469)
Yes
Yes
Yes
Yes
Yes
1,316
0.137
0.126
2.236
(df = 1297)

p<0.05;

⇤⇤⇤

p<0.01

income, the education coefficients remain generally significant, suggesting that on net, the education effect on political
legitimacy dominates, over and above its causal effect on
education.
In other words, becoming more educated has a negative effect on political legitimacy — by the mechanism of increased
demand for intangible political participation (Inglehart 2007)
and increased political awareness (Lipset 1959) — which is
not dampened by income effects.
V. I MPLICATIONS
This result joins the concert of similar research that sings
the tune of modernization theory. In the particular case
of China too, Shi (2001) showed that “increased formal
education increased alienation from the government.”
Such a result puts Beijing in an awkward spot, where
it must evaluate the tradeoff between a more educated
populace, and a more acquiescent populace. Jennings (2007)
has suggested that education can act as a medium for propaganda, given state-led curriculum, and so can actually boost
government support in certain cases. This does not appear
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to hold in the case of China, and with the advent of private
schools (Shadbolt 2014) that design their own curriculum, it
might become harder to prescribe such a simplistic solution.
Scalded by the student demonstrations at Tiananmen in
1989, the Chinese government has since established sophisticated machinery designed to maintain its political power.
This machinery even includes allowing individuals to voice
opposition towards the government, just not at the risk
of collective action. And so, in past years, the Chinese
government has taken steps to introduce civil societies as
mouthpieces to appease the educated and disgruntled masses
(Ye 2003). This action of the government does suggest
that the negative correlation between education and political
legitimacy is a cause of concern for some in Beijing.
This paper also found that there is no significant correlation between income and political legitimacy.
The hypothesis of outcome-based legitimacy represents the
dominant view amongst of China observers who believe that
by having delivered immense tangible outcomes to the people
— in the form of mass poverty alleviation, and dynamic
growth stories — the Communist Party has been able to
seize legitimacy. Using income as a proxy for “outcomes”,
we can see that there is no significant confirmation of that
hypothesis. Thus, we cannot reject the null hypothesis that
there is no effect of income on political legitimacy.
But this is a modest claim, because the assumption in the
model was that income is a valid proxy to measure outcome.
While income might be a good measure of personal outcome, the outcome-based-legitimacy model does not specify
which outcomes drive attitudes towards the government.
Returning back to the “vote-popularity function” (Nannestad
and Paldam 1994, Lewis-Beck et al. 2014), there are more
outcomes than just one that comprise a government’s popularity function. Public goods provisions, for instance, might
be an outcome along which citizens evaluate government
performance and legitimacy. That being said, the fact that
this paper shows that rising income has no meaningful
effect on political legitimacy implies that, from the national
government’s point of view, it is not sufficient to just deliver
the upward clip of income to ensure political legitimacy.

Another general limitation is that this paper may not
achieve external validity to cases outside China. While the
question that motivates the paper is one without geographic
limitations — which factors explain political legitimacy? —
the context of the survey limits its applicability. Individuals
in different countries might internalize the questions of
political legitimacy differently, resulting in incomparable
outcomes between countries.
A methodological limitation is that the data sometimes
suffer from missing data points, which might bias the result.
Missingness
Missingness7 afflicts any large dataset. And of course, in
constructing the political legitimacy score, I needed to ensure
that each respondent had valid answers for each of the six
constituent questions. Table 1 showed how each constituent
question received between 2,290 and 3,337 valid responses.
But when this number was combined into the legitimacy
score, the number of valid responses dropped to 1,956.
If the quality of being missing is randomly assigned across
income and education levels, then missingness would not
bias the results. But this is an assumption that is worth
testing, and so Tables 8 and 9 show the proportions of
missing data by income and education levels. At first glance,
these tables suggest a trend that richer and more educated
individuals are less likely to refrain from responding, or
provide invalid responses.
TABLE VIII
P ROPORTION OF M ISSING DATA ACROSS I NCOME L EVELS
Income
1
2
3
4
5

1
2
3
4
5

Count
487
454
450
447
380

Missing
233.00
196.00
170.00
164.00
113.00

Proportion Missing
0.48
0.43
0.38
0.37
0.30

TABLE IX
P ROPORTION OF M ISSING DATA ACROSS E DUCATION L EVELS
1
2
3
4
5
6

VI. L IMITATIONS
The first general limitation around a paper of this nature
is that it makes use of survey data. Political scientist Timur
Kuran coined the phrase “preference falsification” to describe
how individuals may hide their true feelings and put on
an outward “public lie” owing to societal influences and
preferences (Kuran 1997). This matter especially holds true
in the case of authoritarian regimes where the fear of
speaking out against the government can force preference
falsification.
That being said, countless researchers use survey data,
and just normalize responses based on the particular cultural
context. And so, even though we see the median political
legitimacy score was an 18, giving the distribution a left skew
(Figure 1), it does not preclude us from trying to explain the
variation in scores.

Ed
1
2
3
4
5
6

Count
605
590
285
1618
61
296

Missing
375.00
269.00
136.00
623.00
20.00
83.00

Proportion Missing
0.62
0.46
0.48
0.39
0.33
0.28

Tables 10 and 11 test whether the difference in proportions
of missing data is significant. They apply a linear probability
model to record whether moving from the base level income
and education to another level is associated with a significantly different probability that the individual will provide
missing information.
Table 10 shows that controlling for the suite of variables
(age, gender, employment status, occupation, geography)
7 “Missingness” is what I will label the feature of data to have lots of
missing data points. For instance, the variable “Income” may suffer from
high amounts of missingness if many respondents fail to report a valid
answer, and thus leave the data with many NA values.
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only slightly dampens the significance of the difference.
Table 11 shows that even controlling for the suite of
variables does not reduce the significance.

biases the result towards the mean of available respondents.
This call undermines the more interesting story behind
missing data, which often can be data itself.
It is hard to decompose the direction that this sampling
bias would impact the outcome variable because “invalid”
responses include “do not understand”, “cannot choose”, and
“decline to answer”. Each one of those responses is different
and tells a different story. The “decline to answer” response
is most pernicious and suggestive of active preference falsification. Table 12 presents the proportions of each kind
of “invalid” response, across questions. Here we can take
comfort in the fact that across questions, “decline to answer”
is the one that occurs with least frequency.

TABLE X
P ROBABILITY OF INVALID LEGITIMACY RESPONSES : BY I NCOME

Income: Low
Income: Middle
Income: High
Income: Highest
Constant
Age
Gender
Employed
Occupation
Geography
Note:

Dependent variable:
Missing
(1)
(2)
0.047
0.030
(0.032)
(0.032)
0.101⇤⇤⇤
0.078⇤⇤
(0.032)
(0.033)
0.112⇤⇤⇤
0.080⇤⇤
(0.032)
(0.034)
0.181⇤⇤⇤
0.146⇤⇤⇤
(0.033)
(0.037)
0.478⇤⇤⇤
0.244⇤⇤⇤
(0.022)
(0.067)
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
⇤

p<0.1;

⇤⇤

p<0.05;

⇤⇤⇤

TABLE XII
P ROPORTION OF TYPES OF “ INVALID ” RESPONSES ACROSS
CONSTITUENT QUESTIONS

Trust in
Courts

Trust in
Govt

Proud of
System

Responsive

Corruption

Do What’s
Right

Don’t
Understand

0.18

0.17

0.38

0.0

0.08

0.28

Can’t Choose
Choose

0.74

0.69

0.46

0.84

0.85

0.60

Decline
to Answer

0.08

0.14

0.16

0.16

0.06

0.13

p<0.01

VII. O PPORTUNITIES FOR FUTURE WORK
A more methodologically thorough way to evaluate income as a determinant of political legitimacy would be to
conduct an instrumental variable analysis.
An IV approach would choose a variable that is correlated
with the independent variable, but not the dependent variable,
and see how an exogenous shock creates ripple effects.
In order to evaluate the impact of incomes on political
legitimacy, I would use the 2008 recession.
China is, of course, a major trading partner of the US, but
even within China, there are certain provinces — typically
the special economic zones on the eastern shore — that
are more exposed to international commerce than others
(Sun and Heshmati 2010). As a result, the incomes of
individuals in these commercially active cities would be more
susceptible to the changing international trade climate. The
2008 recession started with the collapse of Lehman Brothers
in New York, but soon spread across the globe. The impact
on China was felt particularly on trade. Appendix 1 shows
sizeable negative impact of the 2008 crisis on China’s trade
balance, which persisted for several years before picking up
and surpassing 2008 levels. And so, I would use the 2008
recession as an instrument to test how exogenous changes to
income impacts political legitimacy.
The 2008 recession is a valid instrument because it
satisfies both necessary conditions: relevance and exogeneity (Stock and Watson 2007). Relevance means
cov(Recession, Income) 6= 0, which is true given how it
impacted international trade. Also, it achieves exogeneity
cov(Recession, LegitimacyScore) = 0, because a recession cannot have any impact on legitimacy score without

TABLE XI
P ROBABILITY OF INVALID LEGITIMACY RESPONSES : BY E DUCATION

Complete Primary
Incomplete Secondary
Complete Secondary
Some University
Complete University or more
Constant
Age
Gender
Employed
Occupation
Geography
Note:

Dependent variable:
Missing
(1)
(2)
0.164⇤⇤⇤
0.135⇤⇤⇤
(0.028)
(0.028)
0.143⇤⇤⇤
0.075⇤⇤
(0.035)
(0.036)
0.235⇤⇤⇤
0.161⇤⇤⇤
(0.023)
(0.026)
0.292⇤⇤⇤
0.215⇤⇤⇤
(0.065)
(0.067)
0.339⇤⇤⇤
0.226⇤⇤⇤
(0.035)
(0.040)
0.620⇤⇤⇤
0.424⇤⇤⇤
(0.020)
(0.058)
No
Yes
No
Yes
No
Yes
No
Yes
No
Yes
⇤

p<0.1;

⇤⇤

p<0.05;

⇤⇤⇤

p<0.01

And so, there is evidence that the political legitimacy score
suffers from the bias of sampling from those individuals in
the higher income bracket and higher education bracket.
A solution to missingness in datasets is to replace NA’s
with the mean value of the particular variable. But in an
environment with large numbers of NA’s, such a decision
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first impacting the people’s attitudes. We can expect that
during rough economic patches, individuals might look to the
government for support or protection. Such an IV approach
would allow us to precisely quantify the impact of changing
income has on affect towards the government.

legitimacy hypotheses — outcome-based legitimacy, fear of
redistribution, and modernization theory. I found striking
evidence that being more educated is associated with a
significantly negative attitude towards the government, but
no strong evidence suggesting a link between income-levels
and political legitimacy.
It might be worth Beijing’s attention to take note of these
findings because it suggests there might be an undesirable
tradeoff between education and citizen acquiescence, which
must be calibrated. It also problematically — for the government — suggests that it is not sufficient to just ensure rising
incomes to satisfy the masses: it appears, they might want
more.
Ultimately, these findings fit in perfectly to describe any
general arc of development. After people’s primary interests
— food, security, and shelter — are met, they begin to
demand more, like political participation. It’s harder for
a government to deliver these postmaterial demands. That
being said, this paper’s results are just preliminary results of
testing multiple hypotheses. There is ample room to discover
what kinds of education policies inform varying attitudes
towards government, and if not income, what other outcomes
may satisfy the masses.

VIII. C ONCLUSION
Political legitimacy is a loaded and puzzling concept
that varies by context. But by defining political legitimacy
broadly as a diffuse affect that people have towards their
government, we are able to construct an index of political
legitimacy that can quantify this attitude. The literature on
political legitimacy suggests that a government can achieve it
by procedure — with the right reliable institutions — or by
delivering favorable outcomes to its people. The dominant
view on China is that that the Communist Party in Beijing
has achieved legitimacy through outcomes, lifting hundreds
of millions of Chinese citizens out of poverty, and embarking
on massive growth projects, just in the last thirty years. This
paper was motivated to tell a more generalized story by
testing this hypothesis against other competing hypotheses
of political legitimacy in the context of China as a whole.
In using income-brackets and education-levels as variables
of interest, this paper ran a horserace between three political

70

R EFERENCES

[O’brien, 2008] O’brien, K. J. (2008). Reform without liberalization:
China’s National People’s Congress and the politics of institutional
change. Cambridge University Press.
[OECD, 2013] OECD (2013). Government at a Glance. OECD Publishing.
[O’Meara, 2015] O’Meara, S. (2015). The problem of too many baby boys
in china. Online.
[Peter Nannestad, 1994] Peter Nannestad, M. P. (1994). The vp-function:
A survey of the literature on vote and popularity functions after 25 years.
Public Choice, 79(3/4):213–245.
[Shadbolt, 2014] Shadbolt, P. (2014). How china has fallen in love with
private education.
[Shi, 2001] Shi, T. (2001). Cultural values and political trust: a comparison
of the people’s republic of china and taiwan. Comparative Politics, pages
401–419.
[Stock et al., 2007] Stock, J. H., Watson, M. W., and Addison-Wesley, P.
(2007). Introduction to econometrics.
[Sun and Heshmati, 2010] Sun, P. and Heshmati, A. (2010). International
trade and its effects on economic growth in china.
[Tang, 2005] Tang, W. (2005). Public opinion and political change in
China. Stanford University Press.
[Tang and Iyengar, 2011] Tang, W. and Iyengar, S. (2011). The emerging
media system in china: Implications for regime change. Political
Communication, 28(3):263–267.
[Tang et al., 2013] Tang, W., Lewis-Beck, M. S., and Martini, N. F. (2013).
Government for the people in china? Online.
[Tang and Parish, 2000] Tang, W. and Parish, W. L. (2000). Chinese urban
life under reform: The changing social contract. Cambridge University
Press.
[Truex, 2014] Truex, R. (2014). The returns to office in a “rubber stamp”
parliament. American Political Science Review, 108(02):235–251.
[UNDP, 2016] UNDP (2016). Human development index (hdi).
[Weber, 2009] Weber, M. (2009). From Max Weber: essays in sociology.
Routledge.
[Whyte, 2010] Whyte, M. (2010). Myth of the social volcano: Perceptions
of inequality and distributive injustice in contemporary China. Stanford
University Press.
[Wildau and Mitchell, 2016] Wildau, G. and Mitchell, T. (2016). China
income inequality among world’s worst. Financial Times.
[Ye, 2003] Ye, Z. (2003). China’s emerging civil society. Brookings
Institution Center for Northeast Asian Policy Studies.

[Acemoglu et al., 2005] Acemoglu, D., Johnson, S., Robinson, J. A., and
Yared, P. (2005). From education to democracy? Technical report,
National Bureau of Economic Research.
[Acemoglu and Robinson, 2005] Acemoglu, D. and Robinson, J. A.
(2005). Economic origins of dictatorship and democracy. Cambridge
University Press.
[Barometer, 2016] Barometer, A. (2016). Program overview.
[Chen, 2004] Chen, J. (2004). Popular political support in urban China.
Woodrow Wilson Center Press.
[Chen and Dickson, 2008] Chen, J. and Dickson, B. J. (2008). Allies of
the state: democratic support and regime support among china’s private
entrepreneurs. The China Quarterly, 196:780–804.
[Chen et al., 1997] Chen, J., Zhong, Y., and Hillard, J. W. (1997). The
level and sources of popular support for china’s current political regime.
Communist and Post-Communist Studies, 30(1):45–64.
[Economist, 2013] Economist (2013). Towards the end of poverty. Online
(http://www.economist.com/news/leaders/21578665-nearly-1-billionpeople-have-been-taken-out-extreme-poverty-20-years-world-shouldaim).
[Gibson et al., 1992] Gibson, J. L., Duch, R. M., and Tedin, K. L. (1992).
Democratic values and the transformation of the soviet union. Journal
of Politics, 54(2):329–71.
[Guo, 2010] Guo, B. (2010). China’s quest for political legitimacy: The
new equity-enhancing politics. Lexington Books.
[Hakhverdian and Mayne, 2012] Hakhverdian, A. and Mayne, Q. (2012).
Institutional trust, education, and corruption: A micro-macro interactive
approach. The Journal of Politics, 74(03):739–750.
[Inglehart, 2007] Inglehart, R. (2007). Postmaterialist values and the
shift from survival to self-expression values. Russel J., Dalton RJ &
Klingeman HD, Oxford Handbook of Political Behavior, pages 222–239.
[Jennings, 2007] Jennings, M. K. (2007). Political socialization. The
Oxford handbook of political behavior, pages 29–44.
[Jennings and Zhang, 2005] Jennings, M. K. and Zhang, N. (2005). Generations, political status, and collective memories in the chinese countryside. Journal of Politics, 67(4):1164–1189.
[Johnson, 1987] Johnson, C. (1987). Political institutions and economic
performance: the government-business relationship in japan, south korea,
and taiwan. The political economy of the new Asian industrialism, 136.
[Kohli, 2015] Kohli, A. (2015). Pol377: Rise of asia. Lecture at Princeton
University.
[Kuran, 1997] Kuran, T. (1997). Private truths, public lies: The social
consequences of preference falsification. Harvard University Press.
[Lewis-Beck et al., 2014] Lewis-Beck, M. S., Tang, W., and Martini, N. F.
(2014). A chinese popularity function sources of government support.
Political Research Quarterly, 67(1):16–25.
[Li, 2013] Li, L. (2013). The magnitude and resilience of trust in the center
evidence from interviews with petitioners in beijing and a local survey
in rural china. Modern China, 39(1):3–36.
[Lipset, 1959] Lipset, S. M. (1959). Some social requisites of democracy:
Economic development and political legitimacy. American political
science review, 53(01):69–105.
[Lipset, 1960] Lipset, S. M. (1960). Political Man. The Social Bases of
Politics Garden City. Doubleday.
[Lü, 2013] Lü, X. (2013). Social policy and regime legitimacy: The
effects of education reform in china. American Political Science Review,
Forthcoming.
[Marshall, 1950] Marshall, T. H. (1950). Citizenship and social class,
volume 11. Cambridge.
[Meng and Gregory, 2002] Meng, X. and Gregory, R. G. (2002). The
impact of interrupted education on subsequent educational attainment:
A cost of the chinese cultural revolution*. Economic Development and
Cultural Change, 50(4):935–959.
[Muller and Jukam, 1977] Muller, E. N. and Jukam, T. O. (1977). On
the meaning of political support. American Political Science Review,
71(04):1561–1595.

A PPENDIX
Fig. 4.

71

China: trade balance from 2004-2014; (WTO and Statista)

Beyond Cash
Mobile Money in Sub-Saharan Africa
Shreyas Krishnan Shrikanth
Advisor: Dr. Valerie R. Bencivenga
Secondary Reader: Dr. Brian M. Trinque
The University of Texas at Austin
The organization of conventional transactions is as such:
After the in-store transaction is completed, the legal obligation to manage the payment and ensuring money actually
moves through the system falls on multiple parties such
as the card network (Visa, Mastercard, etc.) and acquirers
(TSYS, FirstData, etc.). At the end of this process, the
account holder pays his credit card bill using funds from
his bank account. In the case of debit cards, the funds are
directly extracted from the account at the time of transaction.
In this banked economy, depositors deposit funds in their
bank accounts.
Mobile money simplifies the transaction process compared
to conventional transactions. In a mobile money system,
value is stored in a mobile phone and it is instantaneously
transferred to the receiver’s phone. This is similar to using
gift cards or prepaid cards with stored value in them. When
a transaction is made, the corresponding dollar amount is
deducted from a mobile money account the same way it
would be deducted from a gift card. Mobile money can work
in areas in which there is no bank system in place, which
allows mobile money to reach a wider market.

Abstract— In an analysis of the current state of mobile
money, I observe that despite the additional economic cost of
using mobile money services instead of cash, there is still a
demand for mobile money services in Kenya and Tanzania.
I conduct simulations for different household types in these
two countries, and that the differences in market structures
and mobile money tariffs can be used to explain differences in
the way that mobile money is used in both countries. Next,
I conduct a study of the regulatory framework shows lack
of incentives and uncertainty in understanding the market
hinder the interaction of banks and Mobile Network Operators
(MNOs). I propose a solution for banks to partner with MNOs
to provide mobile money services and expand banking outreach.

I. I NTRODUCTION
Mobile money is a system where mobile devices such
as phones can be used to complete monetary transactions
such as payments and money transfer. One of Bill Gates’
’Big Bets’ of 2015 (Gates, 2015) was that mobile money
will enable the poor and ’unbanked’ populations to save, by
enabling easier access to money and reducing the need for
cash in transactions.
We can anticipate that mobile money transactions would
be more expensive than cash, in terms of explicit costs.
However, there is an opportunity cost involved in the conventional economy, which arises with the challenges of having
to carry cash. Storing cash is a hassle and risky when bank
accounts are unavailable. Cash might be stolen, especially
in developing countries where security and safety levels are
low.
The first purpose of this paper is to compare the mobile
money markets in Kenya and Tanzania in order to understand
the market structure and regulation in each market. In order
to study usage behavior in the two markets, I use a modification of the Baumol-Tobin model for money management
to explore how mobile money usage patterns are affected by
each nation’s particular characteristics on both the demand
and supply sides of mobile money.
The second purpose of this paper is to gain insight into
the role of banking in the mobile money system. Although
the technology to integrate banking systems with mobile
phones is widely available, we see from a market overview
that banks don’t necessarily work with Mobile Network
Operators (MNOs) to provide banking services via mobile
money accounts.

1.1 Mobile Money as a Digital Currency System
The interaction of computers, mobile devices, and banking
systems has given rise to various forms of digital money and
banking. There exist unique factors that set them apart from
each other.
In mobile money, monetary value belongs to the specific
mobile phone, and can be transferred from one phone to
another. A bank account is not required for mobile money
transactions1 . In its simplest form, mobile money units can
be acquired by trading in cash at an authorized agent.
Most mobile money systems also require authorized agents
(’suppliers’ who can convert conventional currency to Mobile
Money) to have a float account that is directly or indirectly
linked to a central bank.
Other digital currency systems include banking applications, such as Citi Mobile for Smartphones or Bank of America Mobile Banking, and mobile wallets, such as ApplePay
and Google Wallet.
1 This has often been cited as one of the biggest benefits of mobile money.
It will be discussed in more detail in future chapters.
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1.2 Mobile Money Regulation

Fig. 1. Comparison of Consumer and Producer Surplus across Competitive
and Monopolistic Markets

Mobile Money is administered through agents, who are
typically more widespread and accessible compared to bank
branches or ATMs. Agents could range from supermarket
chains to roadside ’mom and pop’ shops. Agents deposit float
in a commercial bank account, up front. Float is defined as
the amount deposited by an agent with a commercial bank
for mobile money purposes. Agents can issue mobile money
units to customers up to the limit of the float they have
deposited. The float accounts are pooled by the commercial
bank/s and deposited with the central bank.
Agents are not recognized as banks, since funds are not
loaned out by agents. There are no banking regulations
placed on mobile money agents, and interest is generally not
paid on customer deposits. This system is commonly used
across many countries in the world, and is the standard for
Mobile Money regulation.
1.2.1 Kenya: Mobile money in Kenya has been a ”Smash
Success” (Twomey, 2015). Jointly administered by Vodafone
and Safaricom, M-Pesa is the single provider of mobile
money services in Kenya. One of the key reasons the Central
Bank of Kenya (CBK) encouraged mobile money was the
low degree of outreach of conventional banks (Nyaoma,
2013). With less than 1.5 bank branches per 100,000 people,
fewer than 10% of Kenyans had access to ATMs or bank
branches in 2006. 19% of Kenyans had a bank account, but
over 50% had a mobile phone, which made mobile money
a viable option for money transfer (PéniCaud and KataKam,
2013).
MPesa eliminates the need for workers to travel back to
their hometowns to give money to their family members. In
a country like Kenya, where mobility of workers is common,
mobile money can serve as a crucial method for remittances
from one place to another. Over 60% of MPesa senders live
in urban areas, and more than 50% of receivers live in rural
areas (Twomey, 2015).
1.2.2 Tanzania: In Tanzania, mobile money is administered directly by MNOs. The four companies currently
administering mobile money services are Vodacom, Zain,
Zantel, and Airtel Tigo. Float accounts are directly regulated
by the Bank of Tanzania (BOT), Tanzania’s central bank.
Interest can accrue on float accounts. This interest can be
used by MNOs upon BOT approval to directly benefit mobile
money customers, via means such as educational campaigns.
According to the Financial Inclusion Tracker Survey of 2012,
the top reason for using mobile money is for making bill
payments, such as everyday transactions.

paring these markets, I aim to model the impact of pricing
structures on the role of mobile money in these economies.
II. M ETHODOLOGY
2.1 Region Selection
When looking at mobile financial accounts as a whole,
Sub-Saharan Africa has more than five times the accounts as
world average, according to The Wall Street Journal. One
in four households in Sub-Saharan Africa is reported to
have used mobile payment systems (Espinoza, 2015). When
comparing global adoption rates for mobile money, SubSaharan Africa seems to be the undisputed world leader.
With 98.3 million registered users and 42.4 million active
accounts, Africa has more than twice as many registered
users and more than four times as many active accounts as
the next biggest competitor, Asia (PéniCaud and KataKam,
2013).
Mobile money services have been around and operational
in the African region for about 7-10 years on average, and are
available in 36 countries in the Sub-Saharan African region.
Hence, mobile money services are mature and complete in
the African region.
2.2 Country Selection
Kenya and Tanzania are the primary focus of my study.
There are various similarities yet key differences between
these countries which make them interesting to study. The
following table lists some demographic features which make
Kenya and Tanzania comparable from a financial and economic perspective:
TABLE I
PARAMETERS USED FOR C OUNTRY S ELECTION
Parameter
Population
Unbanked Population
Population below poverty
(as % of population)
Urban population
(as % of total population)
Tax revenue as % of GDP
GDP Per Capita
(2010-2014 average)/US$
Mobile Subscription Rate

1.3 Market Structures
Since Kenyan mobile money is administered by a single
provider, the monopoly market structure allows Safricom to
control prices. As a result, we can expect producer surplus
in this market to be larger than it would be in a market
with competition. Consumer surplus in Kenya would also be
smaller than it would be in a market with competition.
Based on the known data points, it is clear that Kenyans
and Tanzanians use mobile money very differently. By com-

Kenya
45.01 million
19 in 21 people
43.4%

Tanzania
49.64 million
20 in 21 people
36%

25%

30%

15.9%
1096.83

16.1%
589.68

72%

56%

Note: Tax Revenue as % of GDP is an important indicator
due to an assumption made in a later part of this paper.
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III. A DOPTION AND U SE

been difficult in the case of African markets. Even though it
has been more than 5 years since mobile money was released
in Kenya and Tanzania, it is important to note that majority
of the population is either in poverty or ’unbanked’.
One way in which banks and telecommunication companies have gotten around the challenge of raising awareness
is by the use of quasi mobile money services, similar to
mobile banking applications used in the developed countries.
Services such as Safaricom’s M-Shwari in Kenya, and Zain
Zap in Tanzania allow users to access bank accounts via
mobile phones.
The presence of multiple rural and urban areas in a country
impacts mobile money spread. The level of geographic
mobility in Kenya is relatively high, and it is common to
have a male individual in a family leave his family to work
in an urban area. Although geographic mobility is not as
common in Tanzania, the rural-urban mix still does exist in
the country.
The difference in costs of using mobile money may be
an important reason for the difference in the ways Kenyans
and Tanzanians use mobile money. As noted earlier, the
monopolistic market structure in Kenya implies a higher producer surplus than a competitive market, and lower consumer
surplus than in the case of a competitive market.

3.1 Market Structures
Mobile money in Kenya is administered by a single
provider. Safaricom’s MPesa is the only service available
to the ’unbanked’ population. Services such as M-Shwari
are classified as mobile money in many reports and articles,
but require the user to have bank accounts through which
transactions are done. Hence this would be classified as
mobile banking for the purposes of this study.
In Tanzania, Vodacom’s MPesa, Zantel’s Ezy Pesa, and
Tigo’s Tigo Pesa compete for market share in the mobile
money market. My proposition is that the presence of competition helps keep prices lower in the Tanzanian market.
3.2 Adoption Rates
Based on annual reports from Safaricom, the number of
MPesa users has increased by 6.45% from 2011 to 2012,
14.76% from 2012 to 2013, and 13.03% from 2013 to 2014.
Similarly, in Tanzania, mobile money was launched in 2008,
and over 35% of households in the country have at least one
mobile money user. However, adoption rates don’t tell us the
whole story. There are two uses for mobile money.
3.3 Uses for Mobile Money
According to USAID’s market assessment of mobile
money in Kenya, mobile money is not a replacement for
bank accounts since saving and other banking services are
not offered through mobile money platforms. A market
study by the Central Bank of Kenya in 2009 found that
majority of mobile money users used it to send and receive
money (Nyaoma, 2010). Others used it for bill payments
and transactions. According to interviews of MPesa users,
the biggest benefit of mobile money is the ability to aid long
distance money transfers between families and organizations.
Since mobile money users on average hold Ksh 203 (203
Kenyan Shillings, the equivalent of US$3 - this amount can
be used to purchase about 1kg of fruit or about 4 liters of
water) in their accounts, we can comfortably conclude that
mobile money is mainly used for transferring of money and
not for storage.
In Tanzania, the main use for mobile money is nonfee bill payments followed by recurring bill/fee payments
(Mirzoyants, 2013). It was also noted that 50% of households
which had a mobile money account had access to savings of
any sort. On the other hand, only 1% of households which
did not have a mobile money user in the household had a
formal form of savings (Mirzoyants, 2013).

IV. C OMPARING TARIFF S TRUCTURES
To compare the tariff structures for mobile money in
Kenya and Tanzania, we perform a comparative simulation.
In order to carry out a fair comparison between the conventional economy and mobile money economy, we need to use
the same units of measurement across both economies.
For the sake of this comparative study, a conventional
economy is defined as an economy where cash is the only
form of transactions. A mobile money economy is an economy where only mobile money is used for transactions. Let’s
assume the demographics of both economies are ’unbanked’,
and thus do not have access to the banking system as a means
of saving.
By measuring how much (in economic costs) households
in the conventional economy and mobile money economy
would be paying while purchasing the same bundle of
goods, we can understand the reasons for people in either
country to prefer mobile money over cash (or vice versa) for
selected types of transactions. We first need to understand
the Baumol-Tobin model and adopt it using fair judgment to
suit the mobile money economy.
4.1 Baumol-Tobin Model

3.4 Causes for Different Types of Mobile Money Usage

In Baumol and Tobin’s model, we begin by calculating
the total cost of money management. The number of trips
to the bank (denoted by N ) and transaction fee of each trip
(C) form the explicit cost of money management. Assume a
person withdraws all income(Y ) in one trip to the bank and
spends it evenly (i.e. at an even rate); the average holding
of money over the time period will be Y /2. The average
Y
. The
money holdings at any given point in time are 2N
opportunity cost of holding money is any interest income

As seen from the last section, Kenyans typically use mobile money for long distance transfers, whereas Tanzanians
also store value in their mobile money accounts to use
for transactions. There can be various reasons why mobile
money users in Kenya and Tanzania use mobile money in
different manners.
Like any new technology, it takes time for people to adopt
technology. Educating users and spreading awareness has
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that could be earned from saving in a bank account. As a
Yi
result, the implicit cost of money management is 2N
. The
Yi
total cost of money management is N C + 2N . The optimal
number of trips to the bank N ⇤ is obtained by minimizing the
total cost of money management. Setting the firstqderivative
iY
of the original equation to 0 helps obtain N ⇤ = 2C
The total cost of money management is given by the
following equation:

In the case of Tanzania, individual companies have their
own step functions. A weighted average of these fees was
3
P
obtained using the following formula: fT anzania =
si fi
i=1

where f stands for transaction fee, s represents the market
share of each company, and i 2 {V odacom, Zantel, T igo}.
This weighted average approach allows us to take into
account the approximate amount customers effectively pay
each time they made a transaction over mobile money.
4.3.1 Exchange Rates: The following approach is used
to convert all currencies will to Tsh (Tanzanian Shillings),
using exchange rate data from World Bank:

Yi
(1)
2N ⇤
where N ⇤ is the optimal number of trips to a bank and C is
the transaction cost per transaction.
N ⇤C +

4.2 Mobile Money Tariffs
The Baumol-Tobin model can be adopted to the mobile
money economy. In a mobile money economy, there is no
fixed cost for a trip to the bank/ATM. There is no transaction
fee on withdrawals. However, there is an ”excise tax” on each
transaction, as a tariff is paid each time a mobile money
transaction is made.
4.2.1 Cash Economy: Assume a household with the following parameters:
Income in one pay period: Y = Ksh 200
Cost of ATM or bank withdrawal: C = Ksh 10
Interest earned on bank deposits: i = 9%
r
r
iY
0.09 · 2000 p
⇤
N =
=
= 9=3
(2)
2C
2 · 10
The total cost of money management is

4.4 Assumptions
A few simplifying assumptions have to be made before
analyzing the N-good economy.
Assumption 1: GDP per capita is an accurate representation
of income of an individual in the economy.
Assumption 2: Income is equal to disposable income. There
is no income tax.2
Assumption 3: The mobile money economy has no other
medium of exchange such as cash. Pseudo mobile money
services do not exist.
Assumption 4: Each individual good is purchased in its own
separate transaction. If a household purchases 1kg of rice in
a week, this would be purchased in one transaction.

Yi
18
=3·1+
=6
(3)
2N
6
The consumer wants to purchase a good which is worth
Ksh 5. Hence, after accounting for the cost of money
management, disposable income is given by Y D = 194. The
consumer is able to purchase 38.8 units of the good using
this disposable income.
4.2.2 Equilibrium Transaction Fee: The equilibrium transaction fee is the transaction fee for which a consumer is
indifferent between using cash or mobile money. Calibrating the disposable income in the cash and mobile money
economies, we get: 194(1 + t) = 200.
We obtain an equilibrium transaction fee: t = 0.031. This
means if t > Ksh0.031, as is the case in both Kenya and
Tanzania today, a consumer would face a lower economic
cost while using cash for transactions as compared to using
mobile money for transactions (assuming the parameters
defined earlier stay fixed).
N ⇤C +

4.5 Household Types - Non Poor Households
There are several different types of individuals or households considered in this experiment. They resemble the types
of households that represent large fractions of the populations
of Kenya and Tanzania, and are categorized based on consumption habits. Although consumption patterns vary in the
data, establishing several types of representative households
allows for comparison between the two countries. For example, it makes it possible to compare how two identical
households with the same income but based in different
countries would be affected by the fee structure of mobile
money in their respective countries. Households living in
poverty are considered separately, below this section.
The household types are as follows:
Household types 4.1 and 4.2 belong to the same family.
The working individual in the family is able to use mobile
money services to transfer money to his family.

4.3 Model Setup
The tariff structure for mobile money was obtained directly
from the respective companies that provide the service in
Kenya and Tanzania. Mobile money tariffs were usually
charged in the form of a step function, where each step would
correspond to a fixed transaction fee.
In Kenya, since there is a single provider, the transaction
fees are can be modeled as the fee structure of Safaricom.

2 This is the reason tax revenue as % of GDP was considered when
selecting countries for comparative study.
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TABLE II
H OUSEHOLD T YPES - N ON P OOR H OUSEHOLDS
Household Type
1
2
3
4.1
4.2

involved), expenditure in a mobile money economy (where
tariffs are paid on each individual transaction), and the
difference in expenditure between the two economies are
tabulated below:

Description
1 individual living alone in a single
bedroom apartment in the city
Family of 4 (2 adults and 2 children) living
in a 3 bedroom apartment outside the city
Bachelor household with 3 young adults living
in a three bedroom apartment in the city
Individual male living in the city
3 person family living outside the city

TABLE IV
M OBILE M ONEY E XPENDITURE , C ASH E XPENDITURE , AND
D IFFERENCE IN E XPENDITURES ( ) FOR N ON P OOR H OUSEHOLDS IN
K ENYA AND TANZANIA , IN T HOUSANDS OF T SH
Household Type
1
2
3
4.1
4.2

4.6 Consumption Bundles
A table included in the appendix shows a sample of the
consumption bundles for each household type.
4.6.1 Notes on Construction of Consumption Bundle:
Income levels are not directly used as inputs in the model.
However, income levels are used to estimate a budget
constraint. When consumption bundles were selected, the
maximum possible consumption was restricted based on the
estimated income levels. Single bedroom and three bedroom
apartments are the only ones taken into consideration due
to limited data availability, as Numbeo only collects data on
rent for these apartments. All households are assumed to earn
an average income. Hence, each person in the household on
average is assumed to earn GDP per capita. For example, a
type 2 household has 4 times the salary of a type 1 household,
and types 2 and 4 have the same total salary.

Kenya
MM
191
156
1,738
183
472

K

8
2
23
8
34

Cash
349
2,449
3,181
340
683

Tanzania
MM
352
2,460
3,190
344
689

T

3
11
9
4
6

Households generally spend more in mobile money tariffs
than money management costs in a conventional economy.
This is seen from the positive values in the
column for
both countries. We notice that type 1 households in Kenya
would spend approximately Tsh 8 thousand more (seen in
column K , household type 1) when using mobile money
compared to cash. However, the same household in Tanzania
would only spend Tsh 3 thousand more (seen in column T ,
household type 1) while using mobile money compared to
cash.
Comparing the pricing structures across Kenya and Tanzania, we see that a Kenyan household of type 1 spends Tsh
5 thousand more ( K
3 = 5) in additional
T = 8
costs than a Tanzanian household of the same type, ceteris
paribus. This trend of Kenyans paying more than Tanzanians
while using mobile money over cash for the same bundle of
goods can be observed across all households.

4.7 Households in Poverty
According to the World Bank, about 47% of the population
of Sub-Saharan Africa lives in poverty (defined as living
on less than $1.25 per day per person). As seen from the
demographics of Kenya and Tanzania in section 2.2.1 of
this paper, 43.4% of Kenyans and 36% of Tanzanians live
in poverty. Since over a third of the populations in Kenya
and Tanzania are in poverty, it is crucial to assess whether
families in poverty are close to indifference between using
cash and mobile money. Therefore, we apply the experiment
separately to households living in poverty.
The following household types will be used for comparison:

5.2 Analysis - Non Poor Households
We see that in terms of carrying out transactions, using
mobile money is more expensive than using cash in both
countries. Logically, using cash could be cheaper because of
lower ATM fees or higher mobile money tariffs.
ATM fees in Tanzania are higher than ATM fees in Kenya,
which possibly makes mobile money appear marginally less
expensive in Tanzania than Kenya. However, ATM withdrawal fees are a small percentage of income. The difference
between cost of managing mobile money and cash is mainly
due to mobile money tariffs.
The tariffs on mobile money usage in Kenya are higher
than the corresponding tariffs in Tanzania. The relatively low
additional fee of using mobile money in Tanzania implies
that customers are willing to use mobile money as an
alternative for cash while carrying out transaction at a store
or paying bills. These results correspond directly with the
facts presented earlier on mobile money usage in Tanzania.
Even though people in Tanzania use mobile money for
everyday transactions, the tariffs are so low that they are
paying a small percentage more than if they used cash. On
the other hand, in Kenya, tariffs are a significant percentage
of expenditure. This is especially amplified in the case of

TABLE III
H OUSEHOLD T YPES - H OUSEHOLDS IN P OVERTY
Household Type
5
6

Cash
183
154
1,721
175
438

Description
Family living in poverty
Individual living in poverty

V. F INDINGS AND A NALYSIS
5.1 Simulation Results - Non Poor Households
The simulation was first performed with the initial 4
household types. The inputs for this model are cost of each
good purchased, mobile money tariff, and consumption bundles. The result of this simulation gives us the expenditure
on a basket of goods by a household. The expenditure in a
conventional economy (where cost of money management is
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TABLE VII
P ERCENTAGE P OINT D IFFERENTIAL B ETWEEN U TILIZING M OBILE
M ONEY AND C ASH FOR T RANSACTIONS IN K ENYAN AND TANZANIAN

household types 4.1 and 4.2, where fees for sending mobile
money are paid by the sender and fees for receiving mobile
money are paid by the receiver.
The following table shows (in percentage terms) how
much more each household type in Kenya and Tanzania pay
in mobile money fees as compared to using cash.

H OUSEHOLDS L IVING IN P OVERTY
Household Type
5
6

TABLE V
P ERCENTAGE P OINT D IFFERENTIAL B ETWEEN U TILIZING M OBILE
M ONEY AND C ASH FOR T RANSACTIONS IN N ON P OOR K ENYAN AND
TANZANIAN H OUSEHOLDS
Household Type
1
2
3
4.1
4.2

Kenya
4.5
2.8
1.3
4.5
7.8

Household types living in poverty are likely to pay a lot
more while using mobile money compared to cash. Households in poverty generally pay higher fees (as a percentage
of income) on many services, due to their low income levels,
compared to non poor households. The steep tariff structure
they face is over 30% more than what they would pay using
cash. Moreover, Kenyan individuals living in poverty might
pay over 4 times as much a premium on using mobile
money over cash as Kenyan non poor individuals. Given
these household types consume the bare minimum they need
for survival, the significant fee is a huge burden on them.

Tanzania
1.0
0.4
0.3
1.0
0.7

5.5 Summary of Findings
We can learn a few things about the transactional use for
mobile money from the comparative study.
There is a significant tariff, as a percentage of transaction
value, that a user of mobile money services has to pay.
However, the opportunity cost of using conventional cash
exceeds the explicit costs of mobile money, which drives
existing demand for mobile money services. The slowness
and lack of trust of a courier and the risk of cash getting
stolen outweigh the tariffs paid when using mobile money
services, which explains the demand for mobile money
services.
We saw that even though mobile money is expensive,
people still use mobile money. The way in which mobile
money is used can be attributed to the tariff structure.
By comparing the economic costs of a conventional cash
based economy and a mobile money economy in Kenya and
Tanzania, we understand that the tariff structure of mobile
money plays a huge role in determining how customers use
these services.
In Kenya, the tariffs charged on mobile money usage are
high due to a monopoly structure, which means consumers
use mobile money only when the opportunity cost of a
cash transaction (or remittance) is high. Price competition
between MNOs also provides an avenue for increasing
frequency of use and higher adoption rates for mobile money.
Now that we have understood the consumer’s perspective
on mobile money and what drives the different uses of mobile
money, we can study the supply side.

5.3 Simulation Results - Households in Poverty
The simulation was repeated for households in poverty.
The overall expenditures in a purely cash economy, a purely
mobile money economy, and the difference in expenditure
between the two economies are tabulated below:
TABLE VI
M OBILE M ONEY E XPENDITURE , C ASH E XPENDITURE , AND
D IFFERENCE IN E XPENDITURES FOR H OUSEHOLDS L IVING IN P OVERTY
IN K ENYA AND TANZANIA , IN THOUSANDS OF T SH
Cash
29
1.7

Kenya
MM
38
9.8

K

9
8.1

Cash
68
17

Tanzania
1.9
3.3

5.4 Analysis - Households in Poverty

These differences provide valuable insight into the way
customers are willing to use mobile money. Customers are
willing to pay a small percentage (such as 0-1%) more for
mobile money compared to cash. When the additional cost
differential increases to more than 2%, consumers are less
willing to utilize mobile money for day to day transactions.
In the case of the family living in two separate areas
(household types 4.1 and 4.2), the conventional method of
transfer is to physically carry cash from one location to another. The opportunity cost involved in this conventional cash
transfer high, as such trips take time and effort. Additionally
manual transfer is heavily reliant on the schedule of the
traveler. As such, cash cannot be transferred instantly as and
when needed, unlike mobile money.
As a result, we can infer that mobile money is more
valuable to Kenyans than Tanzanians. Kenyans are willing
to use mobile money services despite the high additional
fees.

Household Type
5
6

Kenya
31.3
467.3

Tanzania
MM
T
69
1
17.6
0.6

We can see that households in poverty are also subject
to paying more while using mobile money instead of cash.
Households living in poverty end up facing a larger marginal
cost of using mobile money instead of cash, when compared
to non poor households. The following table notes these
differences in percentage points:

VI. M OBILE M ONEY AND BANKING
6.1 Functions of Mobile Money
Mobile money does not serve as a substitute for banking.
Mobile money is simply a preferable transaction mechanism
(both person to person and person to business), due to
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advantages in security and speed of transfer over a cash
based system. However, this paper has shown that the tariff
structure is likely an important factor shaping the way
different transactions technologies are used, and the pattern
of economic activity.
Mobile money does not aid in improving the state of
’unbanked’ population in Sub-Saharan Africa. The structure
of agent-consumer interaction in both countries suggests that
at most, mobile money is a substitute for the medium of
exchange services provided by banks.

The interest MNOs earn on float accounts is the interest
one would earn on a commercial bank savings account, but
MNOs have not distributed interest earned back to customers.
If MNOs did redistribute, they would be able to grow their
customer base. An increase in mobile money traffic would
enable MNOs to collect more revenue through tariffs, a
potential incentive, but they have not acted on this.
A discouraging factor is the fact that banks play a wider
role in the economy by offering a variety of financial services. They manufacture liquid liabilities to serve as means
of payment, build a deposit base, encourage savings, give
customers access to financial products, and provide and
manage credit through resource allocation. MNOs do not
have the resources, or regulatory power, to provide these
services. MNOs are only able to serve as intermediaries for
bringing these financial services to customers.
From the customers’ perspective, banking via mobile
money might not be viable for two reasons. First of all,
the customers might have bank accounts before they open
a mobile money account, as discussed earlier. Secondly,
customers are required to pay a tariff each time they transfer
money between accounts. Pseudo mobile money services
such as M-Shwari in Kenya and Zain Zap in Tanzania allow
customers to carry out banking via mobile money accounts.
However, there is a transaction fee imposed each time a customer moves money from a regular mobile money account
to an interest earning account. As a result, customers face
the dilemma of earning interest at the expense of sacrificing
a tariff. As a result, customers don’t have the incentive to
utilize this service, unless the tariffs are extremely low.

6.2 MNO Regulation
From a regulatory perspective, MNOs have not been
restricted from paying out interest on money saved in mobile
money accounts. In Tanzania, the central bank regulates
’float’ accounts to ensure interest earned on these accounts
by MNOs is used only for the purpose of advancing mobile
money interests (Péniclaud and KataKam, 2013). If regulation of mobile money does not explicitly restrict banking
functions on a phone, there should be other reasons mobile
banking has not been growing at the same rapid pace as
mobile money services. There are two possible reasons for
this: a banked customer base and lack of incentives in the
market.
6.3 Banked Customer Base
Customers might have bank accounts before they start using mobile money services. In Kenya, 80% of mobile money
users had a bank account before they opened a mobile money
account (Nyaoma, 2013). Customers who already have bank
accounts would be relatively knowledgeable about the advantages and disadvantages of saving via mobile money
versus saving via bank accounts. Since savings accounts pay
a positive interest rate, as compared to zero interest paid
on mobile money accounts, customers have no reason to
save using mobile money. This also explains the low mobile
money balances in Kenyan accounts, which were noted in
section 3.3.
The new set of customers who were previously ’unbanked’
but have mobile money accounts is relatively small in Kenya.
Moreover, given the nature of mobile money usage in Kenya
(intra-family remittance style transfers), it is difficult to
conclude whether users have a method of saving or not. For
example a family living in a rural area could use mobile
money for receiving money, but also have a savings account
in an urban area through the working member of the family.

6.5 Policy Proposal
Looking forward, interactions between mobile network
operators (MNOs) and banks will be crucial in increasing
account volumes in Kenya and Tanzania. The introduction
of bank-linked mobile money services allows users of these
services to earn interest on their deposits, and would be a
vehicle of encouraging saving in the economy. However, a
pure mobile money system is unable to achieve this by itself.
The following diagram shows the links between stakeholders in the mobile money economy:

6.4 Incentives in Market
MNOs are unable to provide all the functions of a traditional bank. For instance, MNOs cannot accept deposits and
loan money to participate in asset and maturity transformation. Mobile money customers know they are limited by the
tariff structure imposed by MNOs. We are in a market which
does not exist, without the proper incentives.
Although MNOs have no restriction on paying out interest,
they are also limited by the required 100% backing in a
float account, which is similar to a reserve requirement.

Most of the population is either ’unbanked’ or has difficultly accessing ATMs and bank branches. As a result, the
connection between customers and banks is weak. However,
customers are able to approach intermediaries (mobile money
agents) to utilize services provided by MNOs.
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As the Brookings Institution suggests, one of Africa’s
greatest infrastructural assets is mobile phones, and infrastructural gaps in developing countries need to be filled in
order to encourage development (Handjiski, 2015). Pseudo
mobile money services aim to fill this gap. However, since
these services are generally restricted to previously banked
customers and have high usage fees associated with them,
they do not contribute towards improving the ’bankedness’
of the economy.
Both banks and telecommunication companies have incentives for interacting with each other. Banks have a brand
and customer loyalty, along with access to credit and large
amounts of capital. MNOs have a pre-established network
of users. Through the use of mobile money, both banks
and MNOs will benefit. Banks will be able to directly
provide security in their transactions, increase the user base
by opening transactions to the ’unbanked’ population, and
also increase their revenue stream by collecting a portion
of transaction fees from mobile money operations. MNOs
can leverage their network by tracking the financial profile
of their customers. This can be done by tracking spending
patterns and using this data for location based marketing
campaigns, and retain customers or encourage existing bank
customers to now use their telecommunication services in
addition to mobile money services.
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VII. C ONCLUDING R EMARKS
Access to banking services is a huge problem in developing countries, and mobile money is a potential solution.
Analyzing the current state of the mobile money system, we
observe that despite the presence of an added tariff on mobile
money services, there is demand for mobile money in Kenya
and Tanzania. We also noted the difference in usage patterns
can be explained by a difference in tariff structures between
the monopoly in Kenya and competitive market in Tanzania.
The paradox of mobile money is that it provides valuable
services to the ’unbanked’, yet falls short of enabling the ’unbanked’ population to participate in basic financial activities
such as saving and risk sharing.
After understanding the customers’ perspective on mobile
money, a study of the regulatory framework showed that
regulation does not hinder the interactions between banks
and MNOs. However, lack of incentives and uncertainty in
understanding the market hinder the interaction of banks
and MNOs. I have proposed a solution for banks to partner
with MNOs to provide mobile money services and expand
banking outreach to the ’unbanked’ population.
Further extensions could be done to this research if a
detailed data set on each mobile money user is available.
Some potential avenues for future research include measuring
liquidity preference in mobile money economies and evaluating the feasibility of consumption smoothing through mobile
money services.
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Health Consequences of Legal Origin
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relationship between legal origin and how a government
operates. For instance, La Porta et al. (2008) asserted that
civil law is associated with greater government control,
which seems to lead to a stronger commitment to social
rights like health. Similarly, Ben-Bassat & Dahan (2008)
demonstrate that constitutional commitments to social rights
(the right to social security, education, health, housing, and
workers rights) are less prevalent in common law countries
than in the French civil law countries.
Secondly, if there is a significant effect of legal origin on
health outcomes, this paper seeks to understand which health
outcomes are better managed by governments that then to be
strong and centralized (civil law origin) or decentralized and
local (common law origin). In the realm of public health, it
is possible that characteristics of countries with civil law
legal origin, like government control, could improve the
effectiveness of large-scale, coordinated public health efforts.
Using similar logic, public health efforts that require more
decentralized, local coordination might be better executed by
countries with common law legal origin.
Finally, this paper will briefly investigate the plausible
mechanisms of better public health outcomes. Spending on
health, centralization, government effectiveness, urbanization, and ethnic fractionalization were included as possible,
but far from exhaustive, mechanisms that might affect public
health outcomes.
Legal origin classification using data from La Porta et
al. (2008) was merged with 25 years of health panel data
from the World Health Organization Data Bank and The
World Bank Data Bank. Major religion data for each country
(used to generate religion controls) from WorldMapper.org
were also added to the dataset. Time fixed-effects panel
data regressions clustering by country were used to regress
each health outcome on legal origin, controlling for the
economic development of the country using Ln(GDP, per
capita PPP 1995) and, in the case of sexually transmitted
diseases, religion. Data on the potential mechanisms of
better public health includes spending on health, government
effectiveness, and urbanization data from the World Bank
Data Bank, centralization data from Treisman (2008), and
ethnic fractionalization data from Alesina et al. (2003). Each
mechanism was regressed on legal origin controlling for the
economic development of the country using Ln(GDP, per
capita PPP 1995).
Overall, the evidence suggests that civil law countries,
on net, do better at managing public health outcomes than
common law countries. Civil law countries do a better job

Abstract— Considerable economic research suggests that the
historical origin of a countrys laws is associated with legal
rules and economic outcomes. This paper investigates differing
public health outcomes of countries with common law legal
origin (the British model) and civil law legal origin (the French
model). Civil law countries on net have better health outcomes
in the categories of infectious disease, immunization, sanitation,
contraception, pregnancy, malnutrition, infant mortality, and
life expectancy. Although health outcomes vary regionally, the
effect of civil law countries having better health outcomes than
common law countries holds within regions as well. Civil law
countries do not have a greater financial commitment to public
health. Instead, better health outcomes in countries with civil
law legal origin seems to result from greater decentralization of
government funds, higher rates of urbanization, and less ethnic
fractionalization in civil law countries.

I. I NTRODUCTION
A body of research in economics converges to the idea
that historical origin of a countrys law has persistent and
substantial consequences for a countrys legal rules, regulations, and economic outcomes. Legal origin has been
found to be correlated with investor protection (La Porta
et al. 1997), military conscription (Mulligan & Shleifer
2005a,b), government ownership of banks (La Porta et al.
2002), government ownership of the media (Djankov et al.
2003a), labor market regulation (Botero et al. 2004), contract
enforcement (Djankov et al. 2003a, Acemoglu & Johnson
2005), comparative advantage (Nunn 2007), and economic
growth (Ma-honey 2001). La Porta et al. (1999) found, for
instance, that countries with French or socialist laws exhibit
inferior government performance relative to common law
countries.
Through historical and economic research, it has been
determined that civil law is associated with a heavier hand
of regulation and government ownership relative to common
law (La Porta et al. 2008). Additionally, common law is associated with lower formalism of judicial procedures (Djankov
et al. 2003b) and greater judicial independence (La Porta
et al. 2004) than civil law, which are associated with better
security of property rights and contract enforcement. In an
effort to further explain and enrich the research related to
Legal Origin Theory, this paper considers the relationship
between legal origin and public health outcomes.
Firstly, this paper investigates whether there are persistent
health legacies of legal origin, possibly due to the influence
of legal origin on the effectiveness of government at managing public health or on government commitment to social
rights like health. Research has already found a significant
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at managing infectious diseases than common law countries.
In the case of the infectious bacteria disease tuberculosis,
countries with civil law legal origin are better at both controlling incidence of tuberculosis and shrinking the death rate
of those infected. Civil law countries also have significantly
less prevalence of HIV and syphilis.
Civil law countries do a slightly better job at providing
immunizations than common law countries, although not
significantly, and in providing sanitation facilities. For health
outcomes related to contraception and pregnancy, civil law
countries have greater contraceptive prevalence, more births
attended by a skilled health staff, and less low-weight births
than common law countries. For health outcomes related
to nutrition, civil law countries have less malnutrition, less
anemia, and more vitamin A supplementation coverage than
common law countries. Civil law countries also have a
higher life expectancy and a lower infant mortality rate
than common law countries. The only health outcomes that
common law have significantly better outcomes than civil
law countries are access to clean water sources, diarrhea
treatment for children, and prenatal care.
Using panel data regressions with regional controls, this
paper also finds that public health outcomes vary regionally.
For instance, the African region performs worse on a broad
range of public health outcomes in comparison to the Latin
American and Caribbean Region and in comparison to the
Europe and Central Asia region. The results also indicate
that the effect of civil law countries having better public
health outcomes than common law countries holds across
and within geographical regions.
Better health outcomes in civil law countries does not
seem to be due to a greater commitment to social rights
like health and education as suggested by Ben-Bassat &
Dahan (2008). In panel data regressions controlling for level
of development, civil law countries spent less on health
per capita and less on health as a percent of government
expenditures. In accord with La Porta et al. (2008), there is
suggestive evidence that common law countries have more
effective government, which does not explain better public
health outcomes in civil law countries. The evidence also
suggests that civil law countries are more centralized structurally while allocating a greater budget proportion to subnational government. Civil law countries also have higher rates
of urbanization and lower rates of ethnic fractionalization.
Although not conclusive, this paper finds suggestive evidence
that decentralization of funds, greater urbanization, and less
ethnic fractionalization are contributing mechanisms to better
public health outcomes in civil law countries. Nevertheless,
more research needs to be done to better understand the
source of better public health outcomes in civil law countries.

outcomes between countries with only common law legal
origin or civil law legal origin.
The legal origin data was merged with 25 years of health
panel data from the World Health Organization Data Bank
and The World Bank Data Bank. Religion data was also
included from WorldMapper.org to be used for controls.
Health out-comes were designated into five broad categories:
infectious disease, immunizations, water and sanitation, contraception and pregnancy, and other health outcomes. Regional classification was obtained via the World Bank Data
Bank.
Data on the mechanisms that are potentially relevant in
public health management was collected from a variety
of sources. Treisman (2008) was used for political decentralization data, the World Bank Data Bank was used for
government effectiveness data (including estimates for control of corruption, government effectiveness, and regulatory
quality), government spending data, and urbanization data,
and Alesina et al. (2003) was used for ethnic fractionalization
data.
Fig. 1.

The Distribution of Legal Origin (Source: Porta et al. 2008)

A. Infectious Disease
The health outcomes in the category infectious disease
include percent of total deaths from infectious disease,
incidence of tuberculosis, death rate of tuberculosis, HIV
prevalence, and syphilis prevalence. Since Muslims have
been shown to have lower rates of sexually transmitted
diseases like HIV (Gray 2004), a dummy variable if a
country has a Muslim majority was created and used as
a control in analyzing HIV and syphilis prevalence. These
health outcomes provide a fairly comprehensive comparison
of whether countries with different legal origin manage infectious diseases and sexually transmitted diseases differently.
Figures 2-5 display the mean health outcome by country
from 1990-2015, distinguishing between countries with common law legal origin and civil law legal origin. The figures
provide a good sense of the data distribution, for instance,
that each health outcome is negatively correlated with level
of development measured using Ln(GDP, per capita PPP
1995). This association suggests that countries with higher
levels of development typically have less incidence of infectious disease.

II. E MPIRICAL S TRATEGY
This paper classified legal origin using data from La
Porta et al. (2008), which labeled countries as having either
common law legal origin, civil law legal origin, socialist
legal origin, or Scandinavian legal origin (see Figure 1). The
investigation of this paper focuses on the differences in health

B. Immunizations
Immunization health outcomes include DPT immunization, HepB3 immunization, HiB3 immunization, and measles
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Fig. 2.

immunization. Figures 6-9 display mean rates of immunization for each of the diseases and levels of development by
legal origin. The figures indicate that immunization rates are
positively correlated with level of development.

Mean Death Rate of Infectious Disease By Country, 1990-2015

Fig. 6.

Fig. 3.

Mean DPT Immunization By Country, 1990-2015

Mean Incidence of Tuberculosis By Country, 1990-2015

Fig. 7.

Fig. 4.

Mean HIV Prevalence By Country, 1990-2015

Fig. 8.

Fig. 5.

Mean HepB3 Immunization By Country, 1990-2015

Mean Hib3 Immunization By Country, 1990-2015

Mean Syphilis Prevalence By Country, 1990-2015

C. Water and Sanitation
The water and sanitation category includes health outcomes related to the availability of clean water sources and
sanitation facilities. Access to these facilities likely varies
on a subnational basis, most likely between urban and rural
setting. To control for this potential difference, the health
outcomes include rural population access to an improved
water source, urban population access to an improved water
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Fig. 9.

Fig. 10.

Fig. 13.

Mean Measles Immunization By Country, 1990-2015

Mean Improved Urban Water Access By Country, 1990-2015

source, rural population access to improved sanitation facilities, urban population access to improved sanitation facilities,
and total population access to improved sanitation facilities.
Figures 10-13 suggest that access to an improved water
source and improved sanitation facilities is positively correlated with level of development. The association holds for
both rural and urban populations.

Mean Improved Rural Sanitation Access By Country, 1990-2015

D. Contraception and Pregnancy
Fig. 14.

Mean Female Access to Contraceptives By Country, 1990-2015

Fig. 11. Mean Improved Urban Sanitation Access By Country, 1990-2015

Fig. 15. Mean Proportion of Births Attended by Health Staff By Country,
1990-2015

Fig. 12.

Mean Improved Rural Water Access By Country, 1990-2015

Health outcomes related to contraception and pregnancy
include contraceptive prevalence, births attended by skilled
health staff, pregnant women receiving prenatal care, and
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Fig. 16.

Mean Access to Prenatal Care By Country, 1990-2015

Fig. 19.

Fig. 17. Mean Proportion of Low-Birthweight Babies By Country,
1990-2015

Fig. 20.

Mean Infant Mortality By Country, 1990-2015

Mean Malnutrition Prevalence By Country, 1990-2015

Fig. 21. Mean Anemia Prevalence Amongst Children By Country,
1990-2015

low-birthweight babies. Figures 14-16 indicate that female
access to contraceptives, proportion of births attended by
health staff, and access to prenatal care are positively correlated with level of development. Proportion of low-weight
births is negatively correlated with level of development
(Figure 17).
E. Other Health Outcomes
Fig. 18.

Mean Life Expectancy By Country, 1990-2015

Fig. 22. Mean Anemia Prevalence Amongst Females By Country,
1990-2015

A broad range of health outcomes that are important
from a public health stand-point were also added. These
health outcomes include life expectancy, infant mortality,
malnutrition prevalence, anemia prevalence, vitamin A supplementation cover-age, and diarrhea treatment. In Figure
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spending on health, centralization, government effectiveness,
urbanization, and ethnic fractionalization were considered.
Spending on health was included because a greater financial commitment to public health can improve public
health outcomes. Health expenditures per capita and health
spending as a percent of government expenditures were
included to investigate potential differences in spending on
health between countries with common law legal origin and
civil law legal origin.
Centralization, of both degree and kind, could affect
government management of public health. Historical and
economic research has found that civil law countries are associated with more centralized government than common law
countries. This association could be the source of differences
in public health management. The various measures of centralization used include number of political tiers, average size
of bottom political tier, subnational government employment
(as a percent of total government employment), subnational
government revenue (as a percent of GDP), subnational
budget spending (as a percent of national spending), and
classification of a country as Federal.
Effective government is another mechanism that could
affect public health out-comes. Effective government likely
results in effective management of public health and, plausibly, better public health outcomes. Government effectiveness,
regulatory quality, and corruption were used to investigate
differences in government effectiveness and quality between
countries with civil law legal origin and common law legal
origin.
Research suggests that urbanization has important, although mixed, effects on public health. Tellnes (2005) suggests that there are positive and negative effects of urbanization on public health. For instance, disease can spread
more easily but the higher concentration of people also
increases access to health care and the ease of public health
management. Data on the proportion of the population that
is urbanized was used.
Finally, ethic fractionalization was included because economic research suggests that ethnic fractionalization might
worsen public health outcomes. For instance, Alesina et al.
(1999) found that shares of spending on productive public
goods like education and health are inversely related to ethnic
fractionalization. Data on the level of ethnic fractionalization
was obtained from Alesina et al. (2003).

Fig. 23. Mean Vitamin A Supplementation Coverage Amongst
Children By Country, 1990-2015

Fig. 24. Mean Diarrhea Treatment Amongst Children By Country,
1990-2015

19-22, infant mortality, malnutrition prevalence, and anemia
prevalence are associated with lower levels of development.
Vita-min A supplementation is also associated with lower
levels of development (Figure 23), plausibly because improved diet replaces supplementation as countries develop.
Life expectancy (Figure 19) and diarrhea treatment (Figure
24) are positively correlated with level of development.
F. Regional Differences
Although there are general characteristics of countries with
common law legal origin and civil law legal origin, there
are also likely regional differences in how legal origin is
manifested. These differences might not be fully accounted
for by controlling for level of development. For instance,
there are probably cultural differences that influence how
countries in different regions manage public health. Different
regions also suffer from different public health problems
due to factors such as climate and geography. Regional
classifications using dummy variables include Africa, Latin
America and the Caribbean, and Europe and Central Asia.

III. M AIN R ESULTS
Each health outcome was regressed on common law legal
origin and civil law legal origin, controlling for the economic
development using Ln(GDP, per capita PPP 1995) and, in
the case of sexually transmitted diseases, the existence of a
Muslim majority.

G. Mechanisms of Better Public Health Outcomes
There are a variety of characteristics of countries that
potentially improve public health outcomes. In an effort to
broadly investigate the means through which public health
outcomes in civil law countries and common law countries
might differ, a range of potential mechanisms of effective public health management were included. In specific,

A. Infectious Disease
Civil law countries had better health outcomes for all of
the included infectious disease outcomes relative to common
law countries. For instance, civil law countries had a lower
proportion of infectious disease deaths, lower tuberculosis
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incidence, lower tuberculosis death rate, lower HIV prevalence, and lower syphilis prevalence (see Table 1 and Table
2).

IV. M ECHANISMS OF B ETTER P UBLIC H EALTH
O UTCOMES
Results in this paper suggest that public health outcomes
are generally better in countries with civil law legal origin.
Therefore, research into the potential mechanism of better
public health outcomes aims to uncover some plausible reasons civil law countries have better public health outcomes
than common law countries. Each mechanism was regressed
on legal origin controlling for level of development using
Ln(GDP, per capita PPP 1995). The regression results are
displayed in Table 9.
Firstly, the regressions results suggest that civil law countries spend less on health per capita and less on health as a
percent of government expenditures relative to common law
countries. Importantly, common law and civil law legal origin
countries do not spend a significantly different proportion of
government expenditure on health or a different amount per
capita on health. The suggestive evidence nevertheless would
not explain why civil law countries have better health outcomes that common law countries, because greater spending
on health plausibly improves health outcomes. Additionally,
the evidence does not support the assertion in Ben-Bassat
& Dahan (2008) that civil law countries have a greater
commitment, at least financially, to social rights like health
and education.
Secondly, common law and civil law countries are associated with different kinds of centralization. Civil law countries
have less political tiers and smaller bottom political tiers
than common law countries. Civil law countries also have
more subnational government employment as a percent of total government employment), more subnational government
revenue as a percent of GDP, and more subnational budget
spending as a percent of national spending. Importantly,
there was only a significant difference between civil law and
common law legal origin in the size of bottom political tiers.
There is suggestive evidence, however, that civil law countries are structurally more centralized (as measured by tiers
of government) while being more economically decentralized
by allocating a greater economic role to subnational government. Although civil law countries tend to be associated
with strong, centralized government (La Porta et al. 2008),
these results suggest that civil law countries decentralize the
use of government funds more than common law countries.
It is plausible that decentralization of government funds is
more important than political decentralization in addressing
public health problems. If funds are held by subnational government or local government entities, funds could probably
be more readily deployed by subnational leaders to address
public health concerns, potentially avoiding some national
government bureaucracy.
Regression results of effective government, regulation
quality, and control of corruption on legal origin controlling
for level of development suggest that common law countries
tend to be more effective. In accord with the claim in La
Porta et al. (1999) that common law countries exhibit superior government performance relative to civil law countries,

B. Immunizations
There were mixed results in regards to whether civil or
common law countries have greater immunization rates for
various diseases. Common law countries only had greater
rates of DPT immunization while civil law countries had
greater rates of HepB3 immunization, Hib3 immunization,
and measles immunization. While these results lean towards
civil law countries having better immunization outcomes, it
is important to note that there was not a significant difference
between these immunization outcomes of civil law countries
and those of common law countries (see Table 3).
C. Water and Sanitation
There were also mixed results for water and sanitation
health outcomes. Common law countries provide greater
access to improved water sources for both rural and urban
areas. Civil law countries, however, provide significantly
greater access to improved sanitation facilities for both urban
and rural populations (see Table 4).
D. Contraception and Pregnancy
Civil law countries generally provide greater access to
contraception and pregnancy services. Civil law countries
have greater contraceptive prevalence for women, more births
attended by health sta, and significantly less low-weight
births. Out of all of the contraception and pregnancy health
outcomes, common law countries only did better in having
a greater proportion of pregnant women receiving prenatal
care (see Table 5).
E. Other Health Outcomes
Civil law countries perform better in all additional outcomes included in this paper. Civil law countries have higher
life expectancy at birth, a lower infant mortality rate, less
malnutrition prevalence, lower anemia prevalence (amongst
both children and women), greater vitamin A supplementation coverage, and greater treatment rate of oral rehydration
salt packages for children with diarrhea (see Table 6).
F. Regional Differences
Public health outcomes seem to vary regionally. Panel
data regressions of a broad range of health outcomes on
legal origin were used, distinguishing between countries in
Africa, Latin America and the Caribbean, and Europe and
Central Asia. The results in Table 7-8 indicate that, generally,
countries in Africa have worse health outcomes followed by
countries in Latin America and the Caribbean. Countries in
Europe and Central Asia have the best results on the broad
range of health outcomes. Importantly, differences in public
health outcomes based on legal origin held while including
regional dummy variables. Although the difference in public
health outcomes by legal origin might vary in size across
regions, the direction of the effect holds: countries with civil
law legal origin generally have better health outcomes than
countries with common law legal origin.
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the results in this paper find that common law countries
have more effective government, higher regulation quality,
and better control of corruption. Effective government, high
quality regulation, and control of corruption are all mechanisms that likely improve public health outcomes and,
therefore, do not explain why civil law countries have better
health outcomes than common law countries. It is important
to note that there was not a statistically significant difference
between civil law legal origin and common law legal origin
at the 5% level of significance for each of these mechanisms
of government effectiveness.
Civil law countries tend to be more urbanized than
common law countries. There is a significant difference
between rates of urbanization for common law and civil
law countries at the 5% level of significance. Despite the
tendency of urbanization to increase prevalence of disease,
the evidence suggests that urbanization, on net, seems to
benefit public health outcomes, possibly through increased
access to healthcare centers because it is easier to provide
services to a concentrated population.
Finally, civil law countries have less ethnic fractionalization than common law countries. In accord with Alesina et
al. (1999), higher ethnic fractionalization seems to worsen
the productivity of public goods, namely health, in common
law countries. With greater ethnic fractionalization, violence
or lack of consensus over government funded projects could
possibly reduce access to health services and reduce public
health outcomes. There is almost a significant difference
between levels of ethnic fractionalization for common law
and civil law countries at the 5% level of significance.

that characteristics of civil law countries tend to result in
better public health outcomes. Future research should more
thoroughly investigate the source of better public health
outcomes in civil law countries relative to common law
countries. Social support networks, employment rates, levels
of education, degree of violence, climate, and education
levels of politicians are all other potential means through
which civil law countries have better public health outcomes.
With more extensive research into the mechanisms of better
public health in civil law countries, insights can be extracted
and, hopefully, applied through public policy to improve
public health.
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V. C ONCLUSION
Countries with civil law legal origin, on net, have better
public health outcomes than countries with common law
legal origin. This effect holds across regions and within
regions. It does not seem like public health outcomes of
civil law countries is indicative of a greater commitment of
civil law countries to social rights like health and education,
as suggested by Ben-Bassat & Dahan (2008). Regressions
conducted for this paper in fact suggest that civil law countries spend less on health per capita and as a proportion of
government expenditures relative to common law countries.
Instead, civil law countries likely have better health outcomes
because of decentralization of government funds, greater
urbanization, and less ethnic fractionalization.
This paper builds on the substantial research into Legal
Origin Theory. While other research into Legal Origin Theory concludes that civil law countries tend to perform worse
on a variety of valuable metrics of government performance
(government effectiveness, investor protection, security of
property rights, etc.), the evidence in this paper indicates
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A PPENDIX
TABLE I
I NFECTIOUS D ISEASE

Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Constant

R2
N

Infectious Disease
(% Total Deaths)

7.65
(3.61)

19.49***
(4.14)

-15.38***
(1.08)

147.96***
(10.84)

0.63
266

Tuberculosis Incidence
(per 100k people)

-7.46
(15.39)

130.84***
(40.27)

-84.37***
(9.55)

813.80***
(88.58)

0.35
3375

Tuberculosis Death Rate
(per 100k people)

2.95
(3.32)

14.50***
(4.58)

-14.68***
(1.78)

143.88
(17.46)

0.36
3375

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.

TABLE II
S EXUALLY T RANSMITTED D ISEASE

Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Muslim
Majority

Constant

R2
N

HIV Prevalence
(% of population
aged 15-49)

0.74
(0.76)

6.00***
(2.01)

-0.58
(0.48)

-1.69***
(0.57)

7.69
(4.68)

0.29
2205

Syphilis Prevalence
(% women of with
antenatal care)

0.53
(0.39)

1.08**
(0.45)

-0.92***
(0.20)

-0.50
0.40

7.61***
(1.69)

0.23
313

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.

TABLE III
I MMUNIZATIONS
Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Constant

R2
N

DPT Immunization
(% of children ages 12-23 months)

-3.76**
(1.90)

-2.83
(2.44)

7.83***
(0.96)

13.06
(9.18)

0.37
3272

HepB3 Immunization
(% of one-year-old children)

-3.34
(3.12)

-4.66
(3.95)

4.39***
(1.30)

26.82
(16.98)

0.16
1847

Hib3 Immunization
(% of children ages 12-23 months)

-3.72*
(2.22)

-3.86
(2.53)

7.10***
(0.98)

18.58**
(9.23)

0.34
3272

Measles Immunization
(% of children ages 12-23 months)

-3.72*
(2.22)

-3.86
(2.53)

7.10***
(0.98)

18.58
(9.23)

0.34
3272

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.
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TABLE IV
WATER AND S ANITATION
Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Constant

R2
N

Improved water source
(% of rural population w/ access)

-7.66**
(3.14)

-4.82
(3.53)

14.37***
(0.97)

-44.32***
(10.13)

0.64
3407

Improved water source
(% of urban population w/ access)

-1.93
(1.43)

-0.36
(1.42)

4.79***
(0.52)

53.04***
(5.39)

0.38
3459

Improved sanitation facilities
(% of population w/ access)

-6.38*
(3.86)

-15.48***
(4.57)

21.30***
(1.25)

-107.22***
(12.68)

0.69
3391

Improved sanitation facilities
(% of rural population w/ access)

-12.62***
(4.33)

-16.40***
(5.35)

22.15***
(1.32)

-118.24***
(13.60)

0.66
3372

Improved sanitation facilities
(% of urban population w/ access)

-3.16
(3.26)

-13.19***
(3.68)

16.99***
(1.21)

-62.31***
(12.00)

0.64
3421

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.

TABLE V
C ONTRACEPTION AND P REGNANCY
Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Constant

R2
N

Contraceptive Prevalence
(% of women ages 15-49)

-9.69
(8.02)

-13.55
(8.22)

15.14***
(1.43)

-74.73***
(15.37)

0.55
614

Births attended by skilled health staff
(% total)

-7.95
(3.53)

-24.68***
(5.42)

14.92***
(2.07)

-27.53
(18.71)

0.49
992

Pregnant women receiving prenatal care
(% of women w/ at least 4 visits)

-24.07***
(3.52)

-17.70**
(6.21)

16.33***
(2.34)

-55.60*
(20.18)

0.46
341

Low-birthweight babies
(% of births)

3.72***
(1.04)

5.68***
(1.20)

-2.14***
(0.32)

21.30***
(2.86)

0.37
468

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.

TABLE VI
OTHER H EALTH O UTCOMES
Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Constant

R2
N

Life Expectancy
(years at birth)

-0.79
(1.08)

-4.42
(1.38)

7.25
(0.38)

6.36
(3.87)

0.72
3240

Infant Mortality Rate
(per 1,000 live births)

7.63**
(3.72)

13.78***
(4.13)

-22.57***
(1.32)

228.62***
(13.12)

0.70
3458

Malnutrition Prevalence
(% of children under 5)

7.62***
(1.91)

12.56***
(3.73)

-8.79***
(1.10)

-81.63***
(10.07)

0.51
574

Anemia Prevalence
(% of children under 5)

5.22
(2.78)

8.31***
(2.93)

-15.70***
(0.84)

171.43***
(8.57)

0.74
2926

Anemia Prevalence
(% of non-pregnant women)

3.65**
(1.60)

4.83**
(1.94)

-8.23***
(0.68)

101.38***
(6.48)

0.60
2926

Vitamin A Supplementation Coverage
(% of children ages 6-59 mo.)

-10.42***
(2.83)

-12.08***
(4.03)

-11.86***
(3.59)

172.16***
(25.98)

0.09
616

Diarrhea treatment
(% of children receiving ORS packet)

0 .507
(5.28)

17.78***
(6.00)

5.59***
(1.75)

-22.43
( 18.29)

0.31
324

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.
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TABLE VII
P UBLIC H EALTH O UTCOMES B Y R EGION

Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Africa

Latin America
& Caribbean

Europe &
Central Asia

Constant

R2
N

Life Expectancy
(years at birth)

0.84
(0.95)

-2.65**
(1.16)

6.15***
(0.42)

-7.80***
(1.33)

-1.66
(1.35)

-1.49
(1.15)

17.59***
(3.97)

0.79
3240

Infant Mortality
(per 1,000 births)

2.85
(3.36)

5.43
(4.09)

-19.20***
(1.42)

15.75***
(4.35)

-2.94
(4.49)

-4.58
(3.98)

201.77***
(13.14)

0.75
3458

Infectious Disease
(% of Total Deaths)

-0.30
(3.20)

8.41**
(3.79)

-11.36***
(1.23)

20.30***
(3.65)

2.66
(3.52)

-5.67
(3.49)

116.02***
(11.69)

0.75
266

Malnutrition Prevalence
(% of children under 5)

13.29***
(3.98)

13.20***
(4.66)

-8.06***
(0.95)

-12.10***
(3.01)

-17.65***
(2.62)

-18.39***
(2.76)

82.74***
(9.89)

0.72
574

Anemia Prevalence
(% of children under 5)

1.58
(2.55)

2.76
(3.27)

-13.38***
(0.87)

12.28***
(2.93)

-0.17
(2.94)

-1.90
(3.02)

151.83***
(8.97)

0.79
2926

Low-birthweight babies
(% of births)

3.24
(1.40)

4.24**
(1.76)

-1.68***
(0.36)

0.11
(1.61)

-1.74
(1.59)

-3.05*
(1.61)

19.58***
(3.89)

0.40
468

Improved sanitation facilities
(% of urban population w/ access)

3.37
(3.29)

-5.17
(3.72)

14.39***
(1.37)

-14.19***
(3.52)

-5.05
(3.77)

3.88
(3.47)

-41.83***
(12.41)

0.40
468

Improved sanitation facilities
(% of rural population w/ access)

-2.40
(4.29)

-3.06
(5.31)

19.2***
(1.74)

-7.54
(5.37)

-4.87
(5.92)

15.83***
(5.20)

-103.98***
(15.61)

0.69
3421

Improved water source
(% of urban population w/ access)

-0.49
(1.38)

3.39
(1.94)

3.87***
(0.47)

-0.04
(2.09)

3.95
(2.17)

6.06***
(2.07)

56.37***
(5.47)

0.43
3459

Improved water source
(% of rural population w/ access)

-1.07
(2.80)

3.88
(3.77)

12.46***
(1.04)

-4.52
(3.88)

-3.06
(3.88)

10.38***
(3.62)

-35.47***
(10.83)

0.69
3407

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.

TABLE VIII
P UBLIC H EALTH O UTCOMES B Y R EGION ( CONT.)

Dependent Variable

French
Legal Origin

British
Legal Origin

Ln
GDP/POP1995

Muslim
Majority

Africa

Latin America
& Caribbean

Europe &
Central Asia

Constant

R2
N

HIV Prevalence
(% of pop.
aged 15-49)

0.86
(1.45)

6.18***
(2.19)

0.36
(0.56)

-2.52***
(0.75)

6.22***
(1.38)

2.16
(1.23)

2.51
1.53

-1.83
(5.66)

0.47
2205

Syphilis Prevalence
(% of women w/
antenatal care)

-0.42
(.041)

0.18
(0.50)

-0.78***
(0.14)

-0.59
(0.42)

1.63***
(0.51)

1.09**
(0.53)

0.05
(0.41)

6.12***
(1.30)

0.32
313

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.
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TABLE IX
M ECHANISMS OF S UPERIOR P UBLIC H EALTH IN C IVIL L AW C OUNTRIES
Mechanism

Dependent Variable

Spending on Health

Health Expenditure
(Per Capita, PPP)

Centralization

Government Effectiveness

Urbanization
Ethnic Fractionalization

French
Legal Origin
-247.61
( 169.89)

British
Legal Origin
-55.33
(236.29)

Ln
GDP/POP1995
845.55***
(73.53)

-6285.74***
(694.22)

R2
N
0.66
2655

Public Health Expenditure
(% of government expenditure)
Number of Political Tiers

-0.44
(0.67)
0.57**
(0.22)

-0.41
(0.85)
0.68**
(0.27)

1.34***
(0.26)
-0.07**
(0.03)

-0.63
(2.45)
3.81***
(0.18)

0.16
2650
0.07
118

Average Bottom Tier Size
(thousand sq. kms)

0.13**
(2.45)

6.33
(3.01)

-0.30
(0.35)

3.37
( 2.37)

0.06
97

Subnational Gov’t Employment
(% total gov’t employment)

-8.33
(6.53)

-9.84
(8.33)

3.51***
(0.98)

14.63**
( 7.08)

0.18
62

Subnational Gov’t Revenues
(% GDP, average 1994-2000)

-3.99***
(1.21)

-5.46***
(1.51)

0.80***
(0.21)

2.00
( 1.69)

0.30
60

Subnational Budget Spending
(% national spending avg. 1993-95)

-9.79***
(3.53)

-18.78***
( 5.26)

2.53***
(0.64)

5.62
(5.27)

0.35
49

Classified as ’Federal’
Government Effectiveness
(World Bank Estimate)

-0.08
(0.07)
-1.20***
(0.18)

-0.03
(0.09)
-1.05***
( 0.21)

0.01*
(0.01)
0.21***
(0.02)

0.02
( 0.06)
-0.76***
(0.14)

0.03
121
0.40
121

Regulatory Quality
(World Bank Estimate)

-1.01***
(0.17)

-0.95***
(0.21)

0.22***
(0.02)

-0.96***
( 0.14)

0.43
121

Control of Corruption
(World Bank Estimate)
Urban Population
(% of total population)
Ethnic Fractionalization

-1.26***
(0.18)
-13.39***
(4.96)
0.16***
(0.05)

-1.12***
(0.22)
-28.94***
( 5.89)
0.25***
( 0.06)

0.19***
(0.02)
3.93***
(0.66)
-0.03***
(0.01)

-0.71***
( 0.15)
41.61***
(3.82)
0.60***
(0.04)

0.37
121
0.29
115
0.19
120

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.
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The Impact of Increasing Charter School Enrollment on the
Achievement Gap: Evidence from Michigan
Charles Weber
Harvard University, Department of Economics
achievement of students, as measured by test scores, and
particularly the achievement gap. I emphasize the impact on
the achievement gap because measures of the achievement
gap may proxy for overall equity within and across schools.
If one views the purpose of charter schools and school
choice to further improve educational equity, then it is
imperative that expanding charter school enrollment leads
to a narrowing achievement gap. That is exactly what the
baseline model of this paper shows. I estimate that a 1 SD
increase in the fraction of a districts students attending a
charter school, an 11.9 percentage point (pp) increase on a
mean of 17.1 percent, decreases the racial achievement gap
between 0.10 and 0.17 SD. This corresponds to between a 9.3
and 15.6 percent decline in the average racial achievement
gap in the sample. While this indicates increasing charter
enrollment is not a panacea, a drop in the achievement gap of
this magnitude is certainly not negligible. While these initial
estimates are promising, models that further isolate quasirandom variation in charter enrollment are less promising.
Specifically, including school and district fixed effects, using
a difference-in-differences model, and using instrumental
variable two-stage least squares estimation all lead to results
which are no longer significant. Ultimately, this papers
results imply that charter schools are highly selective in
where they choose to locate even after an exogenous increase
in the state cap on charters. To evaluate the true causal effect
of charter schools on all students, it is essential to eliminate
charter schools ability to selectively locate. While this papers
results may not prove the causal relationship between charter
enrollment and educational equity, they likely rule out the
possibility that increasing access to charters exacerbates
inequality through mechanisms like student sorting.
The paper proceeds as follows. The next section details
previous work analyzing the impact of charter schools on
student achievement and also explains the particular setting
in the state of Michigan. The third section describes the data
sources used to create the sample of schools used in analysis
and provides some descriptive statistics. The fourth section
outlines the empirical framework used to evaluate the impact
of expanding charter enrollment. The fifth section discusses
the results. The last two sections conclude by discussing the
challenges of estimating the causal effect of charter schools
and the implications of this paper.

Abstract— Does increasing student access to charter schools
lead to more equitable outcomes for all? More specifically,
does increasing the number of students who attend charters
in a district lead to a narrowing achievement gap for all
or do charters simply help students who are already ahead?
To address these questions, I take advantage of a plausibly
exogenous raise in the Michigan charter cap. Combining schoollevel test score data from the Michigan Educational Assessment
Program and district-level data from the National Alliance for
Public Charter Schools, I regress measures of the achievement
gap and student achievement on the fraction of district students
enrolled in charters. I find a large and significant negative
relationship between charter enrollment and the achievement
gap with estimates indicating a one standard deviation (SD)
increase in charter enrollment decreases the racial achievement
gap between 0.10 and 0.17 SD, a 9.3 to 15.6 percent decline
in the average racial achievement gap in the sample. However,
this relationship is no longer significant when using models
that isolate quasi-random variation indicating there is likely no
causal effect of charter school enrollment on the achievement
gap. This paper emphasizes the difficulty of measuring the
causal effect of charter schools on all students due to charters
ability to selectively locate.

I. INTRODUCTION
The benefits of school choice have long been touted by
academics and policymakers alike (Friedman, 1962). Yet
disagreement persists about the most effective ways to use
choice in order to improve student outcomes. This is no
surprise after examining the mixed and conflicting findings
of studies evaluating voucher and other district-wide choice
programs (Rouse, 1998; Deming, 2011; Chingos & Peterson,
2012). In contrast with these mixed findings for voucher and
district choice programs, analyses of the impact of charter
schools have yielded numerous promising findings (Dobbie
& Fryer, 2010; Abdulkadiroglu et al., 2011). This paper
builds on those promising findings and evaluates the statewide scalability of charter schools in Michigan. Specifically,
I take advantage of the plausibly exogenous change in the
Michigan state cap on charter schools, which was raised
substantially in December 2011. The sharp increase in new
charter schools around the state in the years followingin some
but not all districtsmay indicate the situations necessary for
a quasi-experimental analysis of the impact of expanding
charter school enrollment. The causal effect of expanding
charter schools is measurable if charter schools do not
selectively locate and their location is uncorrelated with
determinants of student achievement.
I find that the fraction of students within a given district
who attend a charter school has a large impact on the
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II. BACKGROUND

B. Quasi-Experimental Conditions in Michigan
In December 2011, the Michigan legislature passed a law
that would substantially raise the existing cap on charter
schools. This as-if random change in state charter school
law could be leveraged to measure the causal effect of new
charter schools if these new charters do not selectively locate,
making them randomly assigned to different locations in
Michigan.
Data from the National Alliance for Public Charter
Schools (NAPCS) shows that the growth rate of new charters
averaged two percent from the school years 2007-08 to 201011 and then rose to an average of 7.5 percent from 2011-12
to 2013-14. This is illustrated in the steep increase in the
number of charter schools in Michigan after the 2011 law
change, which is represented by the dashed vertical line in
Figure 1. It is notable that the steep increase in new charter
schools appears to begin one year before the law change.
This is a peculiar trend which may threaten the exogeneity
of the law change, but it still remains that charter school
growth is much greater after the law change than in the years
before. Even more intriguing is that according to local news
in Michigan, the growth process has been more dynamic
than the raw numbers suggest, however, because 44 charter
schools have closed their doors since the cap was lifted
(Gantert, 2012). In 2012-13, according to the National Center
for Education Statistics (NCES), 8.4 percent of Michigan
students attended charter schools, a state-level fraction only
surpassed by Arizona and Colorado2 . While perhaps this
large amount of charter activity in Michigan makes it difficult
to compare to other states, it at least provides the within-state
variability necessary to measure the impact of expanding
charter school enrollment.

A. Are most effective charters scalable?
The literature documenting the ability of some charter
schools to eliminate the achievement gap for its students
is highly cited (Dobbie & Fryer, 2010; Abdulkadiroglu et
al., 2009). However, critics of charter schools assert that
these schools increase test scores to such a degree because
they benefit from a positively selected group of students. For
example, highly motivated parents may be more likely to enroll their student in a charter school. Nonetheless, Abdulkadiroglu et al. (2015) provide evidence that takeover charter
schools in New Orleans are producing similar outcomes as
their non-takeover counterparts. This is significant because
the students in takeover charters are the same students that
were in the traditional public school (TPS) that the charter
organization took over. But even if charter schools are more
effective than their TPS counterparts at educating the same
students, the scalability of charter schools is still questionable
especially on a state-wide level. Evidence suggests that the
positive effects of charter schools documented above may
diminish as the sample of analysis expands to include charter
schools from across a whole state (Angrist et al., 2011,
Raymond et al., 2013).
The limited number of studies examining the causal impact of charter schools across a state find mixed results at
best. Bettinger (2005) provides the first notable wide-scale
analysis of the impact of charter schools on the achievement
of both charter and TPS students. Using an instrumental
variables approach, this paper shows that charter students
test scores do not improve relative to public school students
test scores and that charters have no significant effect on
the test scores of neighboring public schools. Nonetheless,
the instrument used is deeply flawed1 . The paper also uses
data from the late 1990s so any estimates that are internally
valid, may be less externally valid in the present. More
recent papers analyzing the impact of charter schools on the
test scores of their students and of TPS students conflict:
Winters (2012) shows New York City TPS are unaffected by
charter school competition while Ni (2009) indicates that the
efficiency of TPS may be negatively affected by expanding
charter schools. While empirical evidence is limited and
mixed, theoretical evidence arguing charter schools may
boost the productivity of nearby TPS is quite prominent
(Hoxby, 2000; 2003). It has long been a standard procharter argument that increasing the number of charters in a
district will incentivize both existing TPS and other charters
to produce more gains for their students while resources
remain constant. The conflicting empirical evidence and the
promising theoretical evidence indicate the need for a quasiexperimental analysis of expanding charter school enrollment
on the achievement of both charter school and TPS students.

III. DATA AND S AMPLE S TATISTICS
I combine data from three main sources to create the final
sample used to evaluate the impact of charter enrollment on
the achievement gap. The first source is test score data from
the Michigan Educational Assessment Program (MEAP),
the high-stakes test issued by the Michigan Department of
Education every school year in the spring. This test score
data is broken down by year, school, grade, subject, and subgroup. These subgroups cover race, gender, socioeconomic
status (SES), students with limited English proficiency, and
students with disabilities. The subgroups necessary for the
analysis in this paper are just the black (not of Hispanic
origin), white (not of Hispanic origin), economically disadvantaged3 , and not economically disadvantaged subgroups. I
use data that span four school years, 2010-11 through 201314, as these years contain the variation in charter activity
evident in Figure 1. Lastly, all test scores are standardized
(Z-scored) to have a mean of zero and a standard deviation
of 1 for each year, grade, and subject.
2 Arizonas fraction was 13.9 percent, Colorados was 10.4 percent, and
it is notable that the District of Columbia posts a fraction of 41.7 percent
(NCES Table 216.90).
3 A student is economically disadvantaged if they qualify for free or
reduced price lunch.

1 The

instrument used is the distance a public school is from a state university (charters were more likely to have been approved near colleges). This
is likely confounded with other factors, i.e. schools near state universities
are not comparable to their counterparts for a number of reasons.
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The second data source is district-level statistics on the
number of charter schools and the number of students
attending a charter in that district recorded by the NAPCS.
This data is particularly useful as data from the NCES
does not indicate what school district lines a charter school
resides in, but the NAPCS data does so by overlaying each
schools latitude and longitude with school district maps from
the U.S. Census. In the identification strategy used in this
paper I assume that charters mainly affect the districts they
reside in compared to affecting any other districts. The third
data source contains school and district-level covariates from
NCES. This contains information on a school or districts
demographic, socioeconomic, and financial characteristics.
All three sources are merged together so each school-level
observation from the MEAP data is joined with its corresponding school and district-level data. I restrict the sample
to observations for which greater than 10 students were tested
and to only Public School Academy (PSA or charter schools)
or Local Education Agency (LEA or traditional district)
observations. Lastly, I drop observations if the district has
less than two charter schools4 , and I drop Detroit City Public
Schools as Detroit is likely liable to political, economic, and
other endogenous factors especially in the fallout of the Great
Recession. The final sample mainly relies on charter variation
in small urban areas such as Lansing, Grand Rapids, and
Kalamazoo. While there is substantial variation in charter
enrollment across the sample, the sample is made up of
schools in districts with a sizeable and comparable amount
of charter schools.
Table 1 presents some summary statistics of the final sample. Of note is the wide disparities between white and black
students (1.07 SD) and between economically disadvantaged
and not disadvantaged students (0.95 SD). Furthermore, the
average district in our sample sends about 17 percent of its
students to charter schools, a value greater than the NCES
average as I have restricted our sample to districts with
charter schools.

students attending a charter school (f racchartersdt ) and the
given dependent variable.
To further analyze the causal effect of increasing charter
enrollment, I use both a difference-in-differences model
and an instrumental variables model. The difference-indifferences model assumes the raise in the charter cap is
exogenous and controls for before and after trends and
the degree to which charter enrollment is predictive of the
achievement gap for the entire sample of observations. This
model is based on the regression,
Ysdt = ↵ + (af tercapt ) + (f racchartersdt )+
(af tercapt ⇥ f racchartersdt ) + y 0 Xsdt + ✏sdt

where (af tercapt ) is an indicator variable for observations
where the year is after the charter cap was raised. In my
data, this indicator is equal to one for the latter two school
years of the total sample of four years, 2012-13 and 201314. The key coefficient of interest is which measures the
causal effect of increasing charter enrollment after the cap
was raised, which by assumption is quasi-random variation.
The final model uses instrumental variables. I instrument
for (f racchartersdt ) using the instrument (af tercapt ), the
indicator variable for observations occurring after the cap
was raised. As evident in Figure 1, the instrumental indicator
variable should likely be correlated with charter enrollment
and thus a relevant instrument. The second assumption for
validity of an instrumental variable, exogeneity, is difficult
to test, but I present evidence on this assumption in section
VI. Assuming (af tercapt ) is relevant and exogenous, then
two-stage least squares should isolate the causal effect of
increasing charter enrollment on the achievement gap. The
first stage regression equation is
f racchartersdt = ↵ + (af tercapt ) + y 0 Xsdt + ✏sdt (3)
and the second stage is what is presented as equation 1.
Because both the difference-in-differences model and the
instrumental variables model isolate the same sources of
quasi-experimental variation using the (af tercapt ) variable,
these models should provide similar estimates.

IV. E MPIRICAL F RAMEWORK
The baseline model I will use regresses different measures
of student achievement and the achievement gap on the
fraction of students in the given district who attend a charter
school. Specifically, I will estimate the regression,
Ysdt = ↵+ (f racchartersdt )+y 0 Xsdt +

d +✓s +✏sdt

(2)

V. R ESULTS AND D ISCUSSION
Table 2 presents the regression results for different models
based on equation 1. The first column regresses the racial
achievement gap (difference between white and black Zscores) on the fraction of students from the district who
attend a charter school. The relationship between charter
enrollment and the racial achievement gap is substantial and
significant with p¡0.01. Specifically, I estimate that a 1 SD
increase in the fraction of a districts students attending a
charter school, an 11.9pp increase on a mean of 17.1 percent,
decreases the racial achievement gap by 0.10 SD (.119 .8376
= 0.10). This corresponds to a 9.3 percent decline in the
average racial achievement gap in the sample. As discussed
earlier, increasing the amount of students attending a charter
school at a reasonable level does not appear to erase the
achievement gap, but could very likely narrow the gap by a
non-negligible amount.

(1)

where Ysdt is a placeholder for the given dependent variable
depending on school s, district d, and year t. In certain
models, I will include Xsdt , a vector of school and districtlevel covariates and either d or ✓t , district or school-level
fixed effects. The key coefficient of interest is , which
measures the relationship between the fraction of a districts
4 I make this restriction in order to compare schools that are in similar
districts assuming that a district with 2 nearby charter schools is likely very
different from those with no or even just 1 charter school. Nevertheless,
including or isolating observations for districts with 0 or 1 charter (results
not shown) does not change the quality of the results presented.
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As promising as this relationship is, it is only estimated for
1,923 observations out of the entire sample of about 11,000.
This is caused by a lack of school-level observations that
have the necessary amount of black and white test-takers to
properly measure the achievement gap. Nonetheless, columns
2-6 offer additional evidence that the baseline racial achievement gap estimates in column 1 are valid. Column 2 clusters
standard errors at the district-level to take into account
the possibility of serially correlated standard errors within
districts. While standard errors roughly triple, the estimates
are still marginally significant. I do not use clustered standard
errors for the other models in Table 2 as their use does not
dramatically change the results. Column 3 estimates a similar
model to that in column 1 except the dependent variable
is the achievement gap between economically disadvantaged
and not economically disadvantaged students. The magnitude
is quite similar to the estimate in column 1 even for the
larger amount of observations. While it is unlikely that
increasing charter enrollment affects both the racial and
SES achievement gaps through the same mechanisms, it is
reassuring that these estimates are in similar ballparks.
Columns 4 and 5 estimate white and black achievement
respectively and provide further evidence that increasing
charter enrollment is negatively related to the achievement
gap. While both estimated coefficients for white and black
students are significant and largely negative, white students
fair significantly worse relative to their black counterparts
when charter enrollment increases. This indicates that the
racial achievement gap decreases in the baseline model
because white students do substantially worse in high-charter
districts. This finding is unlikely to excite charter schools
or policymakers, but it is likely driven by higher achieving
white students selectively locating in districts with less
charter activity. Taken as is however this finding implies that
racial equity in educational outcomes may come at the cost
of decreased excellence in educational outcomes at least in
the case of increasing charter enrollment. Lastly, column 6
estimates the same model in column 1 but includes school
and district-level covariates. The estimate for the impact of
charter enrollment increases from the estimate in column
1 and is highly significant. Using this estimate, a 1 SD
increase in charter enrollment causes the racial achievement
gap to decrease by 15.6 percent, a sizeable increase from the
baseline models estimate. Overall, the estimates provided in
Table 2 indicate increasing charter enrollment will decrease
the racial achievement gap.
Table 3 reports heterogeneous treatment effects broken
up by subject and school type. The estimates for math
and reading scores (columns 1 and 2) are not significantly
different indicating increasing charter enrollment closes the
achievement gap in both subjects and the results in the
baseline model are not driven by any particular subject.
Most notable in Table 3 however is the estimates in columns
3 and 4. These estimates indicate that increasing charter
enrollment in districts leads to narrowing achievement gaps
in both charter schools and TPS. This suggests that it
is not just charter schools driving the results in Table 2,

but that charter schools have an externality effect on their
neighboring TPS that causes the achievement gap to decrease
at these schools as well. This provides further support to
the theoretical suggestion that increasing charter activity
increases the productivity of nearby TPS made by Hoxby
(2003).
While the above results paint a clear picture that expanding
charter enrollment may decrease the racial and socioeconomic achievement gap, the results in Table 4 are less
promising. Including district and school-level fixed effects
(columns 1 and 2) produces estimates that are qualitatively
similar to those discussed above, but the estimates are no
longer significant. The adjusted R-squared in these models
increases implying these models better predict variation
compared to those in Table 1. It remains possible however
that including these fixed effects eliminates the necessary
variation to measure the effect of increasing charter enrollment on the achievement gap, and it is promising that the
point estimates are quite close to those presented in Table
2. Furthermore, columns 3 and 4 present the differencein-differences model and instrumental variables model respectively. The insignificance of the interaction term in the
difference-in-differences model implies that the plausibly
random increases in charter activity following the charter
cap raise do not have a significant effect on measures of
achievement. The high level of significance of the coefficient
measuring the fraction of students attending a charter school
further indicates that charter schools are selectively locating
in areas where the achievement gap is smaller. A case
of reverse causality such as this can be overcome using
instrumental variables regression, which is done in column
4. Unfortunately, this estimate, although negative, is highly
insignificant.
While the findings in Table 4 may cast doubt on the
previous findings in Table 2, it is notable that most of
the estimated coefficients are negative and not qualitatively
different from those presented in Table 2. My results do
not provide causal proof that increasing charter enrollment
decreases the achievement gap, but they come close to
ruling out the possibility that charter schools exacerbate the
achievement gap through the sorting of students. Ultimately,
it remains highly possible that increasing charter school
enrollment decreases the racial achievement gap.
VI. E NDOGENEITY OF C HARTER E NROLLMENT
All estimates and models presented above rely on the assumption that where charter schools open and enroll students
is exogenous. That is, charter schools do not strongly select
where they locate based on student characteristics that may
determine student achievement and the achievement gap. The
regression estimates presented in Table 5 suggest that this
is likely a flawed assumption and that charter enrollment is
highly endogenous. Column 1 regresses the measure of charter enrollment in a district on various school and district-level
control variables used throughout prior regressions. With the
exception of the pupil to teacher ratio and the number of
Hispanic students (which is marginally significant), there
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is a significant relationship between the control variables
and charter enrollment in a district. Furthermore, column 2
presents a regression of the racial achievement gap on those
same control variables. Again, most control variables are
highly significant indicating they are greatly deterministic of
the racial achievement gap. If charter enrollment is correlated
with these controls and the controls are correlated with
measures of achievement and the achievement gap, then it is
likely that any estimates of the effect of charter enrollment on
the achievement gap are biased and not causal relationships.
The previous discussion of charter schools tendency to locate
where white students score lower also is evidence of charter
schools selectively locating. While the promising estimates
presented in Table 2 indicate increasing charter enrollment
decreases the achievement gap, it is unlikely that these results
are causal. Both the analysis in this section and the less
promising results from Table 4 indicate that charter enrollment is endogenous. In order to measure the true impact
of increasing charter enrollment on student achievement in
both charters and TPS, it is essential to randomize both the
location of these charter schools and which students attend
them.

educational equity. However, it is unlikely to be a panacea.
Even if the most promising estimates in this paper are
assumed to be causal, decreasing the achievement gap by
10 to 20 percent requires a more than 50 percent increase
in the number of students attending charters. Narrowing
the achievement gap to this degree is not negligible, but it
certainly will require a great influx of resources to see charter
schools expand to the necessary degree. Thus, charter schools
are unlikely to be a silver bullet but still present a possible
pathway toward greater educational equity.
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C ONCLUSION
As several other states across the US are considering
lifting caps on charter schools, these changes may create
circumstances ripe for further research. However, this paper
provides a word of caution to researchers attempting to
leverage these law changes in order to measure causal effect.
Just because a law change is exogenous, this does not
guarantee that subsequent charter location and enrollment are
also exogenous. To truly measure the causal effect of charter
schools on a state-wide basis, it is necessary to randomize
both the students who attend those charters as well as the
location of those charters across a state. It seems unlikely that
charter school operators and state policymakers will agree to
randomly open charter schools in the near future making
it impossible to truly evaluate the causal impact of charter
schools on a state-wide basis.
While this paper does not prove a causal relationship
between charter school enrollment and increased educational
equity, it likely rules out that increasing charter enrollment
exacerbates the achievement gap through mechanisms such
as the sorting of students. It is also notable that the estimates
presented are not driven entirely by charter schools, but
traditional public schools may increase their productivity in
high-charter districts. Increasing charter school enrollment
could still prove to be a valuable policy lever in increasing
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