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Note from the Editor
On behalf of the Comparative Advantage Editorial Board, I am honored to present the fifth
volume of the Stanford Undergraduate Economics Journal.

The journal has grown tremendously this year in its e↵orts to create an accessible platform
for readers to engage with our authors’ work. Our new website is designed to mirror the
layout of professional academic journals, with individual articles available on separate pages
and the journal displayed in its entirety in the Archives section. We additionally created
the Comparative Advantage Blog to make our publication more approachable for younger
readers. Shorter length submissions, literature reviews, and opinion pieces are published
directly on the website in this section. As we are constantly developing new ideas to
improve the journal, we appreciate any feedback our readers may have.

Although the outward aspect of the journal has changed, we have maintained our
dedication to rigorous research. This year, our publication contains 7 original research
papers on a diverse set of topics that our reviewers found thoughtful and compelling. In our
selection process, we emphasize both empirical analysis and theoretical foundations, and we
believe our final result will be valuable to the undergraduate economics community.

Finally, we would like to thank the Stanford Economics Association (SEA) and the
Stanford Economics Department for their continued support and the Stanford Institute for
Economic Policy Research (SIEPR) for collaborating with us on our new initiatives this
year. We are excited to resume our partnerships in 2017-2018 and hope you will join us.

Laura Zhang
2017 Editor-In-Chief
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How Does Technology Affect Skill Demand? Technical Changes and
Capital-Skill Complementarity in the 21st Century
Yifan Gong
Advisor: Professor Mario Solis-Garcia
Macalester College, Department of Economics

because they favor skilled workers who are suitable to
adopt new technologies over unskilled ones. However, some
recent studies find evidence against the complementary
relationship between technologies and skilled labor. Beaudry
et al. (2013), using data from the Outgoing Rotation Group
Current Population Survey Supplements for the years 19792011, document a decline in the demand for cognitive tasks
and highly-educated workers from 2000 to 2010. Is this
reversion temporary, or does it signify a change in the skillbiased nature of technological changes?
This paper answers the two questions above with a dataset
covering the years 1975 to 2015. The rest of the paper is
organized as follows: Section II reviews studies relevant to
this subject. Section III explains economic of the capital
and labor market. Section IV describes empirical models
estimated in the paper. Section V presents data and summary
statistics. Section VI summarizes empirical results. Section
VII concludes and points out areas for future studies.

Abstract— This paper attempts to examine technology’s
impact on the labor market through the lens of skilled labor.
Technical changes in the late 20th century are skill-biased in
nature, because they are found to complement with skilled
labor who are adept at adopting new technologies. However,
recent studies document a lower demand for high-skilled labor
in the 21st century, compared with the late 20th century. Are
technologies starting to substitute for human skills instead of
complementing them? Drawing on the wage share data from
1975 to 2015 for 18 sectors in the United States, I find strong
and robust evidence of complementary relationships between
technical changes and demand for skilled labor. Furthermore,
my results suggest that technologies have become more skilledbiased, not less, in the 21st century.

I. I NTRODUCTION
This paper aims to shed light on the the relationship between technological changes, capital and skill demand in the
21st century. It attempts to explore how recent technological
changes affect the demand for skilled labor, and how that
relationship varies over time and across industries.
The concern over new technologies destroying jobs is not
a new one. Numerous scholars have expressed concerns
over the impact of recent technological changes on the
labor market. In his 2014 book The Second Machine Age,
Brynjolfsson argues that while the Industrial Revolution,
or First Machine Age, is all about power systems to augment human muscle, in the Second Machine Age we are
beginning to automate a lot more cognitive tasks, a lot
more of the control systems that determine what to use
that power for. According to Brynjolfsson, computerized
machines nowadays are so smart and powerful that they
will start substituting for skilled human labor rather than
complementing it.
Along these lines, Karabarbounis and Neiman (2013)
study labor market data in 59 countries from 1975 to 2012
and observe downward trends in the labor share for 42 of
them. These findings lead to a widespread concern that the
relationship between capital and skill is changing in the 21st
century, as machines start replacing human labor at the top
of the skill distribution. Do recent technological changes
challenge the capital-skill complementarity assumption?
There is also empirical evidence revealing a lower demand
for skilled labor within the last decade. Economists frequently characterize information and communication technologies (ICT) in the 21st century as skill-biased in nature

II. L ITERATURE R EVIEW
A. A Capital-Skill Complementarity
The role of skill and education in a production function
was tested first by Griliches almost 40 years ago (Griliches
1969). Drawing on post-World War II data from U.S.
manufacturing sectors, Griliches finds a positive relationship
between capital employment and skill demand. He formalizes this phenomenon as capital-skill complementarity, a hypothesis stating that physical capital is more complementary
to skilled labor than to unskilled labor. Fallon and Layard
(1975) confirm this hypothesis with data at both aggregate
and sectoral levels.
However, capital and skilled labor have not always been
complements. Studies drawing on data from the late 19th
century reveal evidence to the opposite. Cain and Paterson
(1986) examine the U.S. manufacturing sector from 1850 to
1919 and find that physical capital complements with raw
materials and substitutes for skilled labor. In the same vein,
James and Skinner (1985) divide manufacturing sectors in
the 1850s into skilled and less skilled sectors. They find
strong complementary relationship in the skilled sector but
relative substitutability in the remaining sectors.
Summing up, while post-World War II data reveals a
complementary relationship between capital and skill, in the
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late 19th century capital is found to substitute for skilled
labor at industry levels.

On the other hand, countries in the Asia-Pacific region are
less influenced by the diffusion of skill-biased technologies.
Berman et al. (2003) study the manufacturing sector in
India during the 1980s. They find that India does not show
significant growth in the demand for skilled labor that is
common to other high-income countries. They also find
that increased capital investment can explain very little
of the increased wage share of skilled labor in Indian
manufacturing sectors.
Summing up, countries outside the United States show
inconclusive evidence regarding SBTC. Despite a rich body
of literature on this topic, there remain few studies on the
effect of ICT and capital on the skill demand in the U.S. after
2000. The next section describes a theoretical framework
that can be used to test the capital-skill and technology-skill
complementarity hypotheses in the 21st century.

B. Skill-Biased Technical Change (SBTC)
1) Evidence for the United States: After capital-skill substitutability in the 19th century and capital-skill complementarity in the mid 20th century, the late 20th century is known
as a period with growing demand for skilled labor (i.e., skill
upgrading). Most studies attribute the accelerated skilled
upgrading in the late 20th century to skilled-biased technical
change (SBTC). SBTC, also known as the technology-skill
complementarity, is a shift in the production technology that
favors skilled over unskilled labor by increasing its relative
productivity and, therefore, its relative demand (Violante
2008). Unlike the capital-skill complementarity hypothesis,
the technology-skill hypothesis supports the complementarity between new capital (e.g., technology-embodied capital)
and skilled labor.
The paper of Berman et al. (1994) is among the first
studies that examines SBTC empirically. Relying on data
drawn from the Annual Survey of Manufactures (ASM) in
the 1980s, Berman et al. identify an increasing share of
skilled labor in total employment within the 450 industries
in U.S. manufacturing. Through an econometric analysis that
relates the shift in favor of skilled workers to productionlabor-saving technical change, they confirm the SBTC hypothesis. They attribute the increasing wage share of skilled
labor in American manufacturing in the 1980s to the level
of investment in R&D and computers.
Autor et al. (1998) extend Berman et al.’s study by adding
more sectors over a longer period. They link educational
wage-bill share data with computer utilization records from
the Current Population Survey for years 1960 to 1990. They
find a positive relationship between growth in computer
usage and skill upgrading for 47 U.S. private industry sectors
starting in the 1970s. Although the strong correlation is by
no means a causal relationship, their findings are valuable
in pointing out that the skill upgrading in the U.S. has been
concentrated in the most computer-intensive sectors.
2) International Evidence: Empirical studies outside the
United States reveal mixed findings. On the one hand,
studies of OECD countries strengthen the SBTC hypothesis. Machin and Reenen (1998) study the changing wage
share and employment in seven OECD countries (United
States, Denmark, France, Germany, Japan, Sweden, and the
United Kingdom). All countries show a shift in relative
labor demand in favor of skilled labor and significant
complementarity of capital with new technology. In the
same vein, Michaels et al. (2010) update the model by
categorizing labor into low, middle, and high educated
workers. Using a panel dataset covering the U.S., Japan, and
nine European countries from 1980-2004, they find strong
correlation between the growth in ICT and the growth in the
demand for the most educated workers. They conclude that
technological changes since the 1980s can account for up
to 25% of the growth in the demand for college-educated
workers.

III. T HEORY
At the industry level, the shift away from unskilled to
skilled labor can happen between and within industries. In
the former case, trade and immigration are likely to cause labor to shift away from less-educated and import-competing
sectors. In the latter case, skill-biased technological changes
could reduce the demand for unskilled labor and increase
the demand for skilled labor within an industry. To explore
factors that might explain within-industry changes in the
skilled labor’s employment share, I start from a firm’s cost
function. Following the practice of Berman et al. (1994)
and Autor et al. (1998), I assume heterogeneity of labor
by categorizing it into skilled and unskilled labor groups.
I also assume that the firm’s capital input is quasi-fixed. 1
Therefore, the firm’s variable cost function is
(1)

CV (Ws , Wu , K, Q)

where Ws and Wu are the wage rates of skilled and unskilled
labor, K stands for quasi-fixed capital, and Q represents real
output.
Drawing on Berman et al. (1994), Machin and Van
Reenan (1998), and Meschi et al. (2008), a translog functional form 2 of the variable cost implies
X
ln(CV ) = ↵0 +
i ln(Wi )
i=s,u
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X X
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where the parameters denote the effect of factor prices of
factor prices, output, and the capital stock over total variable
cost. Following Shephard’s lemma, the cost-minimizing
demand for an input can be derived by differentiating the
1 Quasi-fixed

capital assumes the capital to be fixed in the short-run.
translog functional form provides a second-order approximation to a
Cobb-Douglas production function and does not impose any restriction on
the substitutability of various inputs.
2A
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cost function with respect to the factor price. Therefore, the
share equation for skilled labor can be derived as
Sti =

0+

1

ln(

Wsti
)+
Wuti

2

ln(

Kti
)+
Qti

3

available to proxy for an industry’s technology stock. I
adjust the variable (IP Pti ) by output and take the log
transformation for a consistent specification on the righthand side of the equation, giving the final equation:

ln Qti + ✏ti (3)

IP Pti
)+✏ti +Di
Qti
(6)
Table 1 summarizes estimates of 3 in two relevant studies.
Despite the disparity in measurements of capital or selections of industries, both papers document positive estimates
of 3 in the U.S. from 1960 to 1980. Both findings indicate
the complementary relationship between capital and skilled
labor and the presence of skill-biased technological change.
Using a similar framework, this paper reexamines the value
of 3 in 18 U.S. industries from 1975 to 2015.

where t indexes year, i indexes industry, and ✏ti is the error
term.
In equation (3), the sign of 1 depends on whether the
elasticity of substitution between skilled and unskilled labor
is larger than 1. Estimates of 2 indicate the relationship
between capital and skilled labor: capital and skill are complementary inputs if 2 ¿0 and substitutes if 2 ¡0. Estimates
of 3 show the relationship between growth in output and
the wage share of skilled labor.
To account for the impact of technologies, I augment
equation (3) by including a new variable T ECHti to
represent technology-embodied capital stock in industry i
and year t. The new equation becomes
Sti =

0

+

1

ln(

Wsti
)+
Wuti

2

Kti
) + 3 ln Qti
Qti
+ 4 T ECHti + ✏ti

ln(

Sti =

0+ 1

ln(

Kti
)+
Qti

2

ln Qti +

Table 1: Estimates of

3

3

ln(

in Relevant Studies

(4)

where estimates of 4 denote the relationship between technologies and skill demand. The SBTC hypothesis suggests
the sign of 4 to be positive.
IV. E MPIRICAL M ODELS

V. DATA AND S UMMARY S TATISTICS

In empirically estimating the skilled labor’s wage share,
Wsti
the wage share variable W
is frequently removed from the
uti
model because it is likely to be highly endogenous (Machin
and Reenen 1998). Assuming (i) complete mobility of employees across industries and (ii) that wage differentials are
fully absorbed by industry dummy variables, I include fixed
effects to capture any unobserved heterogeneity between
industry that is time-invariant (Di ). Equation (4) becomes
Sti =

0

+

1

ln(

Kti
)+
Qti

2

ln Qti +

3 T ECHti

The data used in this paper comes from two sources.
The first is the Current Population Survey March samples
from 1975 to 2015. It contains information on annual wage
income, weeks worked, and usual hours worked per week, as
well as demographical information regarding age, education
level, sex, and race for the nearly 8 million individuals
surveyed. Following common practice in the field, I limit the
dataset to employees within age range 16-64 and who are
working full time throughout the year (i.e., working for more
than 35 hours per week and more than 40 weeks per year).
The second data source is the BEA, which provides 2-digit
industry level data on (1) real output, (2) stock of private
intellectual property products, and (3) stock of equipment
and structures.

(5)

+✏ti + Di
Most studies in the early 1990s proxy the stock of technology by the ratio of employees using computers at work.
Of course, this is hardly a good measure of technologies
in the 21st century due to the variety of electronic devices
employed in the work place. Later studies frequently use
investment in research and development (R&D) instead.
However, R&D is recorded separately from software purchases and is not the best variable to measure the technology
stock either. In this paper, I choose to use the stock of
intellectual property products from the Bureau of Economic
Analysis (BEA) that is comprised of R&D, software, and
originals work to get a more complete account of firm’s
technology stock. Admittedly, this is not the most accurate
measure of technology because it contains the stock of
entertainment, literary, and artistic originals at the industry
level. However, because R&D and software data is not
available for industries of interest separately, the stock
of intellectual property products is the best measurement

A. Crosswalk between CPS and BEA
In this paper, I consider 18 private sectors that are mapped
between the CPS and the BEA. The ind1990 variable in the
CPS provides a set of industry codes from 1968 forward that
are consistent with the North American Industry Classification System (NAICS) used in the BEA datasets. (Refer to
the Appendix for the exact crosswalk between two sources.)
B. Wage Share
I categorize employees as either skilled or unskilled based
on their education background. The education background
indicates an individual’s level of expertise and is a good
proxy for the skill level. Those who have obtained a
bachelor’s or more advanced degree (master’s, professional
school, doctorate degrees, etc.) are categorized as skilled
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labor.3 The remaining employees are classified as unskilled
labor, whose education levels range from no degree to high
school diploma and associate’s degree. The wage share
variable is then derived as the ratio between the sum of
the skilled labor’s wage income and total wage income.
Table 2 displays the skilled labor group’s average wage share
in 10-year intervals for the industries under analysis. The
average share grows from 19% in 1975-85 to 39% in 200515, an upward trend that is well-documented.4 Disparities
remain in the changes of wage share for different sectors.
For sectors such as finance and chemical products the wage
share ratio is always high (around 40%). Sectors such as
electrical products and paper products experience the largest
percentage growth, the ratio of which grows from 28% to
62% and from 10% to 45%, respectively. The ratio remains
low for sectors such as wood and and plastics product across
decades.

share of wage bill on indicators of changes in physical
capital, intellectual property products, and real output.
Model 1 includes only time dummies for time periods
1985-1995, 1995-2005, and 2005-2015. Coefficients have
positive signs, which indicate a continued growth of skilled
labor share of wage bill through the early 21st century.
Model 2 estimates the share equation (6) and shows a
significant and positive relationship between skill demand
and capital stock. According to the model estimates, a
one percent increase in physical capital will lead to a
0.11% increase in skilled labor wage share, and one percent
increase in technology-embodied capital will lead to a
0.02% increase. The positive coefficients support the skillcapital and skill-technology complementarity hypotheses.
Incidentally, the three independent variables can collectively
explain more than 60% of the variations in skill demand.
Model 3 in enhances equation (6) by interacting the intellectual property products stock with time dummy variables.
Compared with the base period 1975-1985, technological
changes appear to be progressively skill biased in the 1990s
and afterwards. The interaction term has a positive sign for
all three periods and is largest in 2005-2015. This upward
trend indicates a stronger relationship between technological
changes and demand for skilled labor in the 21st century.
In model 4, I interact physical capital with time dummy
variables, and the interaction terms have positive though
insignificant coefficient estimates. The evidence suggests
capital-skill complementarity across all periods, and no
significant changes in the complementary relationship in the
21st century.
Summing up, through econometric analysis I find continuously growing demand for skilled labor in the past four
decades. The wage share of skilled labor is significantly
and positively correlated with the stock of physical capital
and intellectual property products, supporting the capitalskill and technology-skill hypotheses. The complementary
relationship between technology stocks and capital exhibits
an upward trend in the four periods studied.

Table 2: High Education Wage Share

C. Explanatory Variables
To proxy for technological change, I use the stock of
intellectual property products from the BEA. It is the best
measure of technology stock available at the industry level,
as explained in Section IV. The output-adjusted sum of
equipment and structure stocks is used to proxy for physical
capital. Real output is calculated as nominal output divided
by the price level, as documented in the BEA dataset. A
statistical summary of all variables used in the paper is
reported in the Appendix.

B. Robustness Checks
Table 4 reports tests of robustness to alternative measures
of demand for skilled labor. I use the employment share
of skilled labor to proxy for skill demand, based on the
assumption that wage differentials across industries can be
controlled by the fixed-effects estimator. Model 2 again
returns positive coefficient estimates. Similar to my results
from Table 3, models 3 estimates the interaction terms to be
positive, and model 4 estimates them to be positive though
insignificant. Therefore, the technology-skill complementarity, capital-skill complementarity, and a trend towards a
stronger complementarity relationship between technologies
and skilled labor are statistically significant and robust.

VI. E MPIRICAL R ESULTS
A. Benchmark Model
Table 3 reports a set of fixed-effects regressions covering
the four time periods 1975-1985, 1985-1995, 1995-2005,
and 2005-2015. It estimates the change in the skilled labor

C. Industry-level Evidence

3 Would different definitions of skilled labor change my estimation
results? In this paper I follow the practice of Berman et al. (1994) and
Autor et al. (1998) to group college graduates and beyond as skilled labor.
4 The upward trend is also documented by Berman et al. (1994) and
Goldin and Katz (1996).

I next examine how the complementary relationships between skill and capital vary across industries. I create industry dummy variables for all sectors and interact them with
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Table 3: Changes in the Skilled Labor’s Wage Share

Table 4: Changes in the Skilled Labor’s Employment Share

Note: T-statistics in parentheses (z-statistics for random effects model).
***Significant at 0.01 level. **Significant at 0.05 level. *Significant at 0.1
level.

Note: T-statistics in parentheses (z-statistics for random effects model).
***Significant at 0.01 level. **Significant at 0.05 level. *Significant at 0.1
level.

the technology stock and physical capital stock separately.
Model 1 in Table 5 presents estimates of the coefficient on
the stock of intellectual property products. The coefficient
estimates are highest among electrical products manufacturing, motor vehicles manufacturing and machinery manufacturing. These three sectors are also the ones that invest most
intensively on technologies.5 Model 2 includes interaction
terms with physical capital: the coefficient estimates are the
largest among the same three sectors. On the other hand,
retail and transportation industries have negative though
insignificant coefficient estimates, suggesting capital-skill
substitutability. This finding indicates that the skill-biased
technology changes and capital-skill complementarity are
most obvious in capital-intensive sectors, whereas sectors
that hold low stock of physical capital exhibit potential
capital-skill substitutability.
Summing up, disparities remain in the relationships between capital and skill in different sectors. On one hand,
capital-intensive sectors (e.g., electric products manufacturing) show strong evidence in favor of SBTC and capitalskill complementarity. On the other hand, sectors that hold
low stock of physical capital (e.g., transportation) exhibit
potential capital-skill substitutability.

analyzed. The complementary relationship is becoming
stronger across decades and is strongest in the 21st century.
Contrary to some claims that suggest the possibility of smart
machines replacing high-skilled labor, my econometric analysis of the wage share ratio over last 40 years indicates
a continued trend for technological changes to favor, and
complement with skilled labor. Disparities remain in the
magnitude of the capitals effect on skilled labors wage share
for different industries. When examining the coefficients
separately for each sector, all of them exhibit technologyskill complementarity and most of them exhibit capitalskill complementarity. The complementary relationship is
strongest for capital-intensive sectors such as electrical
products manufacturing, motor vehicles manufacturing, and
machinery manufacturing. On the other hand, less capitalintensive sectors such as retail and transportation suggest
capital-skill substitutability.
However, the positive and significant covariance between
capital and technology stock wage share is rather mechanical
than causal. My finding reveals that whatever factors that
cause industry-level technology and capital stock to increase
in the past 40 years also lead to an increase in the skill
labors wage share. The models are subject to potential
endogenous bias as it is possible that increased supply, rather
than demand, of highly skilled labor motivates companies
to invest more in technology-embodied capital. For future
studies instrumental variables uncorrelated with the wage
share ratio (such as government spending on R&D) could

VII. C ONCLUSION
My results show robust evidence of capital-skill and
technology-skill complementarities across the 18 sectors
5 See

the Appendix for a plot of the technology intensity across industries.
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Table 5: Changes in the Skilled Labor’s Wage Share, by
Industries

of occupational task inputs from 1960 to 1998. They find a
consistent increase in the demand for non-routine cognitive
tasks (e.g., consulting, marketing, engineering), and nonroutine manual tasks (e.g., driving cabs, cleaning buildings),
and a decrease in routine cognitive and manual tasks (e.g.,
clerical and bookkeeping jobs). They argue that the information and communication technologies function through
predefined rules and algorithms, and therefore substitute programmable routine tasks and complements non-routine tasks
that are beyond present programming capacities. Because
occupational datasets are not available for years after 2005,
the framework can not be tested over a longer horizon. In
the future, it remains of interest to examine the effect of
new technologies on task composition and skill demand.
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be used to correct the endogeneity bias.
Another potential area for future studies is to redefine
skilled labor not based on education levels but on occupational tasks performed at work. Autor et al. (2003)
introduce a new methodology for analyzing changes in the
skill demands: instead of using average educational levels
of workers as a proxy for skill demands, they draw a distinction between skills and tasks, and argue that advances in
technologies first change the labor division between workers
and machines, then task composition, and finally the demand
for different skills. Using data on task requirements from the
Dictionary of Occupational Titles (DOT) and the Census and
Current Population Survey, the authors form a panel dataset
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A PPENDIX
A. Crosswalk between the CPS and the BEA
The table below demonstrates how I map industries between the CPS and the BEA datasets. The CPS dataset uses a
three-digit coding system to store industry information in the ind1990 variable. The BEA uses North American Industry
Classification System (NAICS) and aggregates industry information to the two-digit level.

B. Summary Statistics
The table below is a statistical summary of the variables employed in the paper.

11

C. Technology Intensity

The figure above plots the log of the output adjusted intellectual property product stocks for each industry. The most
technology-intensive industries are chemical products manufacturing, electrical products manufacturing, motor vehicles
manufacturing and machinery manufacturing. The least intensive ones are wood manufacturing, retail and transportation.

D. Capital Intensity

The figure above plots the log of the output adjusted physical capital stocks for each industry. The most capital-intensive
industries are finance, retail and transportation industries. The least intensive ones are furniture and apparel sectors.

12

E. Aggregate Wage Share and Employment Share

The two figures above plot two different measures of the independent variables used in the paper: the wage share and the
employment share ratio. From 1975 to 2015, skilled labor is progressively taking up a larger percent share of total wage
bill and employment.
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Has Indonesia’s Growth Between 2007-2014 Been Pro-Poor? Evidence
from the Indonesia Family Life Survey
Ariza Atifan Gusti
Advisor: Dr. Paul Glewwe
University of Minnesota, Department of Economics
household consumption that compares the mean of per capita
expenditures of a given quintile of the population in two
different years. The second method compares, for a given
quintile, the same households’ mean per capita expenditures
both in the first and second year, regardless of the quintiles
those households are placed in the second year.
This article utilizes two of the most recent iterations
of the Indonesia Family Life Survey (IFLS): the IFLS4,
which was conducted in 2007 and the IFLS5, which was
conducted in 2014. Since household surveys datasets are
utilized, the main concern with the analysis is the presence of
substantial measurement error in household survey datasets,
which would cause serious bias in the results. Thus, a large
part of this study involves trying to correct for measurement
error to minimize the resulting bias. This is achieved by using
instrumental variables and simulating the joint distribution of
expenditure levels at two points in time.
This paper proceeds as follow. Section 2 presents a literature review of current theories of pro-poor growth. Section
3 reviews the quantitative methodology underpinning this
study, with a strong focus on how to correct for measurement error. Section 4 presents the results of the analyses
conducted. Section 5 concludes.

Abstract— A country’s economic growth is said to help the
poor and eradicate poverty if it is pro-poor, in that its impacts
are broad-based, and benefit the poor in absolute terms. This
research seeks to explore whether Indonesia’s sustained growth
between 2007-2014 were pro-poor by examining a panel data of
household survey results given by the Indonesian Family Life
Survey. Furthermore, since measurement errors are plentiful
especially in household survey datasets, appropriate measures
will be taken to minimize the possible bias.

I. I NTRODUCTION
There is no denying that the growth of an economy
can lead to reductions in poverty, especially in developing
nations. The Department for International Development of
the UK strongly advocates economic growth for developing
countries, stating that it is the most potent tool in reducing
poverty and enhancing the quality of life in those countries
(DFID, 2008). However, the extent to which economic
growth can help the poor and eradicate poverty depends on
how broad-based the growth is. One recent notion to describe
growth that boosts the poor’s income and possible outcomes,
is pro-poor growth. An economy’s growth is said to be propoor if and only if there are benefits reaped by the poor in
absolute terms, as indicated by an appropriate measure of
poverty (Ravallion and Chen, 2003).
How pro-poor a country’s economic growth has been
is an increasingly popular topic for economists and other
academics alike. This study will contribute to the literature
surrounding pro-poor growth by investigating whether Indonesia’s recent economic growth has been pro-poor. Over
the last 15 years, Indonesia has experienced sustained economic growth. The average annual GDP per capita growth
rate is 5.4%, leading to its inclusion as the only South-East
Asian country in the G20 (World Bank, 2016). However, this
rapid growth has not been enjoyed by households at all levels
of income. Inequality in Indonesia has been rising rapidly,
as indicated by an increase in the Gini coefficient from 0.31
points in 2000 to 0.43 in 2013 (ADB, 2015). Consumption
is also very unevenly distributed, with the richest 10% now
consuming as much as the poorest 54% (World Bank, 2016).
This study tries to capture the extent to which this economic growth is pro-poor by drawing upon Glewwe and
Dang (2011), who analyzed Vietnam’s economic growth in
the 1990s. Following their approach, this study employs two
methods to examine whether Indonesia’s growth has been
pro-poor. The first method is a cross-sectional analysis of

II. L ITERATURE R EVIEW
The notion of economic growth reducing poverty was first
developed in the 1950s and 1960s, with the introduction
of the trickle-down development concept. The trickle-down
effect revolved around the idea that the benefits of economic
growth vertically flow from rich to poor (Kakwani and
Pernia, 2000). However, by turn of the century, this idea
was widely contested as growth that consistently favors the
rich which would instead result in a persistent increase in
inequality between rich and poor (ADB 1999,6).
As a result, the concept of pro-poor growth has since
gained in popularity among economists. However, although
pro-poor growth has been an increasingly popular topic of
discussion, there is not yet a widely-accepted definition of
pro-poor growth nor a framework to determine whether an
economy’s growth is pro-poor. Ravallion and Chen (2003)
deem pro-poor growth to be when the poor reap benefits of
growth in absolute terms. This absolute benefit results in an
absolute decrease in the level of poverty. However, many
view this definition as too loose since it pertains solely to
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the poverty rate and ignores the socioeconomic gap between
income groups.
Considering the distribution of growth between the poor
and non-poor, Kakwani and Pernia (2000) define pro-poor
growth as inclusive economic growth that provides, proportionally, more benefit to the poor than to the rich. They
also argue that pro-poor growth is achieved by intentionally
favoring the poor over the rich. Similarly, Grosse et al. (2008)
state that growth is said to be pro-poor in the strongest sense
when the poor’s income growth rates are strictly higher than
the non-poor’s, which results in a decrease in inequality.

a result, the number of households interviewed grew from
7,224 households in 1993 to 16,204 households in 2014.
The IFLS provides information on individuals, their families, households, communities, and health and educational
facilities. In assessing whether economic growth has a substantial impact on household welfare, the two most important
variables to analyze are income and consumption. In this
study, I have decided to use consumption/expenditure as the
main variable of interest since data on consumption are likely
to be more accurate than income data. A possible reason for
the inaccuracies of income data is that respondents, hoping
for additional financial support from the government, tend
to report lower incomes. Furthermore, with tendencies to
smooth consumption over time, expenditure data are also
likely to be less volatile than income and therefore possess
a stronger link with households’ overall welfare (Deaton,
1997). This study employs a pre-existing consumption variable constructed by the IFLS, which aggregates all food
consumption (including self-produced food), and almost all
kinds of non-food consumption, including utilities, education, and rent.

III. M ETHODOLOGY
As mentioned above, this study follows the approach of
Glewwe and Dang (2011) to analyze whether Indonesia’s
growth has been pro-poor. This approach incorporates two independent analytical frameworks. The first involves a crosssectional analysis of the mean per capita expenditure of each
quintile in the first year with the mean per capita expenditure
of households in that same quintile in the second year. In
contrast, the second takes advantage of the availability of
panel data, and compares the mean per capita expenditure
of the same households in each quintile over time regardless
of which quintile the households are in for the second year.
In both frameworks, sample households were divided into
five quintiles in the first year according to their real per
capita expenditure. Therefore, the first quintile represents
the poorest 20% of the population while the fifth quintile
represents the richest 20% of the population. If we assume
that there is income mobility in that some households move
to different quintiles between the two periods, then we expect
the second method to generally produce results with higher
growth rates for the poorest quintile than the first method.
Both methods produce useful interpretations of pro-poor
growth. The first method is beneficial in that it shows the
distribution of income in a country across quintiles and
reflects the changes in inequality over time. On the other
hand, the second approach reveals the degree of mobility for
the poor to move into higher quintiles and therefore reflects
the extent to which the growth of an economy can reduce
inequality and eradicate poverty.

One issue with longitudinal household survey data is
that it is difficult to keep constant the unit of observation
(household) across time since household members are likely
to move out or new members could move in. However,
the fact that the IFLS keeps track of the split-offs of the
original households allows one to keep the households as
similar as possible across time. This is done by adding the
split-off household members in 2014 back to their original
households in 2007. To check for robustness of the overall
results, this study will conduct two separate analyses, one
that doesn’t add the split-off members back and one that
does (See Appendix).
A larger problem with household surveys is that they are
very likely to measure income and expenditure with error,
which can result in serious biases, especially for panel data
analysis. Unlike the resulting bias caused by measurement
error in the cross-sectional analysis, which is likely to be
small, bias arising in the panel data analysis is likely to
be very large and can significantly affect results (Glewwe,
2007). The reason for this is that measurement error tends to
put households in the wrong quintiles, and since households
are followed over time, this skews the analysis. For example,
in the first year a household might report expenditure lower
than the true value and is therefore included in a lower
quintile than what it should have been. If the household
reports a value closer to its true value in the second year
and is included in the higher quintile, the analysis would
suggest upward mobility for the household. However, this is
a misleading since the household has always been in that
higher quintile and there has been no upward mobility. As a
result, it is vital to account for measurement error to produce
results with minimal bias. The next section discusses how
this study minimizes such bias.

A. Data and Estimation Issues
The data utilized in this study were obtained from the
Indonesia Family Life Survey, an ongoing longitudinal socioeconomic and health survey of a sample of households
representative of about 83% of the Indonesian population.
Dating back to the first version in 1993, four more iterations
of the IFLS have been implemented, with the most recent
completed in 2014. This study uses IFLS 4 and IFLS 5,
conducted in 2007 and 2014, respectively. Every wave of the
survey targets the original households/respondents initially
interviewed in IFLS 1, along with their split-offs. Split-off
members are those family members who have moved from
the original household, as identified in the previous waves
of survey, and are therefore counted in a new household. As
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B. Correcting for Measurement Error

Assume that the relationship between the true values of
expenditure in 2014 and 2007 is determined by the following
equation:
ln(y2⇤ ) = ↵2⇤ + 2⇤ ln(y1⇤ ) + u2
(3)

Correcting for measurement error bias is extremely difficult. To attain an unbiased result free of measurement error,
an ideal scenario would be to have the joint distribution
of the true expenditure values in both years whereas the
only data available are the joint distribution of the observed
values, which are reported with error. Given this situation,
this paper attempts to account for measurement error by
making inferences on the density, mean and variances of
the true values and simulating a joint distribution of the true
values of per capita expenditures in 2007 and 2014. Using
this simulated distribution, it then calculates quintile-specific
growth rates and compares them with the actual growth rates
obtained from the observed data.
To make inferences on the density of the true values
requires some derivations, which are explained in detail
this section. Assume that the relationship between the true
values of expenditure in 2007 and the observed values of
expenditure in 2007 is given by the following equation:
y1 = y1⇤ ✏y1 ) ln(y1 ) = ln(y1⇤ ) + ln(ey1 )

In this equation, ↵2⇤ and 2⇤ indicate a simple linear
relationship between the true values of expenditure in 2014
and 2007, while u2 is a residual with a mean of zero.
If one observed the true values of expenditures in 2007,
Ordinary Least Squares (OLS) regression can be used to
obtain unbiased estimates of both ↵2⇤ and 2⇤ However, since
y1⇤ is measured with error, its observed value is correlated
(endogenous) with the residual term, u2 , and thus OLS
estimates of ↵2⇤ and 2⇤ will be biased and inconsistent.
To rectify this, one can use instrumental variables to run
a 2SLS regression, which provides us with consistent estimates of ↵2⇤ and 2⇤ . The difficulty is in finding suitable
instrumental variables which, by definition, are variables that
are correlated with the independent variable, in this case y1⇤ ,
and uncorrelated with u2 . A similar equation to equation
(3) could also be formed by switching the independent and
dependent variables, as shown in equation (4):

(1)

In the above equation,
indicates the true values of
expenditure in 2007, y1indicates the observed values of
expenditure in 2007 while ey1 is the random measurement
error. With the assumption that ln(ey1 ) is symmetrically
distributed and has a mean of 0, we can infer that the
medians of ln(ey1 ) is also zero and median of ey1 is one.
As can be observed from the model above, a multiplicative
random measurement error framework is used instead of
an additive one. The reason for this is that an additive
measurement error could potentially generate unreasonable
negative values of expenditure when there is a large negative
measurement error. Furthermore, an additive measurement
error also suggests that error is unrelated to household expenditure whereas a multiplicative measurement error implies
that error is proportional to expenditure values, which is
found to be more likely.
One can also form a similar equation, presented in equation (2) that shows the relationship between true values of
expenditure in 2014 and the observed values of expenditure
in 2014. The analogous equation is as follows:
y1⇤

y2 = y2⇤ ✏y2 ) ln(y2 ) = ln(y2⇤ ) + ln(ey2 )

ln(y1⇤ ) = ↵1⇤ +

⇤
1

ln(y2⇤ ) + u1

(4)

As with equation (3), this equation displays the relationship, indicated by ↵1⇤ and 1⇤ , between the true values
of expenditure in 2007 and 2014. In the equation above,
u1 denotes the residual term, has a mean of zero, and is
uncorrelated with y2⇤ . Since the true value of expenditure
in 2014 is not observed, one can once again run a 2SLS
regression and make use of instrumental variables to obtain
consistent estimates of ↵1⇤ and 1⇤ .
As previously mentioned, this study attempts to correct for
measurement error by simulating a joint distribution of the
true expenditure values in 2007 and 2014. The simulation of
the joint distribution will be done using either equation (3) or
equation (4). Which equation we choose to adopt depends
on which equation exhibits a more linear relationship. To
check for linearity, one can regress both equations using
their observed values while adding a squared term of the
independent variable as an additional exogenous variable. To
check for the linearity of equation (3), one can add ln(y1⇤ )2 to
the regression equation. The relationship is said to be linear if
the squared term of the regression produces an insignificant
coefficient. Therefore, this study adopts the equation that
produces a more insignificant quadratic term. After running
both regressions, we find equation (3) better approximated
by a linear regression when analyzing the panel data without
adding back the split-offs. We find equation (10) is more
appropriate when analyzing the panel data with adding back
the split-offs.
To simulate the joint distribution using either equation, it is
necessary to obtain estimates of the relevant components in
each equation. So, if one were to simulate using equation
(3), estimates of ↵2⇤ , 2⇤ , V ar(u2 ) and V ar[ln(y1⇤ )] are
required. Furthermore, in addition to the assumption of a
linear relationship between true expenditure values in both

(2)

In equation (2), y2 denotes the observed expenditure values
in 2014, y2⇤ denotes the true expenditure values in 2014 while
ey2 denotes the random measurement error in the model. Like
in equation (1), ln(ey2 ) is also assumed to be symmetrically
distributed with a mean of 0. Thus, ln(ey2 ) has a median of
zero and ey2 has a median of 1. A key assumption is that
the random measurement errors, ey1 and ey2 , are both classic
random measurement error. This means not only that they are
uncorrelated with each other, but they are also uncorrelated
with y1⇤ and y2⇤ .
With the assumptions of how measurement error relates to
the observed and true values firmly established, one can now
proceed to the framework to simulate the joint distributions.
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years, several other assumptions must be made. Two key
assumptions that pertain to the classical linear model are
exogeneity, i.e. E[u2 |y1⇤ ] = 0, and homoscedasticity of
errors, i.e. E[u22 |y1⇤ ] is constant. Another necessary assumption is that expenditure in both years follows a log-normal
distribution. This implies that ln(y1⇤ ) , ln(y2⇤ ) and u2 are
normally distributed. To test this assumption, one can plot
a kernel density of the observed expenditures in both years
and compare it to a normal distribution with the same mean
and variance. Figures 1 and 2 displays the density plots
for observed expenditure in 2007 and 2014 respectively.
Although they do not perfectly follow a normal distribution,
this fit is still close. Therefore, it is not unreasonable to claim
that the expenditures follow a log-normal distribution.

the level of income in the other time period after conditioning
on current income.
The constants of the regressions, ↵1⇤ and ↵2⇤ , can be
estimated using the equations (4) and (3) respectively, by
using properties of expectations. Using equation (4) to solve
for ↵1⇤ and taking expectation of equation (4) yields
↵1⇤ = E[ln(y1⇤ )]
↵1⇤

=

⇤
⇤
1 E[ln(y2 )]

E[ln(y1⇤ )]

E(u1 )

⇤
⇤
1 E[ln(y2 )]

(5)
(6)

Equation (6) makes use of the fact that E[ln(✏y1 )] = 0
and E(u1 ) = 0. As a result, an unbiased estimate of ↵1⇤ can
be obtained using equation (6), where 1⇤ is estimated using
2SLS regression. The same procedure is used to acquire
an estimate of ↵2⇤ . Another component that needs to be
estimated is V ar(u2 ), which could be obtained by taking
the variance of equation (3). Taking the variance of equation
(3) yields us the following equation.

Figure 1: Density Plot of log expenditure in 2007

V ar(u2 ) = V ar[ln(y2⇤ )]

(

⇤ 2
2) V

ar[ln(y1⇤ )]

(7)

Observing equation (7), it is clear that one needs to find
estimates of V ar[ln(y1⇤ )] and V ar[ln(y2⇤ )]. This can be done
by the following equation, which is a standard equation for
the OLS estimates if a regression is run for equation (3)
using the observed values.

2

=

Cov[ln(y1⇤ ), ln(y2⇤ )]
Cov[ln(y1 ), ln(y2 )]
=
V ar[ln(y1 )]
V ar[ln(y1 )]

(8)

Equation (8) follows from the fact that adding uncorrelated
random measurement errors to each variable does not change
the covariance between the two variables. Furthermore, if
one were to run an OLS regression using the true values,
one would get the following equation

Figure 2: Density Plot of log expenditure in 2014

⇤
2

=

Cov[ln(y1⇤ ), ln(y2⇤ )]
V ar[ln(y1 )]

(9)

Taking the ratio of equation (8) and equation (9), provides
an estimate of the variance of ln(y1⇤ ).
⇤
2

=

2

V ar[ln(y1⇤ )] =

V ar[ln(y1 )]
V ar[ln(y1⇤ )]
2
⇤V
2

(10)
(11)

ar[ln(y1 )]

To obtain an estimate of V ar[ln(y2⇤ )], assume proportional
measurement error, whereby the contribution of measurement
error to V ar[ln(y1 )] is proportionally the same as the contribution of measurement error to V ar[ln(y2 )]. Using this
assumption provides following derivations.

As previously shown, 1⇤ and 2⇤ can be obtained by
running a 2SLS regression using instrumental variables. In
this study, BMI (body mass index), constructed from the
surveys height and weight variables, is used as instrumental
variable. It is not unreasonable to choose BMI as an instrument because it satisfies the two criterions of instruments.
First, BMI is likely to be correlated with current expenditure
levels since people who consume more food are likely to
be heavier therefore households with heavier members are
likely to have higher expenditure values. On the other hand,
an individuals current BMI is unlikely to be correlated with

V ar[ln(y2 )]
V ar[ln(y1 )]
=
=
⇤
V ar[ln(y2 )]
V ar[ln(y1⇤ )]
V ar[ln(y2⇤ )] =

2
⇤V
2

ar[ln(y2 )]

⇤
2

(12)

2

(13)

With all of the necessary components derived, these components can then be plugged into either equation (3) or (4) to
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Table 2. A Summary of Growth Rates According to Quintiles
Using the Cross Section Method

simulate the joint distribution between the true expenditure
values in 2007 and 2014. The following table summarizes
how to obtain estimates for the necessary components of
equation (3).
Table 1: A Summary of How to Obtain the Estimates of the
Components to Simulate Equation (3)
Estimate
↵2⇤
⇤
2

E[ln(y1⇤ )]
V ar(u2 )

Equation
⇤
⇤
= E[ln(y2⇤ )]
2 E[ln(y1 )]
2SLS Regression using IV
E[ln(y1 )]
V ar[ln(y2⇤ )] ( 2⇤ )2 V ar[ln(y1⇤ )]

V ar[ln(y1⇤ )]

2
⇤
2

V ar[ln(y1 )]

ar[ln(y2⇤ )]

2
⇤
2

V ar[ln(y2 )]

V

Whether one would classify these growth rates as propoor depends on the definition one is willing to use. If propoor growth were defined using the definition of Ravallion
and Chen (2003), Indonesia’s growth would be classified as
pro-poor since the poor (indicated by the first quintile) have
fared better in absolute terms and thus poverty has declined.
However, using the definition of pro-poor growth provided
by Kakwani and Pernia (2000), the fact that the poorest
quintile does not experience the highest growth among the
five quintiles suggests that Indonesia’s economic growth
between 2007 and 2014 has not been pro-poor. This supports
the proposition that inequality in Indonesia has risen over the
seven years, evident in the noted increase in Gini coefficient.

IV. R ESULTS
To determine whether Indonesia’s economic growth between 2007 and 2014 has been pro-poor, this section applies the two analytical approaches discussed above to the
Indonesia Family Life Survey. The results shown first are
for the cross-sectional analysis. Then, results are presented
for the panel data analysis. The panel data results first show
growth rates from an analysis that does not include the splitoff household members. A similar analysis that includes the
split-off household members is included in the Appendix.
Lastly, we present growth rate results from a simulation of
the joint distribution of true expenditure values.
A. Cross-Sectional Analysis

B. Panel Data Analysis without Correcting for Measurement
Error

Table 2 shows the growth rates in expenditure between
2007 and 2014 by quintiles using the cross-sectional method
discussed in Section 3. In this analysis, the unit of observation is the household and the consumption expenditure values
are expressed in real terms according to 2014 price levels.
The fourth column in Table 2 contains the overall growth
rate over seven years while the last column is the average
annual growth rate.
From the last row of Table 2, we see that the average real
per capita expenditure increased from Rp. 735,276 in 2007
to Rp. 1,009,687 in 2014, which amounts to a 4.63% average
growth rate per annum. This is in line with Indonesia’s
overall real GDP growth rate reported by the National
Accounts, which was estimated to be around 5%. Looking
at the results by quintiles, the first quintile experienced the
lowest overall growth rate over seven years, with mean per
capita expenditure rising from Rp. 247,689 in 2007 to Rp.
335,571 in 2014. This amounts to an annual growth rate of
4.43%. Compared with the other 4 quintiles, one can see
that the poorest 20% experienced the lowest growth rate.
The third quintile has the highest growth rate, with mean
per capita expenditure rising from Rp. 542,975 in 2007 to
Rp. 756,134 in 2014, which equals an overall growth rate of
39.26% or 4.84% annually.

Table 3 presents the growth rates in per capita expenditure
between 2007 and 2014 across quintiles using the panel data
method, which compares the same households over time. The
data analyzed were constructed by using only the households
who were found and interviewed in both years, and without
adding back household members who have moved away
from the original household (split-off members). Once again,
the unit of observation is the household and per capita
expenditure figures are expressed in real terms using 2014
prices.
Table 3 shows that the mean of per capita expenditure
increases from Rp. 788,929 in 2007 to Rp. 1,091,589 in
2014, amounting to an average growth rate of 4.75% per year.
This is slightly higher than the overall growth rate reported
in Table 2, which was 4.63%.
The next section of Table 3 shows the growth rates of
per capita expenditure when households are being followed
based on their per capita expenditure in 2007. Clearly,
growth rates of per capita expenditure when households are
ranked based on 2007 per capita expenditure are dramatically
different to the growth rates obtained from the cross-section
analysis. Unlike the cross-sectional analysis, which suggests
that the poor fared the worst among the other quintiles,
the panel data analysis shows that the poor experienced the
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highest growth rate. The poorest quintile experienced an
average growth rate of 11.85% per year, with expenditure
increasing from Rp. 245,110 in 2007 to Rp. 536,909 in
2014. Furthermore, another major difference with the crosssectional analysis is that growth rates of expenditure seem
to be decreasing as one moves to higher quintiles. For
example, the richest 20% experienced the lowest growth,
and had a negative average annual growth rate of -0.08%.
In terms of pro-poor growth classification, Table 3 suggests
that Indonesia’s growth between 2007 and 2014 has been
pro-poor according to the requirements of both Ravallion
and Chen (2003) and Kakwani and Pernia (2000). There are

where the first quintile for 2014 includes only households
that are found in the first quintile in 2014. Furthermore, an
increase in expenditure in absolute terms for households in
the poorer quintile will contribute to a larger growth rate
than an increase in expenditure in absolute terms of the same
magnitude experienced by a richer quintile. Another possible
reason that can explain this difference in growth rates in
Table 3, and one that will be the subject of the next section,
is measurement error. As explained in Section 3, household
survey datasets often measure income and expenditure with
error, and this is likely to cause bias in the analysis. This
bias problem is particularly severe for panel data analysis
that follows the same households over time, as we did above.

Table 3. A Summary of Growth Rates According to Quintiles
Using the Panel Data Method Without Adding Back Splitoff
Household Members

C. Simulation Correcting for Measurement Error
Table 4 presents simulated growth rates that have been
corrected for measurement error using equation (3) as discussed in Section 3. The annual growth rate for the overall
population, 4.33%, is nearly equivalent to previously computed overall growth rates presented in Tables 2 and 3.
This suggests, as predicted, that measurement error causes
little or no bias when taking the mean of all households.
Measurement error also does not cause substantial bias when
taking the mean of households across quintiles (without
following the same households over time) as corroborated
in the last five rows of Table 4. The last five rows of Table 4
show a cross-sectional analysis using panel data in which one
takes the mean of per capita expenditure in 2014 calculated
according to 2014 quintiles. As one can see, the growth rates
across quintiles is very similar to the growth rates presented
in Table 2 and thus indicate that measurement error does not
have a large effect on these cross-sectional analyses.
Table 4. A Summary of Simulated Growth Rates Using
Equation (3)

several reasons why Table 3’s results, which were obtained
from a panel data analysis is markedly different from Table
2’s results, which were obtained from a cross-sectional
analysis. The first reason is that the households included in
the panel data analysis are not representative of the sample of
the entire population, which was used in the cross-sectional
analysis. This is possible since in the construction of the
panel dataset for Table 3 used only those households that
were found in both 2007 and 2014. However, the last 5 rows
of Table 3, which present a cross-sectional version of panel
data in which the mean of per capita expenditures of 2014
was defined according to 2014 quintiles, show results similar
to those of Table 2. The similarity of these two analyses
suggests that panel attrition does not explain the differences
between the growth rates in Tables 2 and 3.
Furthermore, the result that poorer quintiles fare better
than the richer quintiles is expected assuming that there is
upward mobility. With upward mobility, some households
that were found to be in the first quintile in 2007 may end up
in the second quintile in 2014 and thus contribute to a larger
growth rate. This differs from a cross-sectional analysis,

On the other hand, the top five rows of Table 4, which
show the simulated growth rates of expenditure using panel
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data analysis, differ greatly from the corresponding results
from Tables 2 and 3. This implies that measurement error
causes serious bias when one computes growth rates by
following the same households over time. Comparing Table
3 and 4, one can see that measurement error, which was
not accounted for in Table 3, overestimates growth rates for
all quintiles except the fifth quintile and results in a wider
dispersion of growth rates in Table 3. According to Table 4,
the poorest quintile experienced an annual growth rate of per
capita expenditure of 10.67%, more than 1 percentage point
lower than the growth rate reported in Table 3. Similar overestimations of growth rates also occur with the second, third
and fourth quintiles which were overestimated by 1.8, 1.2
and 0.30 percentage points respectively. Another interesting
observation from Table 4 is that the poorest 20% performed
better than the other quintiles and in fact, experienced a
growth rate of nearly 10 times higher than that of the top
20%. This suggests that Indonesia’s growth between 2007
and 2014 has been pro-poor and contradicts the previous
notion that inequality in Indonesia has been rising. However,
it is unlikely that the poorest 20% did indeed perform 10
times better than the top 20%, suggesting that there is still
measurement error that has not yet been corrected and that
the methodology from Section 3 may only partially correct
this persistent problem with panel data analysis.

also that the pattern of income distribution and inequality
between 2007 and 2014 has not changed. This analysis did
not correct for measurement error since studies have shown
that the resulting bias of cross-sectional analysis is likely
small.
On the other hand, findings from the panel data analysis
show that Indonesia’s growth between 2007 and 2014 has
been pro-poor. In particular, analyses using both observed
values and simulated growth rates indicate that the poorest 20% experienced a higher growth than the other four
quintiles. This implies that Indonesia’s growth is likely
to be accompanied by upward mobility between quintiles.
Furthermore, simulation of growth rates, which correct for
measurement error, demonstrates how large the bias that
measurement error can cause in panel data analyses. Findings
from the simulated growth rates show that measurement
error leads to overestimating of growth rates, and widens
the dispersion of growth rates among quintiles.
Although useful in providing a picture of how propoor Indonesia’s growth has been, the question of propoor growth in Indonesia can certainly not be answered
by this paper alone. Further research must be conducted
to better understand what pro-poor growth entails and how
to measure whether an economy’s growth has been propoor. Furthermore, since measurement errors are plentiful
in household survey data, which are required to conduct the
second methodology, more studies should also be dedicated
in trying to better correct for measurement error.

V. C ONCLUSION
This study was conducted with the intention to contribute
to the pro-poor growth literature that has been gaining popularity recently. This study focuses on Indonesia’s economic
growth between 2007 and 2014, which has been impressively
high but may have adverse effects by widening inequality between the poor and the rich. To fully grasp whether economic
growth in Indonesia has been pro-poor, this study follows
the approach of Glewwe and Dang (2011), who examined
whether Vietnam’s growth in the 1990s was pro-poor. This
study uses two analytical approaches to determine whether
Indonesia’s growth has been pro-poor. The first, which is
useful in giving a picture of the distribution of income, compares the mean of per capita expenditure per given quintile
in both 2007 and 2014. The second method, which utilizes
a panel data of households, follows the same households
over time and compares their per capita expenditures over
time. An important aspect of this research involves dealing
with measurement error, which is plentiful in household
surveys, and causes serious biases when analyzing panel
data. To correct for measurement error, this paper simulates
a joint distribution of the true expenditure values in 2007
and 2014 by making inferences on the joint density, mean
and variances of the variables.
The results of our two analyses produce two varying
conclusions. Findings from the cross-sectional analysis show
that growth rates across quintiles are very similar, with the
poorest quintile experiencing a somewhat lower growth rate.
This suggests not only that Indonesia’s growth has not been
pro-poor (using Kakwani and Pernia’s (2000) definition), but
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Table 5. A Summary of Growth Rates According to
Quintiles Using the Panel Data Method Using Dataset
in which Splitoff Members are Added Back

VII. A PPENDIX

21

Table 6. A Summary of Simulated Growth Rates using
Equation (3) Using Dataset in which Splitoff Members
are Added Back to Original Household

22

Place and its Role in Venture Capital Funding
Luke Heine
Harvard College, Department of Sociology and Computer Science

Finding ways to nurture the culture of entrepreneurs, and
the capital that feeds them, must be the top priority of
states (Henry Chen a, et al. 2009). The National Association
of Seed and Venture Funds estimated that state venture
capital funds in 2008 totaled $2.3 billion; meanwhile, an
increasing share of the approximately $50 billion that states
spend on industrial incentive areas is going to venture-backed
firms (Henry Chen a, et al. 2009). Therefore, geographically
studying venture capital is necessary and timely.
The theory behind incentivizing venture capital investment, virtuous cycle theory,’ argues that easier funding for
companies will result in additional organizations basing
themselves in a specific area, resulting in more opportunity,
and the attraction of a highly-educated workforce (Dahl and
Sorenson 2010, Henry Chen a, et al. 2009, Khorsheed and
Al-Fawzan 2014).
Historically, however, areas outside their contemporary
virtuous cycles but able to connect with those existing have
been most successful, showing greater geographic complexity than that presented solely by virtuous cycle theory (Engel
and del-Palacio 2011, Hambrecht 1984).
For example, only a round of funding secured from New
York based Fairchild Camera and Instruments by Arthur
Rock, a financial analyst at the Wall Street investment
firm of Hayden Stone Arthur, for Robert Noyce, a defector
from Shockley Laboratories would set Santa Clara Valley–
far outside the then current establishment–down the road to
becoming Silicon Valley (Silicon).
Additionally, in the 1970’s Dan Tolkowsky, a retired Israeli
military officer, joined Discount Investment and flew to
Silicon Valley to interest the young U.S. venture capital
industry to invest in Israel, attracting some of the initial
Silicon Valley investments in Israeli companies (Engel and
del-Palacio 2011). Though outside the funding centers of its
time, now Israel ranks third in number of companies listed
on NASDAQ and has twice the venture capital investments
as the whole of Europe (Engel and del-Palacio 2011).
Place matters, but clearly–when examining the historically
detached nodes of Israel and Silicon Valley–it may matter
less than ties to place and capital, providing hope and a path
forward to new tech areas without strong VC bases (Engel
and del-Palacio 2011). Research validates. In a study of
over 3,132 investment decisions, personal ties from investor
to company were found to be more important in terms of
whether to invest than the prestige of other participating firms
in the round, with both direct and indirect connections having
impact on venture capital decisions (Wuebker et al 2015).

Abstract— How are city demographics correlated with the
amount of venture capital they receive? The paper uses a
unique dataset of 58,000 venture deals from 2000 2014
from the CrunchBase dataset and census data from the same
period. Place and the Role of Venture Capital asserts venture
capital’s spatial dependency and uses statistical software to find
a strong positive correlation between the amount of venture
capital funding and foreign, international, male professionals
within a city, the gendering of venture capital, and the negative
correlation of unskilled, foreign labor with funding.
As venture capital travels along social ties, the paper suggests
that foreign, international, and male professionals’ positive
correlation may be due to these members having a wider and
more diverse social network, allowing the ability to conjure
funds. Moreover, the demographic may be a synonym for
Sassen’s International Class, allowing the study to dovetail with
a broader set of research. Finally, the paper also provides a
mechanism to classify cities based off their venture capital activity. The implications of this study are a better understanding
of the trends correlated with venture capital, a classification
system for cities, and a possible caveat to ’virtuous cycle’ theory.
A supplement to the paper and to visualize implications for
cities, we also created this d3 visualization visualizing the
geographic positioning and relationships of those 58,000 deals,
providing communicable and interactive research.

I. L ITERATURE R EVIEW
From Athens to Florence to Silicon Valley, humanity
has always associated innovation with geography. Innovative
places are, by definition, regions where humans innovate.
Vicinity to research universities, cultural disposition towards
risk, and access to capital are all factors impacting an area’s
inventiveness and ability to create (Florida 1996, Hambrecht
1984).
A cornerstone of entrepreneurship, modern venture capital
arose from investment firms formerly specializing in railroads and traditional machines with the first firm specializing
in investment into Boston’s textile industry (Florida 1996,
Hambrecht 1984). Once a profession where men had a
difficulty describing to their wives what they did,’ venture
capitalism now underscores the success of three of the
world’s five most valuable companies as firms have restructured their need for upfront capital in hopes of rapid scaling
(Florida 1996, Green and McNaughton 1987, Hambrecht
1984).
With the perceived impact of venture capital on innovation rising, cities and governments are increasingly crafting
economic policies to capture venture capital funding for their
own regions or fund their own. A 2001 National Governors
Association report stated Venture capital is critical to growing the new businesses that will drive the new economy’.
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The amount of investment dramatically impacts a city’s
funding structure, with a one standard deviation increase in
the number of venture capital offices in an area associated
with an increase of venture capital investments in that
area of 49.7% (Henry Chen a, et al. 2009). But getting
the right investment matters. Perhaps more important than
the monetary infusion foreign investment brings, high-status
investors bestow legitimacy that produces future investments
because they are believed to be capable evaluators that
affiliate only with promising organizations (Petkova et al.
2016). Therefore, foreign investment can legitimize behavior
which is then imitated by those with local power and capital,
meaning that investments in smaller, newer cities outside
funding centers can have dramatic, cascading effects (Henry
Chen a, et al. 2009, Petkova et al. 2016). Even in the case of
early Silicon Valley, a New York investment started a wave of
domestic activity directly contrasting other funding centers
at the time. In the words of an active venture capitalist of
the time:
Looking back, I am still amazed at how easy it was to
raise money to start Hambrecht & Quist. My partner and I
decided to start our firm one evening in San Diego. We wrote
a brief four-page business plan on the plane. The next day, we
visited four prominent San Francisco families that afternoon
and by that evening we had raised a million dollars. I couldn’t
imagine doing that in New York, Boston, or Philadelphia.
I know that my cousin, a Philadelphia banker, wouldn’t
have made the loan. But here in California, our investors
are only one generation removed from the risk takers who
had created the capital in the first place. Their willingness
to take risks has its cultural roots in the pioneer traditions
of this state...As a result, in 1981, California venture funds
raised nearly three times the amount of capital raised by
those of any other state, and accounted for over one-third of
the capital raised nationwide. California also accounted for
36% of the new venture financings during 1981, over half of
which were located in Santa Clara County alone. (Hambrecht
1984). As shown in Santa Clara Valley, previous investment
into Fairchild Instruments by a high-power actor not only
infused capital but loosened capital from domestic investors
who then may make riskier choices, showing that where
funding comes from matters and meaning that proportional
domestic spending may offer a proxy to gauge a region’s
VC stage (Silicon). And as tastes change for those with
access to capital, we may be on the cusp of a venture
capital revolution. Increasingly transnational and globalized,
those that have the power to invest are an increasingly
cosmopolitan class, less bounded by place than ever before,
presenting a huge opportunity for newer, less well-known
innovation regions (Sassen 2000). With an increased willingness to inhabit and invest in places fluidly, increasingly
cosmopolitan investors open opportunities for new cities
enabled by heightened globalization and telecommunication
to acquire capital outside their conventional centers (Sassen
2000). Most encouraging for newer cities, coupled with the
elite’s changing tastes, research states that geographically
diverse investments also produce the highest investment re-

turns when compared to domestic investments in established
centers (Henry Chen a, et al. 2009).
Encompassing more than half the 1,000 venture capital
firms listed in Pratt’s Guide to Private Equity and Venture
Capital, the venture capital firms located in Boston, NYC,
and SF outperform those in other cities, but–importantly–
not from their domestic, local investments but by their
investments in different regions (Henry Chen a, et al. 2009).
Though perhaps counter intuitively, why geographically diverse firms outperform VC’s that invest in only local, bluechip, virtuous cycle portfolios’ is thought to be due to a
higher barrier of entry, resulting in an extra layer of quality
control and skepticism before investment (Henry Chen a, et
al. 2009). And as firms continue to seek areas with larger
returns, being a new innovation region outside current centers
may not be a disadvantage but a huge opportunity.
Further necessitating the consideration of domestic investment in funding regions, predictably diminishing returns
on investments occur as more venture capital flows to a
specific area past a certain point (Henry Chen a, et al.
2009). Therefore, an opportunity for newer innovation centers seeking capital, older innovation centers look outside
established centers to invest, captured in a lower domestic
VC investment percentage (Henry Chen a, et al. 2009).
Therefore, the percentage of domestic investment may also
indicate a center’s maturity by its investors’ actions in
investing elsewhere (Henry Chen a, et al. 2009).
II. DATA
To test the international class’s impact and inspect funding
centers’ nature, this paper uses data from CrunchBase.com
and the 2010-2014 American Community Survey. Sourced
from a foremost venture capital database, the CrunchBase
dataset has 500,000 companies and 86,000 investor rounds
reported. Extracted via a public API on March 4th, 2014, the
Crunchbase data set contains all the information preceding
the pull date with the study investigating 86,000 instances
of funding rounds and their information including Investor
Location, the investor’s geographic location upon time of investment; Round Amount, the amount of money transmitted
between investor firm and capital; and Company Location,
the region where a company is headquartered.
Allowing us to better understand the impact of ties to place
in global venture capital, the impact of legitimization, and
whether an area is financially saturated, examining not just
funding amount but the origin of funding and asserting the
role of foreign and domestic origin offers a more granular
consideration of place’s impact. By considering place, the
data also allows the assertion of the percentage of funding
companies receive from the city they are based in along
with the amount of investment by domestic firms, useful for
regions as they seek funding and for understanding ties’ role
in an ever expanding venture capital field.
The second data set is sourced from the 2010-2014
American Community Survey via Social Explorer on April
9th, grouped by Metropolitan Statistical Area for the top
48 domestic VC metropolitan areas as identified by the
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CrunchBase aggregated dataset and contains all available
ACS statistics on demographics, socio-economic standings,
gender, and residents’ birth country for a given area.

foreign-born-population metrics on total investment, therefore, provides a way to proxy the international class’s hypothesized positive impact on total and domestic investment.
Sassen also notes rising inequality with internationalization,
writing that when cities become more internationalized, they
attract both a transnational professional workforce, and poor,
mostly migrant workers. As the two foreign classes Sassen
describes have disparate capital and means, a detectable split
should exist in foreign residents’ impact on regional funding,
meriting the use of an interaction variable. And as more
individuals immigrate with dramatically different capital to a
region, the Gini coefficient should increase and be positively
correlated with total funding. Sassen additionally highlights
wealth and class. Possessing disproportionate affluence, the
ACS’s percentage of those earning over $200,000 in a region
and the percentage of professionals in a region provides
another means to proxy the international class and its impact
on cities by linearly modeling against total investment.

A. Data Treatment
Treating the CrunchBase data for use involved subsetting
the Investor Location, Round Amount, and Company Location entries from the complete data set and converting all
string entries for those columns to lower case, stripping any
non-alphanumeric characters from the entries and trimming
any trailing spaces. After the automated data conditioning,
I then corrected near string matches to equalities to allow
value summing by equivalent values–for example, manually
converting singapur’ to singapore’ in the data sheet. Due
to the scraping method, the CrunchBase data erroneously
duplicated the investment round’s total aggregate dollar value
for each individual investor’s round contribution. To correct, I
grouped data for where investment dates, unique company id,
and investment series were equal, selected the first inputted
individual round amount–which correctly identifies the total
not individual round investment–counted the duplicate number, and then replaced the individual investor amounts by the
total amount raised divided by the duplicate amount.
After correcting the individual investment amounts, I
coded for when investment place and investment location
equaled each other–indicating an investment by a firm in its
own city–then aggregated total investments by region string
name to find an area’s total investment. I then repeated the
process for only domestically coded instances to find the total
amount of domestic investment. To find the domestic invested
percentage, I divided the area’s total domestic aggregated
investmentsummed by the method describedby the region’s
total investment. To find the percentage of domestically
raised funds, I substituted raised funds for invested and
repeated the process.
In order to test Sassen’s proposed international class’s
impact and better understand how cities attract investment,
I then merged the top 48 US VC metropolitans’ total
investment, total domestic investment, and the percentage of
domestic investment with the respective ACS data to create
a new data set including ACS and CrunchBase data. Partly
due to the San Francisco Bay Region, the aggregated total
funding values behave exponentially, justifying a logarithmic transformation on the response variable before linear
modeling. Transforming total invested dollars by log10, the
regional total funding data displays less skew and behaves
more normally.

C. Data Analysis
1) Impact of Gini: Statistically testing Sassen’s proxies,
linearly regressing the regional Gini coefficient in a least
squares model as a predictor for total funding displays the
Gini coefficient being correlated with near positive significance in predicting a city’s total funding with a p-value above
.05. The variable has limited descriptive power, though,
with only 9.367 log10 dollars in total funding describing a
perfectly equal to unequal transition. Though displaying the
positive significance in line with Sassen’s theory, the Gini
coefficient by itself is marginally descriptive.
2) Impact of Foreign Born: Validating Sassen, a city’s
foreign-born population is positively correlated with a city’s
total funding though lacking descriptive power as a perfectly domestic to international population change displays a
marginal 5.23 log10 dollar increase, showing an only foreignborn model’s limitations. Capturing the Gini coefficient’s
descriptive power, adding the foreign-born percentage to the
model causes the Gini coefficient to lose near significance.
1

3) Impact of Wealth: Indicating personal wealth’s positive
effect, regressing a region’s percentage of individuals earning
more than $200,000 as an independent variable along with
the foreign-born percentage to predict total funding shows
that the wealth variable has a strong, statistical positive
relationship with a city’s total raised funding amount. A
10% increase in a region’s population making over $200,000
is correlated with a $5.50 increase in log10 funding or
the same impact that moving from a completely domestic
to foreign-born city offers. Due to its descriptive power,
when incorporating the wealth percentage the foreign-bornpercentage variable moves from high significance to near

B. Data Methods
Testing Sassen’s international class’s impact and the roles
of ties on a region’s total VC funding is possible by
regressing the traits she ascribes to the class on the now
log-transformed data set and inspecting their impact. By
namesake, she attributes rising internationality with the class,
writing that not only the transmigration of capital...takes
place in this global grid but people. Regressing the ACS’s

1 Using foreign population to approximate the international class has some
limitations as it excludes the American international class, a disproportionately large international class subsection due to disproportionately high
affluence. Using the percentage of internationally born citizens, however,
still has justification, while not a complete encapsulation of the class, as it
directly relates to Sassen’s definition.
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significance with much of the descriptive power of the
percentage of foreign born being captured in the percentage
of those earning over $200,000.
4) Gendering of Venture Capital: When regressing the
male percentage of professionals from all backgrounds in a
region as defined by the ACS versus total investment, there is
a slight significant relationship between the percentage and
total funding, illustrating male professionalization’s importance. When regressing the percentage of female professionals to total funding, however, the model has no significance,
showcasing an outcome differing by gender.
5) Impact of Foreign Born Professional and Unprofessional labor: To assert the impact of foreign-born professionals I introduced a variable interacting a region’s male
professionals and foreign-born to test Sassen’s international
class. When used to predict total funding, the interaction
variable displays a strong positive correlation with vastly
more descriptive power than either the foreign born or professional percentage alone. Directly inline with the Sassen’s
theory, a 10% interaction variable increase is correlated with
a $52.3 log10 increase in funding, illustrating the powerful
correlations that the professional, international class has on a
city’s funding. The foreign born variable when not interacted
with professionals additionally displays a significant negative
coefficient, illustrating Sassen’s writing on immigrant differences and capturing the human capital split in immigrants.
Variables

Estimate

Standard Error

% foreign

-12.0025*

(4.8422)

% male professional

-15.8173’

(7.8716)

% foreign*% male professional

169.069***

(47.1770)

Constant

9.6866***

(.7984)

percentage variable remaining significant. Comparing the
wealth-foreign interaction variable with the female-foreign
and male-foreign interaction variables, high collinearity and
shared variance exists between the three, underscoring the
variables’ similarities and descriptive nature.
Not just a means to an end, though, the foreign-born
and male professional model provides a more useful model
for predicting total funding as it provides a theoretical
mechanism for how cities become wealthy while offering
a similar MSE, R-squared value, and a more stable q-q
plot than the wealth-foreign interaction. The female foreignborn professional percentage, on the other hand, performs
worse than the professional, foreign-born percentage in terms
of q-q fit and predicting total funding, again showing the
gendering of capital and variation between male and female
professionals. While having wealth and being professional
and foreign born are highly correlated, the foreign-born
professional interaction variable offers higher value to cities
as it provides a means by which cities acquire wealth.
7) Comparing Wealth and Foreign-born, Professionals’s
Impact: Expanding past the wealthy international demographic, comparing the foreign-born, male, professional percentage regression with the percentage of those earning
$200,000 from all backgrounds when regressed on total
funding, the foreign-born-professional interaction variable
has only marginally higher MSE and lower adjusted rsquared values while the male international-professional q-q
plot displays similar fitting qualities and absorbs outliers.
Both having validity, the foreign-born, male interaction variable explains similar variance with the percentage of those
earning $200,000 from all backgrounds. Demonstrating the
international class’s significance and forwarding a mechanism past just an area’s immediate wealth, the percentage
of male foreign-born professionals provides an equally or
more descriptive model than the female-professional interaction model, the interaction between the percentage of those
making over $200,000 and foreign-born, and the percentage
of those earning over $200,000 from all backgrounds, indicating both venture capital’s gendering and international
professionalization’s nuanced significance in a city’s ability
to raise capital.

’ p < 0.1, * p < 0.05, ** p < 0.01, *** p < 0.001

6) Impact of Foreign-born Females and Professionals vs.
Male: Repeating the interaction steps with female professionals, despite having little descriptive value alone, the
female professional interaction variable has stronger significance with total funding than the male professional
interaction variable as indicated by the p-value, with a
10% increase resulting in a $29.9 log10 increase. As with
the male, the foreign-percentage variable by itself displays
the negative correlation predicted by Sassen’s human capital split. Significant in predicting a region’s total funding
when interacted with foreign-born, the female professional
interaction variable demonstrates the unique relationship
between internationality and professionalization as proposed
by Sassen.
Internationalization and professionalization have significance, but comparing the model’s descriptive quality with a
place’s wealth–a critical component in virtuous cycle–means
comparing the foreign-born male professional interaction
variable with a region’s percentage of those earning over
$200,000 and foreign born. The foreign-born and wealth
interaction variable displays strong statistical significance
for predicting total funding with the un-interacted wealth

III. A NALYSIS I MPLICATIONS
Displaying the international class’s impact, foreign-born,
male, professionals provide a reasonable predictor for total
funding possibly through wider, international social networks, important for funding as noted by Wuebker. Showing
the disproportionate effect the wealthy have on attracting
investment, the median income of a city has little impact on
overall funding. And as professionalization involves building
ties to wealth and management, their social networks would
hold high power for cities andas shown by the modelparticularly when globalized. Individuals earning ACS professional
status may also better describe traits that contribute to
funding companies than the wide range of how one can
earn more than $200,000. Another possibility, the foreign
professionals living in the United States may also comprise
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the data.

2

IV. P ROPOSING A N EW M ETHOD TO C LASSIFY C ITIES ’
ROLE IN V ENTURE C APITAL
A refinement of virtuous circle, and as detailed by Wuebker, the ability to receive funding depends on ties as well
as place. How cities attract these connections and their
significance widely varies, and as some ties have as much
significance as immediate domestic wealth on the ability to
raise funds, it merits creating a city classification system that
expands past virtuous cycles strictly wealth-based focus and
that includes funding origins. Summing investment instances
coded for domestic regionwhen a firm invests in their own
cityand dividing by the total amount invested by the region’s
firms yields the percentage of domestic investment from
VC’s. By repeating the process for the funding raised by
companies, summing the amount of domestically 3 coded
instance by regionthe investments raised from domestic fundersand dividing by the total amount of money raised by the
region yields the domestic percentage of raised money. For
clarity, the two percentages, though seemingly similar, measure completely different scenarios. For example, a region
with a small VC scene may heavily invest in their own city,
making one percentage high, but that funding may account
for only a small percentage of the total money that companies
raise in the city. Dividing cities into four groups by a 25%
domestic investment cutoff and a 25% domestically raised
cutoff results in four uniquely different city charactersselfsustaining centers, tech hubs, spatially mismatched centers,
and financial center. See table in appendix and visualization.
A. Self Powered Cities
Self-powered centersBoston and San Franciscodisplay
high proportional amounts of investment from investors
based in the city along with high proportional amounts of
domestically raised funding by companies. Here, the high
percentage of domestic financial activity is indicative of
localized, geographic capital and also strong companies that
attract investment. In other words, self-powered cities have
both strong finance and tech presences that complement
one another. In addition, these cities are also some of the
world’s most diverse, providing local access to international
networks. 4 Exemplifying virtuous cycle theory, self-powered

an elite group of global professionals. In any case, the
interaction variable displays that a city’s ability to attract a
professional, male, and international class is correlated with
its ability to secure investment to a similarly high degree as
the percentage earning over $200,000 in a city.
So while a region’s immediate wealth is highly correlated with garnering investment so too is foreign professionalization independent of wealth. Instead of a virtuous
circle, where all activity takes place within an established
ecosystem, the significance of foreign-born professionals
suggests a virtuous lattice, where the ability to attract ties
to the international classand the ties that come with themhas
significance along with the nodes themselves, a concept
further solidified by city classification and when visualizing

2 Importantly, Sassen never mentions a particular educational pedigree
for the international class, and when running correlations between total
funding and the percentage of those receiving bachelor or doctorate degrees,
the coefficients are negligible for the dataset. In Adam Grant’s book
Originals, the Wharton professor notes that individuals will make riskier
decisions if their risk is minimized in other areas, a perspective repeated by
an interviewed Anthos Capital associate. The investor noted that whether
the firm’s invested founders had health care impacted their portfolio and
company outcomes. In this data set, however, the percentage of health care
coverage has low predictive power on total investment most likely due
to health care’s availability in sectors not traditionally funded by venture
capital.
3 Domestic in this paper refers to an interaction within the same city while
foreign refers to an interaction outside the city.
4 Cities that are conducive to immigration may also have political qualities
that are more favorable to fund raising and the International class.
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cities have companies attracting high foreign investment
along with high domestic investment. 5

D. Finance Centers
The fourth category represents financial centers, cities
that have high amounts of funding sourced by companies
from local investors but that accounts for only a small
percentage of a city’s total investment, meaning that these
cities primarily function as funding centers. In other words,
the city’s companies raise more than 25% of total funding
from within the city but the city’s venture capital firms invest
less than 25% of their portfolio domestically. Exemplified
by New York City, London, and Paris, these cosmopolitan
cities contain high international class amounts and seemingly
have more capital than startups, with most funding proportionately going to other cities. Though sharing many census
characteristics with self-sustaining cities, in financial centers
only a small portion of foreign investor money funnels into
the cities’ startupsperhaps also due to financial crowding
by domestic centers. In other words, financial centers are
VC first, startup center second. And as shown with historic
Silicon Valley and New York City, ties to these cities hold
much value for fledgling venture capital cities. 6

B. Tech Hubs
Exhibiting a more cosmopolitan nature than explained by
virtuous circle theory, the second class of cities represents
smaller, younger cities that lack a high domestic VC presence
compared to self-powered centers that disproportionately
receive funding from other cities. These cities, such as Austin
and Seattle, represent a class of cities where domestic VC’s
channel high amounts of investment into the region they
occupy but an amount only accounting for a small proportion
of the total received funding due to the high influx of foreign
capital. Methodologically, these cities’ investors invest over
25% of total investment domestically with the total domestic
amount of money raised by the city below 25%. As explained by Henry Chen et al, these cities possess desirable
businesses, accounting for the high inflow of capital, and
as with a young Silicon Valley and Israel, the high degrees
of foreign investment’s legitimization may also influence the
high level of domestic investment. Due to these cities’ high
reliance on foreign funding, ties to funding centers matter
greatly for these cities’ companies.

V. I MPLICATIONS
Considering the percentage of domestic funding invested
and raised provides a way to assess a city’s ties to others,
better describing city natures and opening the possibility to
assess cities beyond their immediate space but also their
actions. Showcasing the range of feasible funding structures
for cities through domestic activity also shows virtuous circle
theory’s limitations through the variety in which region’s acquire funding. Creating a city classification system provides
additional and transmissible insight for cities by moving
past the binary, one-sized virtuous cycle and is useful for
cities when considering strategic partnerships and symbiotic
relationships with other cities along with better governance
for their own. For example, in known finance cities city governance may transition slotted subsidies encouraging venture
capital to tech companies and universities.
Illuminating the significant effect foreign-born, male professionals have on a city’s total funding allows the opportunity to display the importance of ties to placenot just place itself. Instead of a solely wealth-based narrative, international,
male, professionals also have high importance in predicting
total funding, possibly through highly socially integrated
careers, as shown by Wuebker et al. Through social ties
having impact, by definition a city’s ability to raise capital is
in part relational, indicating a necessary addition to virtuous
circle theory: place matters, but so too, and sometimes more
importantly, does its ties to others. And by funding being
impacted by more than just a region’s ability to fund itself
liberates cities that do not currently have a high venture
capital concentration.

C. Spatially Mismatched
Exemplified by LA, Minneapolis, Shanghai, and Dallas’s
domestic activity, the third city type displays spatial mismatch between local VC and tech needs–either with VC
capabilities or interests being unable to match local companies’ needs or local companies being unable to match the VC
needs. Methodologically, cities exhibiting spatial mismatch
have less than 25% total domestic investment along with
sub 25% in total money raised domestically. In practice, this
may result from sub-tier local tech not fitting the portfolio
needs of highly-rated VC firms in primarily investor cities or
from nascent local VC firms being unable to fulfill the needs
of top-rated companies. As a result, firms invest elsewhere
along with companies drawing their funds from other means.
In these cities, ties and links to other cities, along with
attracting the International class, may hold most importance
due to regions’ heavy reliance on both non-domestic funding
and investment.
Geographic positioning to other cities may also cause
spatial mismatch as one city’s virtuous cycle may be a
vicious cycle for others, making it more difficult for other
regions to build critical mass as neighboring regions captures its funding. While economically efficient, allocation of
resources may not be desirable from the perspective of local
governments and other cities that seek local employment
growth (Henry Chen a, et al. 2009). Considering their spatial
relation to one another, SF Bay and Austin may have
detrimental impact on Sacramento and Dallas’s ability to start
their own centers.

6 Importantly, the classified city examples are sorted by total funding
and total money raised but classifications may vary based upon industry.
Minneapolis, MN is classified as spatially mismatched by total funding, as
an example, but is considered a self-sustaining city for biotech. In addition,
as enabled by the visualization, city types can also differ by year, thoughand
as shown by the visualizationthere’s high inertia in cities to do so.

5 While also relatively self-feeding, due to the strength of these cities, it
should also be noted that they also fund many other cities.
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VI. C ONCLUSION

R EFERENCES

Venture capital is more spatially fluid and dynamic than
described by a solely place-based narrative as shown through
establishing the international class’s significance and illustrating the variety of city structures, therefore meriting a
more flexible framework that includes ties to other places.
Further research should examine how cities transition from
one classification to another–as exemplified by historic Silicon Valley exhibiting high Tech Hub characteristics before becoming a self-sustaining powerhouse. Additionally,
Sassen’s argumentation opens an interesting opportunity to
track how residents move from one city to another, potentially illuminating a tightly interconnected human and financial marketplace, possibly showing how one can influence
the other. Further study should additionally delve deeper into
venture capital’s gendering and the theoretical and statistical
reasons why female professionalization has no significance
when regressed with total funding.
Providing cities and governments with a better model
of how venture capital acts and who can conjure funding,
including ties’ importance fosters greater understanding of
who funds innovation and from where. And as Sassen’s international class becomes increasingly cosmopolitan, a possible
renascence of venture capital could result as male, foreign,
professionals connect with more regions. In the 21st century,
place matters but by showing internationalities significance
and cities’ interdependence, so too does connection to place,
meriting varying city classifications, asserting that the male
international class has significance in determining a city’s
funding, and providing a flexible addition to the virtuous
circle paradigm.
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an average annual salary of $30,000 (United States Census
Bureau, 2010). More recent census data placed Todd County,
which is encompassed by the Rosebud Reservation, as the
second poorest county in the nation based on a poverty rate
of 47.4% (Release Highlights of 2014, 2015).
As difficult as the conditions on Native reservations are,
however, recent progress is giving strong reason for hope. After a century of policies ostensibly designed to benefit Native
Americans by forcefully assimilating them into the broader
US culture, the late 1900s showed a gradual transition toward
policies of self-determination, granting reservations and the
tribes that govern them more freedom to chart their own
economic futures. The results have far surpassed those of
past programs (Kalt et al., 2008). In the 1990s, policies of
self-determination were correlated with an income growth
on reservations three times that of the United States as a
whole (Begay, Cornell, Jorgenson, & Kalt, 2007). This trend
has largely continued, leading Joseph Kalt of the Harvard
Project on American Indian Development to say that for the
first time in a century, the United States seems to have found
a policy that works, and Indian nations are taking hold of
self-determination and making the most of it (Kalt et al.,
2008, p. 112).
While this general positive trend is now well established
in the literature, relatively little scholarly analysis has been
dedicated to the specific implementation of these policies
(King, 2007). Part of the problem is that Native Americans
have historically been a rather difficult ethnic group on
which to collect data for several reasons. First, a high
degree of intermarriage has blurred the lines between Native Americans and other ethnic groups, so that the same
individual might primarily identify with one of two separate
races depending on the circumstance. Second, there is a
great degree of cultural difference between Native tribes,
not unlike differences between Europeans who emigrated to
the United States. Third, Native Americans tend to spread
out widely across rural reservations and urban environments
rather than concentrate in certain areas (Ericksen, 1996).
Census data is often the only type available, which is
unfortunate. Not only does the census leave out important
details about tribes (U.S. Department of the Interior, 2014),
but the Census Bureau has historically misrepresented Native
American tribes through undercounting (Goodluck & White
Hat, 2011). This lack of information limits the ability of
policymakers to evaluate the effects of self-determination

Abstract— Native American reservations are marked by
poverty rates that remain persistently above national averages
through generations, but a recent shift in policy toward greater
tribal control over previously federal and state-operated programs shows great promise in improving the situation. This
report seeks to better understand the economic impact of such
self-governance policy, first by examining the marginal effect
of having a tribe administer its own Temporary Assistance for
Needy Families (TANF) program, and second by examining
results from 75 household surveys that I conducted on the
Rosebud Sioux Reservation. I find that the implementation of a
TANF program by a reservation government produced a fivepercentage-point drop in the poverty rate above and beyond
any reduction in poverty that occurred in state-run programs
on Native reservations. Further, within tribal TANF programs,
there seem to be community gains associated with both geographical proximity and administrative proximity, that is,
having decisions made by a single local reservation government
as opposed to a consortium of reservation governments. The
survey shows similarly positive effects associated with proximity
and gives some reason to suggest that local programs would be
preferred to federal programs. Finally, I end the report with a
brief look at the Rosebud Reservation’s preferences for future
economic development programs as revealed in the survey.

I. I NTRODUCTION
Present economic conditions on Native American reservations are concerning and leave much to be hoped for, but
there is good reason to have hope. Concerning, because the
2010 Census revealed that an estimated 23% of Native American families were below the poverty line (U.S. Department
of the Interior, 2014), and this poverty has brought with it a
host of other problems. Among major ethnic groups, Native
Americans have the highest rates of depression, anxiety,
and behavioral problems requiring treatment or counseling,
and they are also the most likely to report difficulty in
receiving specialty care (Flores, 2013). They are victims of
violent crime at double the rate of an average US citizen
(Perry, 2004; Sarche & Spicer, 2008), and in 2000, one of
every four suspects in federally prosecuted violent crime
cases examined by government attorneys hailed from Native
reservations (Perry, 2004).
Particularly impoverished are reservations in South
Dakota, which has the highest rate of Native American
poverty in the nation. This report will place special emphasis on one South Dakota reservation called Rosebud.
2010 Census data reveal that the Rosebud Sioux Tribe
faced unemployment rates of 50.8% (U.S. Department of
the Interior, 2014) and that those who were working received

31

policies. In the case of employment programs like Native
Employment Works (NEW), for example, official unemployment rates can underestimate the problem by as much as 75
percentage points by only counting those who are actively
seeking work as being unemployed. Similar data shortfalls
for Temporary Assistance to Needy Families (TANF) make
it difficult for states to determine whether Native families are
getting the welfare they need (Brown et al., 2001).
I will use recently released datasets to better understand
the effects that certain self-determination policies have had
on Native American reservations and to inform future selfgovernment policy. First, the Akee Taylor 2014 dataset on
Native American reservations is used, which I have supplemented with variables pulled from government documents
(United States Government Accountability Office, 2011;
Fourth Annual Report to Congress, 2002) and Dippel’s 2014
work on Forced Coexistence to assess the economic effects of
TANF programs operated by Native governments. For each
program that I examined, the US government provided a
near equivalent program to reservations that did not elect
to administer their own, and so difference in differences
analysis will provide a useful estimation of these programs’
effects. Second, I will use survey data that I collected on the
Rosebud Native American Reservation to examine the implications of possible self-government in a more local context,
acknowledging that each Native American reservation has its
own respective culture and will experience policies of selfgovernment differently.
In both sections, my hypothesis is that services provided
by tribal institutions are preferred to, and achieve better
results than, similar services provided by the US government.
Also, I predict that tribal institutions in closer proximity to
the people they represent achieve greater results than those
that are farther away. This hypothesis is largely confirmed:
The implementation of a TANF program by a reservation
government seems to yield a five-percentage-point drop in
the poverty rate above and beyond any reduction in poverty
that occurs under state-run TANF programs on reservations.
Further, within tribal TANF programs, there seem to be community gains associated with both geographical proximity
and administrative proximity, that is, having decisions made
by a single local reservation government as opposed to a
consortium of such governments. The survey results also
largely confirm my hypothesis by showing that people who
live closer to a tribal government are more likely to view it
positively and by giving some reason to suggest that local
programs would be preferred to federal programs. I end with
a brief look at the Rosebud Reservation’s preferences for
future economic development programs as revealed in the
survey.

the United States became a nation, so that some 367 intergovernmental treaties were ratified with Native tribes during
the first 90 years. Concessions made in those agreements
still form much of the basis for the federal government’s
present obligations to Native tribes, as they were intended
to justify taking much of the land that the United States
still occupies (Warne & Frizzell, 2014). It was an official
show of goodwill that belied an underlying racism toward
Native Americans. In federal government documents, they
were recognized as civilized peoples, but private letters cast
them as uncivilized savages (Strommer & Osborne, 2014).
Nevertheless, the formal documents remained, and broad
promises to provide all proper care and protection typical
of those treaties created an official responsibility to seek the
well-being of Native tribes (Warne & Frizzell, 2014).
Unfortunately, this unspoken rule of self-governance on a
tribal level was soon altogether reversed by assimilationist
policies intended to forcefully incorporate Natives into the
broader economic systems and cultural norms of the United
States. Following the confinement of Native Americans onto
reservations, the first major attempt of the United States
in ostensibly honoring their responsibilities to Native tribes
came as the General Allotment Act of 1887, which provided
for the distribution of reservation land to individual Native
Americans living on those lands (Washburn, 2006). The
idea was to make them into independent farmers, much like
the white settlers in rural areas. Whatever the government’s
intentions, though, this and other assimilationist policies
that characterized the era are now understood largely as
failed endeavors that, in most cases, contributed directly to
reservation poverty (Kalt et al., 2008). The assimilationist
era was brought to an end by the Meriam Report in 1928,
which revealed conclusively that the General Allotment Act
had resulted in a large loss of land for Native Americans as
outside groups came in to buy up the best parcels (Washburn,
2006).
Eventually federal policy shifted once again toward greater
self-determination, searching for a balance in what it meant
for tribes to be sovereign nations yet still under the authority
of the federal government. President Lyndon B. Johnson
created the Office of Economic Opportunity during his War
on Poverty, which all but ignored state and local governments
in favor of partnering with grassroots community organizations. Native tribes fit the bill, and so from 1965 to 1967,
community action program grants to Native tribes went up by
$16.5 million (Washburn, 2006). The trend continued under
Nixon, who is quoted as saying that Indians will get better
programs and that public monies will be more effectively
expended if the people who are most affected by these
programs are responsible for operating them (Strommer &
Osborne, 2014, p. 17). One year after Nixon’s presidency
ended, this positive sentiment finally found its way into
legislation with the passing of the Indian Self-Determination
and Education Assistance Act of 1975 (ISDEAA). The
ISDEAA allowed Native tribes to contract with the Bureau
of Indian Affairs (BIA) for federal funding to provide certain
services (Washburn, 2006). Even then, however, tribes were

II. H ISTORY
Self-governance on Native American reservations is not
a new idea. It was the norm before Columbus’ journey,
of course, but even during the colonization period, Natives
were treated as belonging to separate nations (Strommer &
Osborne, 2014). The trend continued for some time after
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held back from taking full advantage of the law because
their federal partners were hesitant to approve applications
and thereby cede control (Strommer & Osborne, 2014).
Ironically, this unwillingness of certain agencies to fully
comply with ISDEAA helped tribes form an even stronger
case to Congress that more sovereignty was needed (Strommer & Osborne, 2014). This time rebranded as SelfGovernance, the new movement began with the Tribal SelfDemonstration Project Act of 1991. Under this act, 20 tribes
were selected to pilot a new program in which they could
not only apply for federal funds toward certain programs,
but would also have a great degree of freedom to tailor
those programs for their own individual needs (Tribal SelfGovernance, 1991). John McCain, in a statement for the
Senate Committee on Indian Affairs, would later affirm that
this project has been a success and deserves to be established
as a permanent option for all tribes (McCain, 1993, p. 1),
a sentiment that held for the entire committee (Strommer
& Osborne, 2014). As though making good on McCain’s
promise, the 1994 Tribal Self-Governance Act (TSGA) did
just that, allowing all tribes to modify and administer programs not just from the BIA, but from those offered by
other federal agencies as well (King, 2007; Washburn, 2006;
Strommer & Osborne, 2014).
A decade later, self-governance programs comprised
around half the annual budget for both the BIA and the
Indian Health Service (IHS) (Washburn, 2006). Since then,
however, there have been no major developments in the
relationship between tribes and the federal government. This
is baffling both because the language used in the legislation
is sufficiently broad to allow Native tribes more sovereignty
(King, 2007) and because tribes now have an unprecedented
level of influence in Washington to further a policy that
has been shown successful (Washburn, 2006). The literature
generally predicts that self-governance is on the brink of
more and greater change (Washburn, 2006; King, 2007;
Kalt et al., 2008) and calls for deeper analysis on the
implementation of past programs to inform the possibility
of new ones (Washburn, 2006; King, 2007). This study aims
to take humble steps in that direction.

1992 to 2002 (Kalt et al., 2008). Unfortunately, the original
disparities were great enough that even changes as significant
as these made little dent in the average per capita income
disparity between Native Americans on reservations and the
rest of the US population. Even if the current trends of
accelerated growth were to continue, real per capita incomes
on reservations would not intersect the averages of the United
States until 2054 (Akee & Taylor, 2014).
Still, this is a remarkable movement in the right direction,
and there are good reasons to believe that rising standards of
welfare are more than just correlated with self-determination
policy. The first is the strength of the correlation even outside
of these particular policies. In its thirty years of research
across a variety of tribal contexts, the Harvard Project on
American Indian Economic Development presents as its
primary conclusion that self-determination is fundamental
to successful development on Native reservations, especially
when backed by effective Native government institutions
(Ritsema, Dawson, Jorgensen, & Macdougall, 2015; Kalt
et al., 2008). Second, this correlation arose even as federal
spending on Native programs decreased in real terms. Adjusting for inflation, all major federal expenditures on Native
Americans, save those of the Indian Health Service (IHS),
decreased from 1975 to 1996 (United States Senate, 1995).
A report by the US Commission on Civil Rights over this
period found that the federal agencies primarily responsible
for Native welfare were not only failing to meet their special
obligations to Native groups, but also providing services of
lesser quality than those offered to the general American
public (United States Commission on Civil Rights, 2003).
This lower funding is contrasted against relatively higher
federal funding before 1975, during which time there are no
successful cases where federal planning and management has
produced sustained economic development in Indian Country
(Kalt, 1996, p. 4).
There are also good theoretical reasons to believe that selfdetermination would improve outcomes, both in terms of
cultural resonance and more pragmatic efficiency. It is well
established in social contract theory that groups of people
tend to work together best when their governance is carried
out according to mutually agreed upon principles (Cornell
& Kalt, 1995). In the Native context, numerous studies
suggest that the extent to which a reservation’s current
system of government aligns with its cultural norms prior
to the intervention of the United States has a positive and
statistically significant effect on its current standards of wellbeing (Cornell & Kalt, 2000; Akee, Jorgenson, & Sunde,
2015; Dippel, 2014). By this reasoning, it seems natural that
the level of government closest to individual Natives would
best represent their interests and thereby achieve greater
outcomes, especially considering how much tribal groups
want sovereignty. Freedom to chart their own futures is
the most common self-reported goal of Native nations in
the context of economic development (Kalt et al., 2008),
and all but one of the tribal respondents to a Government
Accountability Office survey listed the flexibility to address
local cultural issues as a major benefit of administering

III. T HE E FFECTS OF T RIBAL S ELF -D ETERMINATION
As tribes were gaining more freedom to implement their
own programs, the economic conditions on reservations
improved tremendously. From 1970 to 2010, during which
time real per capita incomes for the entire United States rose
by 49%, those of Native Americans on reservations grew by
a full 104% (Akee & Taylor, 2014). Changes in per capita
income on reservations seem to be clustered around the
passing of key self-determination legislation, first increasing
in the 1970s around the ISDEAA, then decreasing during
the Reagan-era funding cuts, and finally increasing again
over the 1990s around the TSGA, this time at a rate three
times that of the national average (Vinje, 1996; Akee &
Taylor, 2014; Begay et al., 2007; Kalt et al., 2008). The
shift has also been linked to an increase in privately owned
Native businesses, a number that more than doubled from
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their own TANF programs (Temporary Assistance for Needy,
2000).
With a greater understanding of, and closer proximity to,
Native clients also comes efficiency gains for tribal groups
administering previously federal programs. In surveys, tribal
administrators universally felt that they had a better understanding of their tribe’s unique needs than state TANF
workers did (Hillabrant & Rhoades, 2003) and that the ability
to shape local TANF programs to fit those needs constituted
a major benefit (Temporary Assistance for Needy, 2000).
Locally driven programs can uniquely fit an area in ways that
cookie-cutter programs from the federal government cannot,
allowing for a spectrum of programs ranging from computer
skills training for elders on the Mille Lacs Reservation to
encouraging subsistence hunting in the Yukon Flats (Begay
et al., 2007). Proximity also allows tribal members greater
access to tribal programs than their counterparts operated
by the state, and greater ability to coordinate with other
local welfare efforts in employment, child care, and the like
(Hillabrant & Rhoades, 2003; Brown et al., 2001).
Equally true is that proximity begets greater accountability for tribal groups, which comes with both benefits and
challenges. Unlike the BIA, which is accountable mainly to
the federal government, tribal governments and consortia are
forced to answer directly to their constituents. This greater
accountability is a benefit to self-determination policies, but
with it comes the reality that if tribal groups fail, there is
little federal safety net to catch them (Kalt et al., 2008).
As the BIA gradually released a portion of its control, the
ability of reservations to govern themselves was put to the
test, and they diverged from each other as certain reservations
were better equipped to take on this task than others (Dippel,
2014; Kalt et al., 2008). This difference may very well have
been greater were it not the case that reservations needed
to self-select into taking on programs from the government;
a reservation that knew itself to be unprepared might have
been content to stay with the state program.
On the surface, this suggests a mixed approach, where only
certain tribal governments should be given increased control.
Recent research, however, has again linked much of this
divergence in tribal performance to how well a government’s
structure and ideology align with the cultural values of its
constituents. Cornell and Kalt (1995) studied how well the
constitutions imposed on tribes by the United States fit with
each tribe’s previous systems of government by examining
four characteristicsstructure, scope, location, and sourcein
terms of their effect on modern unemployment and per capita
income. Rosebud, for example, came from the Sioux Tribe
whose original governmental characteristics were almost
exactly opposite those of the imposed constitution in each
of the four categories. The study found a clear negative
effect associated with the imposed constitution being a poor
cultural fit, but an effect that was only allowed to become
prominent when recent self-determination policies allowed
tribal governments a real say in how federal dollars should
be spent. Cornell and Kalt then made the bold conclusion
that a match between extra-constitutional cultural norms and

formal institutions is a necessary condition for existence of
an economy based on real production [as] opposed to federal
transfers (1995, p. 406). A subsequent study over 67 tribes
gave their results further weight (Cornell & Kalt, 2000), and
work by Akee, Jorgenson, and Sunde (2015) also showed
similar results.
Aside from a tribal government’s constitution, another factor which lay dormant until the advent of self-determination
policy was whether the United States had forcefully joined
politically distinct peoples onto a single reservation. When
the federal government was forming reservations, it decided
to group the Native Americans based on their tribe. Many
of these tribes, while being interconnected by language
and family structures, had not previously been politically
unified. Dippel (2014) conducted a study to test the impact
of this forced coexistence on current per capita incomes on
reservations and found that forced coexistence was associated
with a 30% lower per capita income in the year 2000.
Strikingly, most of this difference was created only once selfdetermination policies came into effect. Another regression
within Dippel’s paper helps explain the reason by showing
that governments on reservations with forced coexistence
had three times as many incidents of internal conflict over
that same period as measured by the number of newspaper
reports.
To the extent that negative tribal outcomes can be thus
explained, the situation seems to call for still greater
sovereignty of a kind that helps tribes better express themselves at a fundamental and constitutional level, especially
given the overarching trend of success for policies of selfdetermination on Native reservations. Constitutional reform
initiatives like this are gaining traction in reservations across
the United States, spurred in part by success stories of
reforms in the Mescalero Apache Tribe, the Mississippi Band
of Choctaw, the Confederated Salish and Kootenai Tribes
of the Flathead Reservation, and others (Kalt et al., 2008).
This along with more federally-funded capacity building will
likely help tribes manage their new responsibilities (Hillabrant & Rhoades, 2003). Nevertheless, the larger positive
trends can disguise what is happening on a program-byprogram level, and more information is needed to ascertain
the effects of each independently. The next section of this
paper seeks to do this for tribal TANF programs.
IV. T RIBAL TANF
When the Personal Responsibility and Work Opportunity
Reconciliation Act of 1996 (PRWORA) replaced the Aid
to Families with Dependent Children (AFDC) program with
TANF, it kept with the spirit of the TSGA by allowing
for Native tribes to operate their own TANF programs.
Should a tribe apply to do so and be approved, the tribe
is provided a yearly block grant to cover the expenses of
operating the program and has the responsibility to do so
for the people within its jurisdiction (U.S. Department of
Health, 2000). Any reservation that does not administer
its own program, either because it did not apply or was
not approved, is covered under its respective state program
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(Brown et al., 2001). Both states and tribes were given a
considerable amount of flexibility in operating their own
programs. Toward the end of promoting work, responsibility,
self-sufficiency, and strong families, states and tribes are free
to allocate their funding according to their own eligibility
levels and service types (U.S. Department of Health, 2000).
TANF provides an ideal case by which to study the
relative impact of state policy versus tribal policy under selfdetermination for several reasons: First, all reservations are
provided TANF services under PRWORA. This creates clear
treatment and non-treatment groups, with some reservations
receiving TANF from their own tribal governments and some
from the state government. Of course, there is the possibility
of self-selection bias for tribes electing to operate their own
programs, but if factors can be found that help to explain
the bias, a still fuller picture will be created as to why some
reservations prosper while others struggle. Second, funding
for tribal administration of TANF was held constant at the
level provided to that tribe under AFDC in 1994, and did
not increase relative to the states (Brown et al., 2001). In
fact, as will be shown below, tribal services received lower
funding than the state system. Third, the ways tribal and state
programs could differ from one another are precisely those
relevant to the question at hand. Namely, given a certain
allocation of resources, are programs operated by tribes or
by states able to achieve greater results on reservations?

reliable data across all reservations that listed whether they
did or did not want to implement a program.
Another limitation on the dataset I am using is that it
does not include information on the exact level of funding
available to reservations relative to the level of funding
available to states. Such funding is often obtained from
multiple levels, including local, state, and federal coffers,
and so I was unable to get reliable numbers across both
states and reservations for the time periods this study covers.
Nevertheless, because reservation programs were generally
underfunded compared to state programs, this lack of information should, if anything, bias the regression results
in favor of state programs. Funding levels for tribal TANF
programs were based upon AFDC funding for that tribe in
1994, which, in turn, was determined by census data that
systematically undercounted the number of Native families
in need. Furthermore, unlike the states, which already had the
necessary infrastructure for TANF administration in place,
tribes were starting fresh programs and had no additional
funding to cover their start-up costs (Brown et al., 2001;
Hillabrant & Rhoades, 2003). While states could receive
performance bonuses, tribes could not (US Department of
Health and Human Services, 2000), and while states served
an even distribution of TANF clients, tribal caseloads were
dominated by clients classified as hard-to-serve (Brown et
al., 2001). Thus, because the data do not reflect this funding
disparity, they naturally make tribal programs seem worse
relative to state programs, and will thereby underestimate
the positive effects per dollar spent of TANF programs
administered by reservation governments.
For each of the OLS regressions below, I began by merging
Akee and Taylor’s Native American Databook (2014) with
Dippel’s data on forced coexistence (2014). 1 Between these
two datasets, most of the indicators for reservations are
available at three dates: 1990, 2000, and 2010. Then, using
government documents (United States Government Accountability Office, 2011; Fourth Annual Report to Congress,
2002), I entered dummy variables based on whether each
reservation had elected to provide a particular service itself,
or receive that same service from the federal government.
TTANF2000, for example, is a dummy variable that takes
on a value equal to 1 if a reservation decided to offer TANF
on or before the year 2000, and 0 if they did not. Finally,
I reduced the dataset to only those reservations that had
more than 10 families in 1990, 2000, and 2010. This action
eliminated reservations that were too small for questions of
unemployment to take on any real significance and those that
were subsumed into another between 1990 and 2010. The
result was a sample of 163 reservations with data recorded
over three dates each, for a total of 489 observations.
For the OLS regressions involving TANF services, specifically, I made further modifications to the dataset. First, I
entered dummy variables to capture whether a tribe admin-

V. M ETHODS
This ideal testing scenario is met, unfortunately, by a less
than ideal dataset on which to do the testing. Specifically,
there are several factors that should be controlled for which
the following Ordinary Least Squares (OLS) models are
not able to incorporate. First, it would be useful to have
a plausible proxy for reservation motivation, that is, the
extent to which a government is trying to take advantage of
new opportunities under self-determination. One such proxy
for this case might be to include a dummy variable for
all tribes who applied to operate a TANF program even if
that application was not approved. For example, Rosebud
and six other Sioux tribes from its area jointly applied to
operate their respective TANF programs as a consortia of
tribes (Humphrey, 1997), but funding decisions by the state
of South Dakota led to it not being approved (Brown et al.,
2001). Data listing which other reservations might be in this
same situation would be relevant for two reasons: First, such
tribes would provide a better comparison for the treatment
group wherein a tribal TANF program was implemented
because, in both cases, the desire to implement a program
was present, and the only change was the ability to do so.
There may be some bias here as well in that the rejection of
applications is also non-random, but nevertheless, such data
would provide a step in the right direction. Second, such
tribes may have found other ways to help needy families
in their area that tribes with no desire did not, and the
impact of those possible initiatives would also be relevant to
questions about the effectiveness of tribally led poverty-relief
programs. Unfortunately, I was not able to find any kind of

1 To clarify, I only included reservations occupied by Native Americans
on the mainland of the United States. Akee and Taylor’s dataset also
included measures for Alaskan Natives, which I removed for the purposes
of my regressions.
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istered its own TANF program in the years 1997, 1998, 2000,
2001, 2006, or 2010, where the earliest possible time they
could have begun doing so was 1997. Data for the other
indicators only existed for the years 1990, 2000, and 2010,
so to correct for this I only allowed each dummy variable to
affect the regression in years at or after it had been put in
place. The TTANF2000 dummy variable, for example, which
indicates whether a reservation was administering their own
TANF program in the year 2000, was set to zero in 1990 even
if a tribe would later begin administering a TANF program
in 2000. TTANF2000 provides the most useful point of
comparison for this dataset because each reservation involved
can be traced from a decade before this treatment to a decade
after, and so it will be the main variable of interest in the
regressions that follow. To remove interference from TTANF
programs added later, I removed from the dataset those 2010
values of any reservation that added a new program after
2000 but before 2010. Next, I included an additional dummy
variable called TTANFConsortia to account for whether
the tribal TANF programs operated in the year 2000 were
administered by a single tribe, or as a grouping of multiple
tribes in a tribal consortium. The resulting dataset had a total
of 463 observations. A fuller description of these and other
variables used in this section is provided in Appendix 1. The
regression equation for difference in differences analysis is:
P F amP ovi,t =

0

Before running any regressions, it useful to examine a few
basic statistics of the data. As noted earlier, the percentage
of families in poverty across reservations decreased from
1990 to 2010, a trend illustrated graphically in Figure 1.
A second conclusion that appears immediately is that the
correlation between T T AN F 2000 and P F amP ov in the
year 1990 is positive at around 0.1186. This shows that
poorer reservations in 1990 were more likely to take on their
own TANF programs when that option became available,
which is exactly what would be expected if reservations
were effectively using self-determination opportunities to
provide programs consistent with their community’s unique
needs. T T AN F 2000 is also positively correlated with the
unemployment rate in 1990, which underscores the need to
control for these original values in the regressions to isolate
the effects of T T AN F .
Fig. 1: Percentage of American Indian Families in Poverty
by Reservation
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Where P F amP ov is the percentage of families in poverty
indexed by reservation i and time t = 2000, 2010 conditional on a constant 0 , the set of year fixed effects µt ,
P F amP ovi,1990 , which remains constant at reservation iś
poverty rate in 1990, a dummy variable T T AN F 2000 that
equals 1 for reservation i if that reservation was implementing its own TANF program by the year 2000, and an
error term. Beginning with that baseline model, J other
reservation controls xj,i,t are added in subsequent models to
further establish the effects of T T AN F 2000i,t . To be clear,
the regression coefficient associated with T T AN F 2000i,t
will not measure the impact of the TANF program per se.
All reservations participated in some version of the TANF
program, and so the effects of that program as a whole
are difficult to separate from the general trends of poverty
reduction that occurred over this time period. Instead, the
coefficient measures the expected benefit or loss associated
with a reservation government administering the program as
opposed to a state government. This is an important clarification because it sidesteps a larger debate on the efficacy
of TANF as a whole, which, while largely applauded, has
also been criticized for inadequately transitioning recipients
off welfare (Bavier, 2001; Katz, 2012). Even if it were the
case that TANF as a whole had a negative effect, a positive
coefficient associated with T T AN F 2000 would show that
tribal implementation yields positive results relative to state
implementation.

Table 1 presents the regression results of six different variations on the reservation controls portion. Overall,
T T AN F 2000 is found to have a clear downward effect on
the percentage of families in poverty equivalent to about
five percentage points, and one that generally becomes only
stronger as more reservation controls are added. This is a
significant effect considering how in 1990, the average family
poverty rate across Native American reservations was 36.59
percent. For a reservation to administer its own TTANF
program, then, took approximately a seventh off its original
family poverty rate in addition to the general downward
trend in poverty that occurred over the next two decades.
Multiplying .05 by the mean number of families on a Native
American Reservation in 1990 puts the results in human
terms: An average of 26 additional families were raised out
of poverty on each reservation that administered its own
TANF program.
The first model does not include the T T AN F 2000 variable, and instead provides a slightly more rigorous description of the downward trend in family poverty rates
established by Figure 1. Adding T T AN F 2000 into Model
2 shows that it has a downward effect on the family poverty
rate with a p value of .107, which is just above typical
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standards for statistical significance. That p value decreases
to .006 by Model 3 with the addition of several key internal
reservation controls. First, Unemployment1990 is added,
providing a constant measurement of each reservation i’s
unemployment rate in 1990. It is particularly important
to control for unemployment because TANF recipients are
required to either hold a job or complete employment-related
activities as defined by the agency administering their benefits. The comparative lack of available jobs on reservations,
then, makes this a large obstacle for tribal programs. Second,
PHighSchoolDiploma measures the percentage of the Native
population ages 25 or older in reservation i during year t with
a high school diploma or higher degree. This is included for
reasons similar to those used U nemployment1990 because
a worker’s ability to pull his or her family out of poverty
is in part determined by the human capital that they can
leverage for that purpose. Finally, the log of the Native
American population in reservation i in year t is included
to account first for how larger reservations are typically
poorer, and second for the added administrative challenge
of administering a TANF program over a larger reservation.
2
Controlling for these terms, then, helps to isolate the
effect of TANF programs and reveals that those operated by
reservation governments have significantly greater benefits.
Once tribal TANF programs have been associated with
a downward shift in family poverty rates, we are in a
position to test the second portion of my hypothesisthat
tribal institutions in closer proximity to the people they
represent achieve greater results than those that are farther
away. There are at least two relevant ways of interpreting
proximity to answer that question within the given dataset,
one of which being physical proximity, that is, the geographic
distance between the site administering TANF and TANF
recipients. If physical proximity were important to the success of a tribal TANF program, then it would be expected
that reservations farther from the next major city would
experience greater gains from operating their own TANF
programs than reservations closer to those cities where the
state government might have more influence. This is tested
by two separate models above, the first being Model 4. In
it, logdist 00 is included to measure the natural log of the
distance in miles between a reservation and the next major
city measured in the year 2000. The result is statistically
significant at .01, and describes the same upward effect on
family poverty rates that the theory predicts. Model 5 is
less conclusive, which includes an interaction term between
logdist 00 and T T AN F 2000 to test the specific relationship
between reservation TANF programs and that reservations
distance from a city. The sign of the interaction term is
negative as the theory would suggest, but to compensate
the T T AN F 2000 variable now predicts a positive change
in the poverty rate, and neither variable takes on statistical
significance. Nevertheless, these regressions together give

strong evidence that proximity to external population centers
is important for the family poverty rate, and somewhat
less precise evidence that more isolated reservations achieve
greater gains for operating their own TANF programs.
Another relevant way to interpret proximity is administrative proximity, or the degree to which a program is
locally run. Among tribal programs, some are operated by
a single reservation government, while others are jointly
operated by a consortium of such governments. Using model
4 as a baseline, the relative effect of having a tribal consortium implement a program can be found by adding the
dummy variable TTANFConsortia that only equals 1 when
reservation i administered its TANF program as part of a
consortia in the year 2000. To clarify, all nonzero values
in T T AN F Consortia are also nonzero in T T AN F 2000,
and so T T AN F Consortia will only be significant if there
is some benefit or harm in consortia programs that cannot
be explained by an analysis of tribal TANF programs as a
whole. The results, shown as Model 6, are that a consortium
program is associated with a .034 increase in family poverty,
while T T AN F 2000 moves down to -.058 to compensate and
retains a .01 significance. Because the TANF programs under
tribal consortia are included in T T AN F 2000, this means
that tribal consortia programs are still associated with about
a two-percentage-point reduction in family poverty levels. A
program administered by a single reservation government,
however, is expected to reduce poverty rates by 5.8 percentage points. There is, therefore, a clear positive benefit
associated with having a single tribal government administer
its own TANF programeven greater than that of Tribal TANF
programs generally.
VI. S URVEY M ETHODS
Having argued for the effectiveness of TANF programs
conducted with Self-Determination on Native American
reservations, I now turn to a more local analysis of the Rosebud Sioux Reservation to inform future self-determination
policy. The data used are from a survey that I conducted
between July and August in 2016. In preparing this survey,
there were several unique challenges presented by the reservation environment. The ordinary method of conducting a
survey like this would involve randomly selecting a sample
of home addresses from some central list, but such a method
is unfeasible on the Rosebud Reservation for a few reasons:
First, it is a predominantly rural area, with some isolated
communities as far as a three-hour drive from the central
capital. Second, once at those communities, it is not commonly accepted for outsiders to visit individual homes. On
the few occasions where I had opportunity to visit individual
homes on the reservation, I was often greeted by guard dogs
and No Trespassing signs. Third, and finally, a centralized
list of addresses from which to pull a sample does not exist.
The closest thing would be the 911 directory, but even if
that were to be made available to a visiting researcher like
myself, many addresses amount to the red house five miles
down Highway 83 and cannot be meaningfully sorted.

2
It may seem here that a dummy variable should also be included to
control for whether or not a particular reservation i was operating a casino
in the year 2000, but I have excluded that variable from this analysis because
it does not take on statistical significance in any of the regression models.
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Instead of surveying at individual houses, then, I used a
form of cluster sampling. Most of the eighteen communities
on the Rosebud Reservation have both monthly community
meetings and an annual pow-wow. By calling the tribal
council member overseeing that community, I could sometimes obtain permission to attend one of those meetings as
a guest to administer surveys. This method removes much
of the challenges associated with surveying at individual
homes but does bring with it the risk of possibly doublecounting some households. Due to the sensitive nature of
some financial information on the survey, no information
was collected on the surveys that could personally identify
a respondent. The accompanying consent form did include
a signature line where respondents listed their names, but
again, privacy demanded that a list of such names not be
taken to each new community for cross-referencing purposes.
Therefore, it would have been possible for one member of
a household to take a survey in the Corn Creek community,
for example, and a second member of that same household
to enter the same information on a survey in the Mission
community. While this possibility cannot be ruled out, the
clustering method was still used because the chances of such
a double-counting occurring are probably very low. I never
went to a meeting in the same community twice, and there
were no incentives associated with the survey that might
move a household to try and take the survey more than once.
Further, having now completed my review of the surveys, it
does not appear that any survey contains the same household
information as another.
In sum, I administered 75 household surveys representing
a total of 279 respondents across seven of the Rosebud
communities: Corn Creek, Milks Camp, Mission, Rosebud,
Soldier Creek, St. Francis, and Upper Cut Meat. Before looking at the research questions this survey attempts to answer, it
is useful to briefly describe some of the demographics of the
sample. A full 52% of households surveyed were receiving
food stamps, and among such households, food stamps
accounted for an average of 77% of the household’s monthly
food budget. It was a predominantly young sample, with 42%
of household members being children under the age of 18,
and only 6% over the age of 60. Finally, and significant
for this study, 17% of households were receiving TANF
benefits from the state government. A fuller description of
the variables used in the regressions that follow is deferred
to Appendix 2.

the extent to which they believe each level of government
to be looking out for their best interest. Perhaps it comes
as no surprise that government is unpopular at all levels,
as summarized in Figure 2, and that a respondent’s opinion
of whether a governing group is looking out for their best
interest exhibits a high positive correlation with their opinion
of said government’s services: .812 in the case of the
Rosebud tribal government, and .740 in the case of the US
government.
Comparing average responses on this five-point scale,
respondents ranked services from the Rosebud Sioux tribal
government slightly lower on average than services from the
US government, but considered the Rosebud Sioux tribal
government to be looking out for their best interest slightly
more than the US government. Taken together, these two
facts seem to suggest that respondents would welcome a
shift in programs from the federal or state to the tribal level,
where intentions better reflect those of the people, but where
there is currently a relative lack of meaningful services.
Alternatively, this difference in the respondents’ relative
rating of Rosebud tribal services could also be explained
not as a problem with the quality of current services but
rather the quantity. Under this second interpretation, I would
argue that because the intentions of the Rosebud Sioux tribal
government are ranked higher in either case, the answer still
involves placing more programs under tribal oversight in
Rosebud. That shift, nevertheless, should be made in tandem
with capacity-building efforts so that the intentions of the
Rosebud tribal government are better conveyed in the results.
As can be seen in Figure 2, however, there is very little
difference in average responses between questions relating
to the Rosebud Sioux Tribe and parallel questions regarding
the US government. In fact, none of these differences is statistically significant in the data, and even if such a difference
could be shown conclusively, respondents’ rankings of their
local government are not so positive as my initial hypothesis
would have predicted. In the aggregate, respondents to this
survey did not seem to have a strong preference toward
either their local tribal government or the US government
but clearly would give low rankings to both. This, in part,
confirms the results of Cornell and Kalt’s (1995) study
mentioned earlier, which connected a poor match between
the Rosebud Sioux Tribe’s original governmental structure
and the constitutions imposed on them by the United States
to a downward effect on present economic outcomes. For
them, the answer seems to be still greater sovereignty of a
kind that comes alongside tribes like Rosebud and helps them
to restructure their own constitutions (Kalt et al., 2008).
Before moving to examine what possible federal programs
the Rosebud Sioux tribal government might seek to operate
for themselves, a secondary prediction of my hypothesis
was that proximity matters when it comes to a person’s
experience of governments, where those closer to the place
where decisions are made and programs are administered are
more likely to have a better experience with government. The
communities that I visited to administer these surveys are
geographically spread far enough apart to meaningfully test

VII. S URVEY R ESULTS
Because the Rosebud Sioux Tribe is more limited than
other tribes in terms of the self-determination policies it
has taken over at a tribal level, this survey sought mainly
to investigate the possible effects of expanding such programshow they would be received and what areas they ought
to focus on. In determining how they would be received, each
household was asked to compare their experiences with the
Rosebud Sioux Tribal Council against those with state and
federal programs acting in the area, both in terms of the
services they received from each level of government and
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this by adding a variable that controls for the driving distance
to Rosebud, the capital of the Rosebud Sioux Reservation. A
simple regression for each respondent i measures the effect
of this distance variable on the respondent’s opinion of how
well the Rosebud Sioux tribal government looks out for their
best interest, while controlling for J other rankings x of
opinions and services on the same five-point scale:

different programs, it does provide one means of aggregating
community preferences. It goes without saying that all survey
respondents were rational agents making decisions based
upon their own preferences, which in the aggregate become
local indifference curves, that is, local values.
The two program areas ranked by respondents as most
highly importantwork skills and housingare areas where the
Rosebud Sioux tribal government has already taken some
initiative in designing local programs. This is encouraging
because I have claimed that this type of community responsiveness should be an advantage of local tribal governments.
Still, both areas demand more investment. For work skills,
the Family Support Act of 1988 allowed reservations to
operate their own Job Opportunities and Basic Skills Training
(JOBS) programs in 1990 much like reservations would
later be able to administer TANF, and Rosebud was one
of the tribes to do so. A General Accounting Office report
undertaken two years later in 1992, however, said that the
positive effects of the JOBS program would likely be limited
for Rosebud because there simply were not jobs enough for
the labor force, no matter how skilled (Delfico et. al, 18). A
locally sponsored survey taken near that time in 1985 showed
that there were only 1,406 full-time positions among a labor
force of 7,241 people, and a mere 214 of these positions were
in the private sector (Hargreaves & Chang, 1989). Eventually,
the JOBS program became the NEW program, and the
Rosebud Sioux Tribe has continued to operate this program
to present day (Grants amount allocated, 2015). Still, the
same problems associated with few job openings remain.
Augmenting this program with other programs designed to
create local businesses and jobs, which was the third most
desired policy by respondents, will therefore be crucial.
The second most desired programs were in the category
of housing. Rosebud’s remote and rural location strains
local infrastructure in the provision of energy, water, and
roads to individual homes, and among those homes that
are adequately supplied, overcrowding can be a challenge.
Studies prepared for the Rosebud Economic Development
Corporation (REDCO) show that there is an immediate need
for over 500 homes in the area (Keya Wakpala, 2016). This is
a large challenge, but in responding to this challenge REDCO
and the broader Rosebud Sioux Tribe have exemplified the
potential of locally driven development initiatives. Community meetings and local surveys were used to identify key
values that local people wanted to have represented in future
housing developments, which were in turn used as a basis for
the Keya Wakpala WAAGEYAPI Initiative, a plan to develop
some 590 acres of tribally owned land into a residential
area. In 2015, the plan was recognized with an international
Social Economic Environmental Design (SEED) award, and
REDCO is currently in the process of putting it in place
(REDCO Lakota, 2015).

RosebudSiouxT ribeBestInteresti =
0

+ log (DistanceT oRosebudi ) +

J
X

j xj,i

+ ✏i

j=1

The full results of this regression are shown in Table 2. For
model 1, I control only for the respondent’s opinion of the
services provided by the Rosebud Sioux Tribe. As predicted,
the physical distance between a respondent’s community and
Rosebud has a negative effect on their opinion of the Rosebud
Sioux Tribe’s intentions statistically significant at .1. What
is more significant for the purposes of this paper, however,
is the respondent’s opinion of the Rosebud Sioux tribal
government relative to their opinion of the US government.
Therefore, to control for this in model 2, I also include
controls for the respondent’s opinion of whether the United
States is looking out for their best interest and providing
services that improve their quality of life. Here, the downward effect of a respondent’s distance to Rosebud becomes
stronger and more statistically significant. Thus, while there
is some uncertainty over which level of government the
people of Rosebud view more favorably, there is stronger
evidence that proximity does matter.
VIII. C OMMUNITY P REFERENCES FOR F UTURE
P ROGRAMS
Should the Rosebud Reservation decide to take over more
programs from the US government, the next step will be
to determine which programs to focus on. To that end, the
second portion of the survey included the question: How
important is it that new programs are created in each of
the following areas on the Rosebud Reservation? followed
by a scale on which to rank several categories of programs
which can currently be administered either by the federal or
local government. The results of this question are presented
in Figure 3. Again, it is perhaps unsurprising that very few
respondents ranked any of these programs as Not Important
or Not Very Important, considering that they are all good
things described in words with positive connotations.
Popular vote is by no means an economically rigorous
way of choosing economic development programs, but it is a
significant one in the context of tribal self-determination. To
reference an argument made earlier in this paper, programs
which are initiated locally and fit the culture of a given
area generally tend to do better than cookie-cutter initiatives
imposed by the federal government. Insofar as this data
accurately represents the preferences of Rosebud, then, there
is reason to believe that programs like these should be
invested in more heavily. Furthermore, while this sort of
survey does not take into account the relative costs of these

IX. C ONCLUSION
Self-Governance programs of the 1990s came with, and
are generally accepted to have been a major factor in,
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improved living conditions across Native American reservations. Using these results to determine the future of selfgovernance policy, however, demands a more nuanced understanding of what specifically worked and what did not
within the broad reforms of the TSGA and subsequent acts.
The contribution of this study has been to focus in one such
facet of self-governance and provide the humble beginnings
of an analysis on whether there are benefits associated with a
reservation government administering its own TANF benefits.
In answer, I found that there are, in fact, benefits on the order
of an additional five-percentage-point drop in the poverty
rate beyond any poverty reduction that occurs in state-run
TANF programs. Further, these relative benefits are expected
to be even greater the closer a tribal TANF program is to
the individuals receiving TANF benefits, both in terms of
physical and administrative proximity. Similar research will
be needed to assess the relative costs and benefits associated
with other facets of self-governance policy toward the end
of a more complete picture that can be used in informing
future government policy.
Should the government continue giving tribal entities
greater sovereignty over their portion of federal dollars,
the beliefs and preferences of individual communities will
become even more important than they already are in terms
of shaping local economic outcomes. The survey portion of
this report focused on the beliefs of one such community,
the Rosebud Sioux Reservation, and described both their
opinions on the different levels of government as well as their
preferences for future economic development programs. This
result does not constitute an official vote by the Rosebud
Sioux Tribe, nor does it necessarily prescribe what should
be done, but instead provides an initial view of what may
be done as the Rosebud Sioux Tribe continues to define
itself apart from programs imposed by state and federal
governments.
Just like my analysis of tribal TANF programs, this survey
will also need to be supplemented with further work defining
the local preferences of the Rosebud Sioux Tribe, but no
group is as well-positioned to do that as the Rosebud Sioux
Tribe itself and its tribally-chartered partners like REDCO. If
nothing else, the message of this study is not only that such
groups can be trusted with chartering the economic futures
of Native American reservations, but, when supported with
the proper capacity-building efforts, are often the optimal
groups to do so. The present economic conditions on Native
American reservations are truly concerning and leave much
to be hoped for, but tribal entities like these give strong
reason for hope.
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A PPENDIX
TABLE I: Examining the Effects of Tribal TANF Programs
on Family Poverty Rates
Intercept

0

(1)

(2)

(3)

(4)

(5)

(6)

.110***

.110***

.077´

.041

.030

.030

Year µt

-.011

-.010

-.026

-.002

-.001

-.001

.439***

.449***

.272***

-260***

.266***

.270***

-.027

-.044**

-.049**

.038

-.058**

.173*

.095

.058

.081

P HighschoolDiplomai,t

-.024***

-.254***

-.261**

-.258***

log(P opulation)i,t

.023***

.022***

.022***

.022***

.022**

.024**

.023**

P F amP ovi,1990
T T AN F 2000
P U nemployed1990

logdist 00
T T AN F 2000 ⇤ logdist 00

-.024
.034

T T AN F Consortia
.125
.356
’ p < 0.1, * p < 0.05, ** p < 0.01, *** p < 0.001
R2

.379

.4362

.608

Fig. 2: Views of Federal and Local Government

TABLE II: Relative Views of Government Controlling
for Distance to the Capital City
Variables

(1)

(2)

Intercept

.839***

.011*

Log(DistancetoRosebud)

-.103 ´

-.111*

RosebudSiouxT ribeServices

.804***

.747***

USBestInterest

.030

USServices

.126

R2
.125
.356
’ p < 0.1, * p < 0.05, ** p < 0.01, *** p < 0.001
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.457

Fig. 3: Importance of Economic Development Program

Tribal TTANF Variable Summary
Variables
P F amP ov
Intercept/µt

T T AN F 2000

P U nemployed90

P HighschoolDiploma

log(AIAN P opulation)

logdist 00
P F amP ov90
TTANFConsortia

Description
This will be the regressand for all regressions on
TANF. It gives the percentage of Native American
families for reservation in poverty.
µt is a dummy variable that takes on a value of 1 in
the year 2010. By this structuring, the constant term
can be interpreted as the baseline constant effect in
the year 2000.
A dummy variable that takes a value of 1 if a
tribal group was administering the TANF program
for reservation in the year 2000, a 0 if one was not.
This variable is set to zero for all reservations in
1990 because at that point, the effects of a program
administered in 2000 would not have been felt.
The unemployment rate in 1990 for reservation
given by the number of Native Americans unemployed divided by the number of Native Americans
in the labor force.
The percentage of Native Americans aged 25 or older
on reservation that have either a high school diploma
or a college degree, given by the sum of Native
Americans who have obtained either a high school
diploma or college degree by age 25 divided by the
Native population ages 25 and older. This variable
can change from year to year in the regression for a
given reservation.
The natural log of the sample population on reservation as reported by US Censuses. This variable is
also allowed to change from year to year for each
reservation.
The natural log of the distance between the border
of reservation and the nearest major city, defined as
any city with 50,000 people or more.
The percentage of families in reservation that were
in poverty in the year 1990. This is held constant
through all years in the regression.
A dummy variable that equals 1 when a consortium
of tribes together administered the TANF services
to some reservation , and 0 if a reservation elected
to administer TANF services on its own or simply
received TANF services from43
the state government.

Mean/Percentage of Tribes
and (Standard Deviation) across
1990, 2000, and 2010
.3015 (.1393)

14.11%

.2064 (.0924)

.4041 (.0936)

6.778 (1.367)

3.611 (1.014)
.3659 (.1470)
2.808%

Survey Summary
Variable
RosebudSiouxT ribeBestInterest

Log(DistanceT oRosebud)

RosebudSiouxTribeServices

USServices

U SBestInterest

Description
Respondents were asked to what extent they agreed
or disagreed with the statement The Rosebud Sioux
Tribal Council is looking out for my best interest
with the options strongly disagree, disagree, indifferent, agree, and strongly agree. These answers were
coded 1-5 such that an answer of strongly agree
would equal 5 and an answer of strongly disagree
would equal 1. This is the regressand for the survey
regressions.
Gives the natural log of the distance in miles along
recognized roads between a particular community
and Rosebud, the capital of the Rosebud Reservation.
In some cases, this may have overestimated the
driving distance between two communities because
there are many backroads on the Rosebud Reservation that cut through private property but are,
nevertheless, widely used. For surveys administered
within Rosebud, that distance was zero, and so zero
is used for those values of Log(Distance to Rosebud).
The next closest community surveyed was 7.2 miles
away, and so Log(Distance to Rosebud) never takes
on negative values.
Respondents were asked to what extent they agreed
or disagreed with the statement The Rosebud Sioux
Tribal Council provides services that improve my
quality of life with the options strongly disagree, disagree, indifferent, agree, and strongly agree. These
answers were coded 1-5 such that an answer of
strongly agree would equal 5 and an answer of
strongly disagree would equal 1.
Respondents were asked to what extent they agreed
or disagreed with the statement The United States
government provides services that improve my quality of life with the options strongly disagree, disagree, indifferent, agree, and strongly agree. These
answers were coded 1-5 such that an answer of
strongly agree would equal 5 and an answer of
strongly disagree would equal 1.
Respondents were asked to what extent they agreed
or disagreed with the statement The United States
government is looking out for my best interest with
the options strongly disagree, disagree, indifferent,
agree, and strongly agree. These answers were coded
1-5 such that an answer of strongly agree would
equal 5 and an answer of strongly disagree would
equal 1.
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Mean and (Standard Deviation)
2.5733 (1.21)

2.606 (1.419)

2.493 (1.234)

2.547 (1.166)

2.460 (1.149)

Does Intercropping Improve the Outcomes of Export Assistance Among
Kenyan Smallholders?
Noah Nieting
Advisor: Amy Damon
Macalester College, Department of Economics
Empirical results in Section VI show positive but statistically
insignificant effects of RCT participation interacted with intercropping on income per acre. While a few data limitations
handicapped the study, results encourage further study and
development practice linking intercropping and exportation
as a means to boost incomes without scaling land and capital
inputs.

Abstract— Commodity export markets provide opportunities
for gains from trade in developing economies, but smallholding
farmers remain least likely to access these markets due to unscalable factors, risks of monocropping, meeting international
regulations, and volatile cash crop prices. This paper uses
randomized control trial data from western Kenya that gave
smallholders access to export assistance and credit services, thus
remedying issues of price dispersion and imperfect export and
credit markets found in the smallholder literature. An ecological
adaptation of production possibilities theory hypothesizes that
intercropper income should be equal to or greater than that
of monocroppers, ceteris paribus. A series of difference-indifference empirical approaches finds that program participation interacted with intercropping has a positive but statistically
insignificant effect on non-wage agricultural income per acre.
Results confirm the expected sign from theory and show that
researchers and development practitioners should not forgo
intercropping given small scales.

II. L ITERATURE R EVIEW
According to economic and ecological literature, intercropping contributes positively to input and overall productivity. A number of studies demonstrate that intercropping
maize and beans contributes to higher soil productivity and
quality by keeping and replacing nitrogen among plant roots
(Altieri, 1999; Hödtke, de Almeida, & Köpke, 2016; Peter
& Runge-Metzger, 1994). Other studies explore the positive
relationship between intercropping and labor productivity
(Lai et al., 2012; Norman, 1977; Okigbo & Greenland, 1977).
Alene & Hassan (2003) note how productivity increases in
soil and labor can interact to improve overall efficiency use
of inputs with intercropping. Also, studies suggest that yields
and overall farm productivity increase when smallholders
intercrop (Alene & Hassan, 2003; Arslan et al., 2015; Lai
et al., 2012). Relatedly, yields have lower variability, which
reduces production risk (Achoja et al, 2012; Arslan et al.,
2015; Dorsey, 1999; Just & Candler, 1985; Okigbo, 1978;
Rodriguez, Rejesus, & Aragon, 2007). Studies consistently
find evidence that smallholder farmers, much like those
featured in this study, are risk averse. (Carter, 1997; Schaefer,
1992).
Additionally, a large number of studies show that intercropping has substantial effects on output market outcomes.
Allison-Oguru, Igben, & Chukwuigwe (2006) note how
Nigerian smallholders who intercropped experienced higher
revenues than those who did not. Numerous studies find that
intercropping increases profitability via some combination of
increasing yields, improving input efficiency, and decreasing
risk and income sensitivity to crop prices (De Groote et al.,
2012; Dorsey, 1999; Lai et al., 2012; Manda et al., 2016; Peter & Runge-Metzger, 1994; Rodriguez, Rejesus, & Aragon,
2007; Saka, 2015). In sum, efficiency and productivity gains
of intercropping often lead to increased agricultural profits
in domestic markets.
Consensus on intercropping outcomes divides, however,
in the context of exporting. Two major studies relate inter-

I. I NTRODUCTION
Commodity export markets provide opportunities for gains
from trade and income generation among the world’s poorest
farmers. These smallholding farmers, however, remain least
likely to access these markets due to unscalable factors,
risks of monocropping, meeting international regulations,
and volatile cash crop prices. Traditional smallholder agricultural practices such as intercropping, the practice of growing
multiple crops in a field, can mitigate risk by means of crop
diversification and soil management. It remains to be seen
whether the benefits of intercropping translate to success in
exporting when smallholders finally access global markets.
Using randomized control trial (RCT) data, this study
asks: Does intercropping improve the outcomes of export
assistance among Kenyan smallholders? While incomes were
previously found by Ashraf, Giné, & Karlan (2009) to
increase from export assistance at a statistically insignificant level, perhaps farmers who practiced intercropping
experienced more positive results. Results found a positive
but statistically insignificant relationship between non-wage
agricultural income per acre and RCT participation interacted
with intercropping.
Section II surveys the literature, finding that the relationship between exporting and intercropping remains contested.
Section III describes the RCT implementation and summary
statistics. Section IV sets up the theoretical framework for
the study, drawing from a synthesis between economics and
ecology developed in Ranganathan, Fafchamps, & Walker
(1991), and Section V applies this to an empirical framework.
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cropping to income generation by means of export. Both
coincidentally took place in Kenya. Dorsey (1999) finds
that small Kenyan farms experienced higher income per
hectare by having both high rates of crop diversification and
specialization. The results of Dorsey (1999) at first seem
contradictory, but they stem from intercropping producing
substantial amounts of crops for export (specialization) as
well as other crops for household and domestic market consumption (diversification). These results are consistent with
the predominating notion in the literature that intercropping
is more productive and profitable than monocropping for
smallholders.
On the other hand, Minot & Ngigi (2004) discover that
French bean monocropping in Kenya resulted in higher
smallholder yields and incomes than maize-bean intercropping. Minot & Ngigi (2004) note, however, that their results
do not incorporate the implicit labor costs of household
labor. Given that crops like French beans are more laborintensive than intercropping with maize, they may have
underestimated production costs. Despite these results, Minot
& Ngigi (2004) do not completely discount intercropping
and conclude that more perfect markets, (homogenous price
dispersion, reduced transaction costs and credit constraints,
and improved information and access to exporters) remain
the crucial components to export success.
The results in the literature on the complementarity of
intercropping and exporting are inconclusive, but Minot &
Ngigi (2004) specifically note the importance of more perfect
markets. The RCT data used in this study, and explained in
the following section, include an intervention that relaxed
information and credit constraints for smallholder exporters.
This intervention allows study of the counterfactual desired
in Minot & Ngigi (2004), asking: Does intercropping improve the outcomes of export assistance among smallholders?

first embarked on a four week Good Agricultural Practices
course to ensure crop quality suitable for export to the EU.
This was followed by placement into joint liability groups
of 5 for each farmer chosen for treatment who met the
TIF requirement. Farmers could take on loans up to four
times the size of their TIF collateral. DrumNet distributed
seeds (primarily French beans and baby corn) and other
inputs shortly after group placement. It later negotiated prices
with farmers after harvest and forwarded quality produce to
exporters. Loan payments and TIF savings were deducted by
DrumNet from gross sale of produce, and remainders were
credited to farmers in private savings accounts. The offer of
the Good Agricultural Practices course, production inputs,
and the facilitation of sending crops to exporters comprised
the “export assistance” treatment. The offer of TIF savings
accounts and loans comprised the “credit” treatment.
Farmers’ entrance into the control group of no DrumNet
services and the two treatment groups, DrumNet services
with credit and without, was randomized. Randomization
minimizes biases of self-selection because treatment is assigned instead of taken up voluntarily. With minimized
biases, inter- and intra- group characteristics are likely to
resemble each other excepting treatment and eliminate most
problems of endogeneity. Preliminary analysis by Ashraf,
Giné, & Karlan (2009) found no significant characteristic
differences in the data within and among control and treatment groups.
Further attention is necessary to account for differences
between monocroppers and intercroppers. A summary of
variables of interest is featured in Table 1. The total number
of observations is 1,109 members across the baseline and
follow-up periods. The variables of interest are non-wage
agricultural income per acre (dependent variable), a dummy
equal to 1 if farmers practice any form of intercropping
French beans or baby corn (maize) and 0 otherwise, and a
list of controlled variables that affect production and income
including household size, field size, machine or animal
use, pesticides use, land quality, and distance from sale.
Intercropped field size is also included to show how much
total production uses intercropping.
The mean of the dependent variable (non-wage agricultural
income per acre) is 25,994.6 Kenyan shillings (225.10 USD)
with a standard deviation of 58,859.22 shillings. This signals
a skew rightward resulting from a few outliers of very large
income. There remains a slight rightward skew as well in
the intercropping dummy, where the mean value is 0.77 with
a standard deviation of 0.42. Since the mean is not 0.5, it
should be noted that the number of intercropped cash crop
plots is larger than those that are monocropped. Intercropped
field size is on average approximately 40 percent of total
field size, showing modest level of diversification of all crops
without taking into account the other 60 percent of remaining
land.
Machine or animal use, land quality, and pesticide use are
more evenly distributed with means closer to 0.5. Household
size, field size, and distance from sale are non-normally
distributed and skewed to the right. Histograms for these

III. DATA D ESCRIPTION
Ideal data to assess this question would allow regressing the income generated from export cash crops on the
quantity of crop sold. The data would be able to distinguish between crops sold from intercropped fields and
those from monocropped fields, all while controlling for
related production endowments and other technology. An
RCT in Ashraf, Giné, & Karlan (2009; 2015) in collaboration
with the Abdul Latif Jameel Poverty Action Lab at the
Massachusetts Institute of Technology provides much of
these data, available through Harvard University’s Dataverse.
Their study introduced export assistance and credit services
to farmers in the Kirinyaga district of Kenya through a nongovernmental organization called DrumNet. The baseline
survey was conducted in April 2004 with the follow-up
survey in May 2005.
To participate in DrumNet, farmers needed to belong to a
self-help group (SHG, also known as a farmers’ association),
express interest in exporting cash crops through their SHG,
have some irrigated land, and at least a week’s worth of
wages, or approximately 10 USD, in DrumNet’s Transaction
Insurance Fund (TIF). Participants in the treatment group
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variables are featured in Figures 1, 2, and 3, respectively.
Three observations were deleted in household size due to
suspected input error. Attention will be paid in the next
section regarding the impact of non-normally distributed data
found in household size, field size, and distance from sale.
A more refined method to assess the validity of these
groups (monocroppers and intercroppers) is through a twosided t-test, which determines whether the means of the
groups for variables are statistically significantly different
from each other. The t-test results are available in Table
2. Three independent variables, machine or animal use,
household size, and land quality, point to a statistically significant difference in the distributions of the variables. These
difference are significant at the p0.1, p0.05, and p0.01
levels, respectively, meaning there is little likelihood that the
true means are equal to each other. For further analysis, regressions should take these household characteristic variables
into account to remedy the incomplete randomization among
intercroppers and monocroppers. Finally, it is worthy of
note that no statistically significant difference exists between
the means of the groups regarding the dependent variable.
There remains, however, a larger distribution of outcomes
among intercroppers, which may portend heterogeneity of
outcomes attributable to intercropping interacting with RCT
participation.

always downward sloping because resources and technology
must be diverted from one product to another in order to
produce more of the latter.
An LER of 1 is equivalent to monocropping and a direct
1:1 tradeoff between crops. It is thereby represented by
curve A. Curve A is straight because there is no change in
opportunity cost by switching crops when the LER equals 1.
An LER greater than 1 means intercropped species complement each other to increase yields, which corresponds to a
concave curve like B. Its concavity comes from the varying
opportunity costs of having disproportionate amounts of one
crop, which decreases the complementarity of intercrop production. Finally, an LER less than 1 means crops compete for
resources, and so their mixture decreases overall production
and creates a convex curve like C. The convexity of curve
C arises from the high opportunity costs of expanding production of a second, competitive crop. Thus, if intercropping
uses complementary crop species that support each other’s
mineral needs, productivity for a given level of a crop should
be greater under intercropping than other methods.
The PPF model posits that the income generated from
complementary intercropping will always be equal to or
greater than that of monocropping. Figure 5 imposes an arbitrary price ratio, represented by the dotted lines, to establish
three optimal points given by the points where the negative
price ratios are equal to the marginal rate of transformation
between crops. All optimal points for monocropping are
below or equal to the output of complementary intercropping,
meaning the latter always meets or exceeds the income of
the former.
Producers accept world crop prices upon the elimination
of trade barriers. If the world price rests above the domestic
price, then the country exports the crop. According to classical Ricardian trade theory, producers derive this comparative
advantage from technology that allows them to produce at a
lower price. It is possible intercropping may serve as such
a technology and establish a price advantage. This is likely
the case with Kenyan smallholders switching to horticulture
crops bound for wealthy European markets who pay a global
premium for a product that uses globally cheaper inputs.
This result depends on whether the assumption of constant
resources and technology remains intact. It is expected that
endowments of land, labor, and capital as well as nonintercropping technologies, such as pesticides, will differ
across individuals and affect output rates. Data description
from the previous section found this to be true between
monocropping and intercropping groups regarding household
size, machine and animal use, and land quality. Nonetheless,
a proper model specification can account for these issues.

IV. T HEORETICAL F RAMEWORK
Economic theory provides a framework with which to
assess the effectiveness of intercropping in terms of yields
and income generation. Ranganathan, Fafchamps, & Walker
(1991) adapt the ecological concept of the land equivalency
ratio to production possibilities theory. After a brief introduction to the concept of the land equivalency ratio, a model
for production efficiency between two crops can be used to
determine whether intercropping produces more, equally, or
fewer yields than monocropping with implications for trade.
The land equivalency ratio (LER) measures the yields of
intercropping against those of monocropping. In essence, the
ratio expresses how much more or less a given plot of land
can produce of crops by intercropping over monocropping.
If the LER is greater than 1, then intercropping produces
greater yields than monocropping, ceteris paribus. If the LER
equals one, intercropping yields equal monocropping yields,
and an LER less than 1 means intercropping produces fewer
yields than monocropping. The LER is given by (1) and is
the summation of the ratios for each crop i of intercrop yields
over monocrop, “pure stand,” yields.
M
X
Y ield of Intercrop
LER =
Y
ield of purestand
i=1

(1)

As Ranganathan, Fafchamps, & Walker (1991) note, the
values of the LER correspond to the coefficients applied
to a standard Cobb-Douglas production possibilities frontier
(PPF) as shown in Figure 4. The PPF demonstrates all
possible output bundles between two crops, x and y, while
holding constant resources and technology. The PPF is

V. E MPIRICAL F RAMEWORK
The theoretical understanding of intercropping granted
by the PPF translates rather directly to a specification for
an outcomes like non-wage agricultural income per acre, a
descaled measurement isolating income from crop sales:
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The LER estimate for the data equals 3.12, which means
that the crops in question have a complementary relationship
in the data and that, on average, 212 percent more land is
required of monocroppers to match the yields of intercroppers. With regards to production possibilities theory, the PPF
is concave and should establish that intercroppers earn more
per acre from growing the same crops as monocroppers, all
else equal.
The results for an initial regression of equation [2] are
featured in column (1) of Table 3. It defines RCT treatment
simply as placement into either treatment group, otherwise
known as intent-to-treat (ITT). Ashraf, Giné, & Karlan
(2009) warned against use of other treatment definitions,
such as treatment on the treated (TOT), as they would
likely overlook spillover effects by measuring only RCT
compliance. The regression uses robust standard errors to
account for issues of heteroskedasticity.
The coefficients for treatment, after, and intercropping are
all positive, as predicted by theory. Intercropping interestingly has a large effect that is statistically significant at
the p0.1 level. The treatment and after interaction also
maintains its positive but statistically insignificant coefficient
from Ashraf, Giné, & Karlan (2009), featured in column
(5). The coefficients for the other two second order interactions are negative with that of treatment and intercropping
statistically significant at the p0.1 level. These signs do
not match predictions, but their interpretive value remains
minimal. The third order interaction term interacting after,
treatment, and intercropping is positive and insignificant at
the p0.1 level, confirming only in sign the prediction of
production possibilities theory and the LER derived from the
data. The triple interaction also has the greatest magnitude
of all coefficients excepting the constant.
Most control variables match the prediction of theory and
previous studies. Household size has a negative sign, which
results from the rising dependency ratios of larger households
(McCulloch & Otas, 2002; Muriithi & Matz, 2015). Farm
size and income per acre are inversely related and significant
at the p0.01 level, which results from decreasing returns
of scale among labor-intensive smallholders (Von Braun,
Hotchkiss, & Immink, 1989). Related to this finding is
that of the inverse relationship between income per acre
and machine or animal use, which stems from their use
on larger, though less efficient, smallholdings. Land quality
contributes positively to income as a component of total
factor productivity (Witcover, Vosti, Carpentier, & de Araujo
Gomes, 2006). The case is the same for pesticide use, which
is positive and statistically significant at the p0.1 level.
Distance from sale does not match theory’s prediction of
transaction costs, but results remain statistically insignificant
at the p0.1 level. This likely stems from outliers that,
because input error is not suspected, do not warrant exclusion
from analysis and will be corrected for in another regression
using a logarithmic transformation.
The sign and magnitude of these results remain when using
clustered errors at the SHG level, featured in column (2).
Clustered errors recognize unobserved heterogeneity at the

yi t = 0 + 1 Tit + 2 Ait + 3 ICit + 4 Tit Ait +
5 Tit ICit + 6 Ait ICit + 7 Tit Ait ICit + Vit + ✏it

(2)
where y equals income generated for time t and household
i. T is a binary variable equal to 1 if household i belongs
to any treatment group and 0 otherwise. A is a binary
variable that equals 1 if the time period t is the followup, post-program period. IC is also a binary variable equal
to 1 if household i intercropped cash crops. Present are
the first (single variable), second (two variables), and third
(all three binary variables) orders necessary to test the
interaction of treatment placement, time, and intercropping.
V is a vector of control variables for household i at time
t, including household size, machine or animal use, soil
quality, pesticide use, field size, and distance from sale.
These variables proxy endowments, technologies, and costs
in hopes of both recovering the broken assumptions of theory,
accounting for statistically significantly different means, and
isolating the interaction effect of RCT program participation
and intercropping. Finally, ✏it is the error term with mean
zero.
The sign of 7 tests the hypothesis that intercropping
participants experienced improved program outcomes over
their monocropping peers by interacting time, treatment, and
intercropping. If positive, the coincidence of intercropping
and RCT program participation contributed positively to
income generation. If negative, the converse is true. The
coefficients 1 , 2 , and 4 are expected to be positive as they
should mirror the results of Ashraf, Giné, & Karlan (2009).
The coefficient 4 interacting time and treatment could be
negative, however, because its result could be reconstructed
once interacted with the likely positive effect of intercropping
on income. The coefficient 3 , the effect of intercropping, is
expected to be positive as it relates to outcomes like yields
and income. The signs for the intermediary coefficients of 5
and 6 , are ambiguous, but their interpretation is not useful
and is thus ignored. Additionally, generated LER estimates
from the data using (1) will validate or cast doubt upon the
connection between the data and the theory established in
this section. The LER can discern the validity of the theory
as it applies to the data and regression results, but is unlikely
to cast doubt upon the results of the regression themselves.
It will prove a helpful tool in conceptualizing the outcomes
presented in the regressions.
VI. E MPIRICAL R ESULTS
Before any presentation or analysis of econometric results,
a glance at the calculated LER should determine expectations
for regression results as well as the adequacy of production
possibilities theory in explaining intercropping production
trends in the data. In the context of the data used, the LER
measures average yields of intercropped over monocropped
maize, beans, French beans, and coffee. Data on yields for
other crops were unavailable but represent only 12 percent of
cultivated area in the dataset, so the estimation should retain
most of its precision.
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group level as a tradeoff for not recognizing unobserved
heterogeneity among individuals. Concerning the data at
hand, farmers received treatment at the SHG level, which
posits an appropriate identifier for difference across groups
as it corresponds to both treatment designation and likely
avenues for spillover effects. Significance remains the same
except for the treatment and intercropping interaction, which
no longer has significance, and the triple interaction term,
which becomes significant at the p0.01 level. Clustered
errors, however, do not account as much as robust standard
errors for heteroskedastic error biases that affect statistical
inference.
A logarithmic transformation of the data is featured in
column (3) to account for nonnormality caused by outliers
and skewed distributions. The signs and general magnitude
of previous results remain excepting the after-treatment interaction, machine and animal use, and distance from market.
The interaction of after and treatment turns negative but
statistically insignificant, which falls within the analysis of
Ashraf, Giné, & Karlan (2009) in that the program was not
found to have a statistically significant effect on income
per acre. Machine and animal use turns positive but statistically insignificant, reflecting theory in that capital deepening should increase smallholder productivity and income;
decreasing returns to scale may have been overestimated.
Finally, distance from market turns negative and statistically
significant at the p0.01 level. This result matches theory on
transaction costs and demonstrates the overall improvement
of the logarithmic transformation on the previous regression
in matching theoretical predictions.
The triple interaction remains positive but loses its statistical significance at the p0.1 level. The interaction of
program participation and intercropping thus had a positive
impact on non-wage agricultural income per acre, but it is not
statistically discernable from zero. These results have robustness at the SHG level as shown in column (4). These results
again resemble those of Ashraf, Giné, & Karlan (2009)
in that the program had no statistically significant impact
on income per acre. It also relates back to the statistically
insignificant difference between dependent variable outcome
means found in the t-tests of Section III.
These final results reflect the direction predicted by theory,
but not the magnitude. While the LER value of 3.12 shows
soils are conducive to intercropping, the LER may have
overestimated the effect of intercropping on income. A high
LER could have resulted from pesticide use, which would
inflate the perceived effect of intercropping on yields and
income per acre. Sadly, the LER does not decompose to
account for the effect of pesticides in these data and therefore
cannot be re-estimated.

use of RCT data and its intervention of export assistance and
credit services corrected for imperfect price dispersion and
markets that plagued Minot & Ngigi (2004). Results reflected
the expectations of the production possibilities theory derived
in Ranganathan, Fafchamps, & Walker (1991) with non-wage
agricultural income per acre increasing with intercropping.
The results were not statistically significant, however, when
accounting for heteroskedasticity and nonnormality. Results
have a sense of internal validity in that they reflect the overall
program conclusions of Ashraf, Giné, & Karlan (2009). It
is possible that data overestimated the LER by neglecting
pesticides.
A number of limitations exist for this study and its implications. First, results do not take into account any adoption
or abandonment of intercropping. The resulting bias is not
likely to be significant, however, because intercropping as
a traditional practice is not one to be quickly abandoned,
nor did DrumNet ever encourage monocropping. Second,
this study does not separately assess both treatment groups,
which may bias results downward if credit services had an
impact on income masked by grouping treatments together.
Also, the external validity requires substantial attention to
local environmental conditions since the benefits of intercropping rely heavily on local soils and crops. Finally, cash
crop analysis was undertaken at the household level, the only
level available for dependent variable outcomes. Future study
of crop level outcomes would more directly measure how
intercropping affects income generated.
Nonetheless, my results show that intercropping farmers
are shown to be just as, if not more, capable of income
generation as monocroppers when both export. The theory
behind intercropping and the positive, though statistically
insignificant, effect intercropping had on exporter income
warrant further attention from researchers and policymakers.
Future research could better substantiate the interaction of
intercropping and exporting by better randomizing across
agricultural practices and by studying crop level outcomes.
It could also pay closer attention to scale in data and
theory because the benefits of intercropping experience large
decreasing returns to scale, a dynamic only tangentially
mentioned in this study.
Ashraf, Giné, & Karlan (2009) explain the difficulties
smallholders have in meeting EU quality regulations, but
nothing in their description of such regulations prevents
smallholding intercroppers from coordinating with organizations like DrumNet to capture gains from trade. Thus, the
failure of this study to reject intercropping as a sustainable,
income-generating agricultural practice in a global market
means that policymakers and development practitioners can
still see intercropping as a potential, though small, stopgap
to food insecurity, environmental degradation, and rural
poverty.

VII. C ONCLUSION
This study asked whether intercropping improved the outcomes of export assistance among Kenyan smallholders. The
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own socioeconomic status but also for that of the members
of their social networks (Platteau, 2000, 2006, 2014). In
seeking to understand the role of collectivism and strong
social networks in microfinance, economic research has
focused primarily on the risk-sharing dimension of informal
redistribution in economies where people are structurally
vulnerable to income shocks, but have limited access to
financial markets and to formal redistribution systems (Cox
and Fafchamps, 2007 ).
Recent economic literature, however, has increasingly focused on the potential adverse effects of collectivist cultural
norms. Norms of informal redistribution have been found
to distort economic decisions related to investment and entrepreneurialism (Grimm et al., 2013; Hadness et al., 2013).
Such norms have also been found to result in strategies to
escape the pressure to redistribute, for instance, by favoring
non-easily-sharable assets, hastening some expenses, and
hiding income sources and easily-shared resources (Baland
et al., 2011; Boltz et al., 2015; di Falco and Bulte, 2011;
Goldberg, 2013).
In this paper, we aim to investigate the influence of
collectivism on microloan borrowing decisions. A simple
economic model is used to detail how norms of informal
redistribution, in the form of sharing profits from a microloan
project, could reduce borrowing. A cross-country comparison
using a complete dataset of the 1,049,576 loans facilitated
from 2007 to 2016 by Kiva, a global microfinance institution, is used to uncover whether, in practice, borrowers
from countries with different levels of collectivism interact
with microfinance differently. We then detail a case study
of microfinance in Senegal, which has been defined as a
collectivist culture with well-documented collectivist cultural
norms, including informal redistribution, to better understand
the mechanisms by which collectivism influences borrowing
decisions (Senegal - Geert Hofstede, 2017; Boltz, 2015).
Surveys and ethnographic interviews of lending institutions,
small business owners, and individuals in Senegal were
conducted.
Through the cross-country analysis, we find evidence
suggesting that collectivist cultures tend to borrow smaller
loans and tend to have shorter loan terms. Through the
research trip in Senegal, including surveys and detailed
interviews with 103 Senegalese natives, we uncover how
collectivist cultures are well-suited for the structure of group
borrowing that is used by microfinance to distribute risk.
On the other hand, we also discovered some of the ways
in which collectivist cultural norms can deter entrepreneurs

Abstract— Microfinance, despite its mixed results in economic
literature, continues to proliferate in many developing countries
(Rooyen et al., 2012). This research project investigates the
relationship between collectivism and microfinance. It analyzes
the question: how does a collectivist culture and its norms
influence the ways in which borrowers spend loaned funds
and interact with microfinance institutions? We generate a
theoretical model for how norms of informal redistribution
affect borrowing decisions and use a robust dataset of all of
the loans facilitated by Kiva, a global microfinance institution,
to compare microloan borrowing in countries with different
cultures of collectivism. A case study of Senegal, a culturally
collectivist country, includes surveys and detailed interviews
of individuals and microfinance institutions (MFIs). We find
that the strong social networks associated with collectivism are
well-adapted to the structures of many MFIs. However, we
also uncover that some of the collectivist social norms, such as
norms of informal redistribution, can deter individuals from
using microfinance.

I. I NTRODUCTION
“Mi anda si mido faala heebude prłt. No saati fii si hida
joogi kalis bwee en Sngal. Si hida joogi, a footike joonude
yeembe beng bwee. Woono jaatigibe maa waala bengure
maa buuri faala heebude kalis. Si ko dun, haray mi wowata
rootude kalise.”
“I don’t know if I truly want a loan. It’s hard if you have
a lot of money in Senegal. If you do, you have to share it.
Maybe your families and friends need the money more. If
that’s the case, then I can’t pay back the loan.”
- Mamadou D*, subsistence farmer in Thiabekaare, Senegal,
January 2017.
There is wide-ranging research on microfinance in developing countries, yet less is understood about the effects
of cultural norms on how individuals and groups interact
with microfinance institutions (MFIs). Strong social networks
that typically exist in collectivist cultures have been found
to play an important role in the diffusion of microfinance
(Banerjee et al., 2013). Countries in sub-Saharan Africa,
which have been characterized as having high or moderate
levels of collectivistic values, also have well-documented
norms of redistribution whereby individuals frequently transfer a substantial share of their income to members of their
social networks, i.e. members of the household or extended
family, friends, and neighbors (Baland et al., 2016; di Falco
and Bulte, 2011). This informal redistribution shapes the
social and economic habits of individuals; people make
resource-allocation choices accounting not only for their
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from borrowing money or starting ventures, because of the
norms of informal redistribution.
Our research adds to the few ethnographic accounts on
microfinance that engage with the processes of borrowing
rather than the institutional outcomes driving the industry (Brett, 2006; Perry, 2006; Gurin, 2006; Duffy-Tumasz,
2005). Our account highlights the importance of cultural
context, not only in structuring of microfinance products such
as microloans, but also in spreading the concept of financial
services to isolated regions and villages.

C. Ethnographic Strategy
To investigate the influence of collectivist cultural norms
on microfinance, a detailed ethnographic study was conducted in Senegal from December 2016 to January 2017.
Senegal is considered a relatively collectivist society and, in
Geert Hofstede’s Index, is described in detail:
“A low score of 25 in this dimension means that Senegal
is considered a collectivistic society. This is evident in a
close, long-term commitment to the member ‘group’, be that
a family, extended family, or extended relationships. Loyalty
in a collectivist culture is paramount and overrides most
other societal rules and regulations. The society fosters strong
relationships where everyone takes responsibility for fellow
members of their group. In collectivist societies: offence
leads to shame and the loss of face, employer/employee
relationships are perceived in moral terms (like a family
link), hiring and promotion decisions take account of the
employee’s in-group and management is the management of
groups (Senegal - Geert Hofstede, 2017).”
During the research trip, 103 individuals were interviewed
from a range of professions, backgrounds, ages, genders,
and geographical locations within Senegal. The locations of
the research include Dakar, the urban capital of Senegal,
Kedougou, a rural city in the south-east of Senegal, and four
rural villages in the Kedougou region of Senegal (Dindefelo,
Thiabekaare, Segou, and Pellel).

II. M ETHODOLOGY
In this study, a combination of economic theory, crosscountry data analysis, surveys, and interviews were used.
The surveys and interviews were conducted in the Dakar
and Kedougou regions of Senegal from December 2016
to January 2017 with participants ranging from lending
institutions, to small business owners, to individuals.
A. Theoretical Framework
Following from the Stiglitz (1990) model of peer monitoring in a competitive credit market, we create a theoretical
economic model to uncover how informal norms of redistribution - specifically profit sharing from successful microloan
projects - could influence borrowing decisions.
B. Empirical Strategy
The cross-country data used for this research includes
94 countries and was aggregated from three sources. First,
data on all loans facilitated from 2007 to 2016 by Kiva,
a global microfinance institution, were downloaded using
the Kiva API (Kivatools, 2017). A total of 1,049,576 loans
facilitated by Kiva were included. Our data second source is
Geert Hofstede’s Index of Individualism, which was merged
with the Kiva dataset on the country variable (Index of
Individualism, 2014). The index of individualism measures
the “degree of interdependence a society maintains among its
members [which is]...related to whether people’s self-images
are defined in terms of ‘I’ or ‘We’. In individualist societies,
people are supposed to look after themselves and their
distinct family only [while] in collectivist societies people
belong to ‘in groups’ that take care of them in exchange
for loyalty” (Senegal - Geert Hofstede, 2017). The range of
scores on Hofstede’s Index of Individualism observed in the
dataset includes a least individualistic, minimum score of 6
(Guatemala), a most individualistic, maximum score of 91
(United States), and a mean score of 27. Senegal received a
score of 25, which is a relatively low score. The final data
source was GDP per capita, PPP (current international $),
which was downloaded from the World Bank Dataset and
was used as a control in the cross-country analysis (World
Bank Databank, 2016).
In investigating the differences in how individualist and
collectivist cultures interact with microfinance, cross-country
comparisons were used. The average loan size and loan term
were used as metrics to compare countries with different
cultures of collectivism (as measured by Hofstede’s Index of
Individualism).

Fig. 1: Map of Senegal
While in the Dakar and Kedougou regions, surveys and
extensive ethnographic interviews were used to investigate
people’s attitudes towards microfinance and to understand
the influence of collectivist cultural norms on people’s interactions with microfinance institutions (MFIs) in Senegal.
The survey (included in Appendix A), includes 6 questions
related to people’s attitudes and interactions with MFIs. The
extensive interviews immediately followed the surveys and
were used to provide greater detail and substance to the
answers recorded from the surveys.
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Various precautions were taken to mitigate bias in answers,
to both the survey and interview questions, that would
plausibly emerge given that the researchers are foreigners
from the United States. The Kedougou region, which has
a population of approximately 152,134, has a relatively
minimal foreigner presence, and was selected because of
the extensive social network that one of the researchers,
Keaton Scanlon, had previously developed in this region
(Senegal Census Data, 2013). Keaton spent four months in
the Dakar region and a cumulative year and a half living in
the Kedougou region of Senegal, primarily in the village of
Thiabekaare, but also in Dindefelo, Segou, Pellel, and the
town of Kedougou. In addition to becoming proficient in the
local language of Pular, Keaton developed a strong social
network in both regions. Many of the people in Keaton’s
established social networks in the Dakar and Kedougou regions were surveyed and interviewed, because of the relative
reliability and expected honesty of their answers. To expand
beyond Keaton’s network in getting honest attitudes and
answers, Seydou Diallo, a bilingual native to the Kedougou
region, utilized his network established from his 20 years
living in the region, and assisted in administering surveys
and conducting interviews. All interviews were conducted in
Pular, the local language in which Keaton is fluent. In Dakar,
where the majority of people speak French and Wolof, people
who spoke Pular were sought out, and even provided some
aid translating responses from proximate participants.
In addition to interviewing 103 individuals in the Dakar
and the Kedougou regions, employees at various microfinance institutions in the regions were also interviewed.
Employees of Credit Mutuel du Senegal, a microfinance
institution, as well as Orange Money, a mobile money
service, were interviewed to get a greater understanding
of microfinance in Senegal from the business providers’
perspective. These interviews were conducted in Wolof by
Seydou Diallo, and then translated into English.

If the project is unsuccessful, then nothing is shared but, still,
(1 + r)L is paid back to the MFI.
Thus, the expected consumption tomorrow from undertaking project i, with rate of interest r, is:
C = pi Yi (L)

pi (1 + r)L + (1

pi )( (1 + r)L)

For the borrower presented with the expected consumption
tomorrow from undertaking project i represented above, we
have the following maximization problem:
max pi Yi (L)
L 0

pi (1 + r)L + (1

pi )( (1 + r)L)

The slope of the indifference curve if the individual
undertakes project i is:
@2C
@C
= pi Yi0 (L) (1 + r) s.t.
<0
@L
@L2
Thus, in the borrower’s maximization problem, we are left
with the following comparative static:
pi Yi0 (L) = (1 + r)
The indifference curve, @C
@L , represents the marginal consumption of scale, where scale is measured in CFA francs
of expenditure. It is evident in the comparative static, where
the rate of interest, r, and the probability of success, pi ,
are fixed, as the proportion of the profits that are shared, ,
increases, the marginal returns of scale, Yi0 (L), decreases.
This suggests that, in practice, a borrower in a culture
with norms of informal redistribution would have a lower
propensity to take on projects with larger scale compared to
a equivalent borrower not in a culture with norms of informal
redistribution. Given that there is an opportunity cost of
undertaking a new project, such as forgone consumption
of goods that are not easily sharable, the profit sharing
proportion, , decreases the propensity of a borrower to take
out a loan in the first place (i.e. given the lower marginal
utility of scale, utility could be maximized when L = 0 and
all wealth is invested into consumption). We investigate these
dynamics through cross-country analysis of microloan data
and through ethnographic research strategies in Senegal.

III. BASIC T HEORETICAL F RAMEWORK
Our theoretical economic model is directly specified at the
borrower level and sheds light on how norms of informal
redistribution in collectivist cultures could affect borrowing
decisions. Our analysis in this paper follows from Stiglitz
(1990), who constructs a model of peer monitoring in a
competitive credit market.
Assume that all individuals have various projects which
they can undertake, such that project i, if successful, returns
Yi (L) when undertaken at scale L (measured in CFA franc
of expenditure). If project i fails, its returns are zero. The
probability of success for each project is pi . To account for
norms of informal redistribution in collectivist cultures, let
be the proportion of the profits that are shared if a project is
successful, such that 0   1. We assume that is larger
in countries with higher levels of cultural collectivism. If the
project is successful a proportion of profits from the project,
Yi (L), is shared and (1+r)L, the loan amount plus interest,
is paid back to the MFI where the rate of interest r is fixed.

IV. E MPIRICAL R ESULTS : T HE RELATIONSHIP BETWEEN
COLLECTIVISM AND MICROFINANCE

In analyzing the relationship between collectivist culture
and microfinance, we investigate whether, in accordance with
the theoretical model, there is an association between a
country’s level of collectivism and its average microloan size
and term length.
A. Loan Amount Comparison
Across all of Kiva’s 1,049,576 loans across 94 countries
between 2007 and 2016, the maximum loan facilitated by
Kiva is $100,000 and the minimum loan is $25. The mean
loan facilitated by Kiva is $842.09. Based on the theoretical
economic model defined earlier, we’d expect countries with
higher levels of collectivism to have lower average loan
sizes. There is a clear positive association between average
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loan size and level of collectivism on the country-level (see
Figure 2).

out a loan to buy chicken for resale, given a longer loan
duration, there would be more opportunities for people to
ask the farmer for chickens or for profits from the business.
Therefore, it is plausible that norms in collectivist culture,
such as norms of informal redistribution, influences both the
size and the duration of loans. Across the Kiva dataset, the
minimum loan term facilitated by Kiva is 1 month and the
maximum loan term is 195 months (16.25 years). The mean
loan term facilitated by Kiva is 13 months. There is a clear
positive association between countries with individualistic
cultures and countries with longer average loan terms. This
could suggest that borrowers in collectivist cultures take
on more short-term projects compared to individualistic
cultures.

Fig. 2: Individualism vs. Average
Loan Amount

Since countries with higher levels of development typically have higher levels of individualism - which is noted
in Hofstede (2001) and supported in our data (see Figure 3) - we use level of development as a control. A
cross-country regression of average microloan size on level
of individualism, controlling for level of development as
measured by the logistic of GDP per capita, supports the
hypothesis derived from the model that there is a relationship
between collectivism and loan size (see Table 1), which is
statistically significant. A 10-point increase in a country’s
level of individualism (measured on a 100-point scale), is
associated with a $295.50 increase in the country’s average
microloan size.

Fig. 4: Individualism vs. Average
Loan Duration

In a regression of the average loan term on the level
of individualism across countries, again controlling for the
logistic of GDP per capita, there is a significant relationship
between individualism and the average microloan term such
that a 10 point increase in a country’s level of individualism
(measured on a 100-point scale) is associated with a 2.53
month increase in the average microloan term.
TABLE I: Regression Results
Dependent
Variable

Individualism
(Hofstede Index)

Log GDP
per capita

Constant

R2
N

Loan Amount
(USD, $)

29.55***
(8.59)

392.72***
(149.24)

-2938.40***
(1278.77)

0.41
41

Loan Term
(months)

0.25***
(0.08)

1.08
(1.40)

-1.23
(12.07)

0.25
46

Note: * p < 0.1, ** p < 0.05, *** p < 0.01.

Fig. 3: Individualism vs. GDP per
capita

V. T HE INFLUENCE OF COLLECTIVISM ON
MICROFINANCE : A CASE STUDY OF MICROFINANCE IN
S ENEGAL

The theoretical economic model suggests that informal
redistribution reduces the marginal returns of scale. With a
longer duration loan, there are more opportunities to share
profits with others. For instance, if a Senegalese farmer took

In an effort to provide a more detailed account of the
relationship between collectivism and microfinance, we
conducted detailed surveys and ethnographic interviews in
Senegal, which has been defined as a collectivist culture

B. Loan Term Comparison
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with well-documented collectivist cultural norms including
norms of informal redistribution (Senegal - Geert Hofstede,
2017; Boltz, 2015).

culture on these structures, bank managers from the Kedougou branch of Credit Mutuel du Senegal and a director of
operations at the Kedougou branch of Orange Money were
interviewed.

A. Current Landscape of Microfinance in Senegal

C. Microcredit

Microfinance institutions in Senegal, as in many other
developing countries, are on the rise. In 2015, there were
1,168 microfinance institutions in Senegal, some of the
most popular being the Alliance of Credit and Savings for
Production (ACEP), Senegalese Mutual Credit (CMS), and
the Partnership for Mobilizing Savings and Credit in Senegal
(PAMECAS) (International Monetary Fund, 2016). In parallel to the increase in the number of microfinance branches,
the number of accounts has been rising substantially since
2004.

Credit Mutuel du Senegal is one of the largest microfinance institutions in Senegal and, at the end of 2014, had
more than 125,000 active borrowers (FCCMS, 2015). In the
Kiva dataset, the mean loan amount in Senegal from 2007
to 2016 was $1415.77 and the average loan term was 11.05
months. In accord with the data from Kiva, the bank manager
cited average loan sizes of 15,000 CFA to 1,000,000 CFA
(about 1600 USD) (Badji E*, January 12, 2017). While the
average number of borrowers per loan for all of Kiva’s loans
was 1.97, the average number of borrowers per loan for the
10,865 loans to borrowers in Senegal is 6.05 people.
In accord with the analysis of Kiva’s data on loans
facilitated in Senegal, the bank manager from Credit Mutuel
du Senegal in Kedougou stated that the most common type of
loan system is that of a large group. The advantage of such
a structure is that the benefits and burden of the loan are
distributed. A group loan also makes the loan less risky for
the banks, since the borrowers keep each other accountable.
According to the bank manager, “It is better to loan to a
group because it is less risky. A lot of women’s groups and
big families borrow money from us.” (Badji E*, January 12,
2017).
The well-documented collectivist social norms and strong
social networks in Senegal are plausibly conducive for such
arrangements. Badji E*, the bank manager, outlined that, if
people in the group are unable to payback their loans, they
are given a few months of additional time and, if still unable
to pay, then other people in the borrower’s group are asked
to contribute on the behalf of the defaulting customer. Next,
the defaulted borrowers’ family members are visited by the
bank in an attempt to acquire the owed funds, and finally,
the chief of the village is approached. Upon this step, an
agreement is made between the village chief and the bank
as to how the customer should best account for their default
(such as with the taking of collateral). Since social networks
are so strong, it is common, according to Badji E*, for the
bank to get money for the loan: ”The social shame of not
abiding by one’s word is often enough to get someone to
pay back their debt. However, friends and family often will
help as well” (Badji E*, January 12, 2017).
Microloan borrowers in Senegal also cited benefits of
group borrowing in expanding the scope of who can participate in microfinance. Ibrahima*, a college student in
Kedougou, said that “To get a loan, you have to show the
bank that you have something, like money, or a motorcycle,
or cows. I don’t have enough.” (Ibrahima A*, January 5,
2017). In groups, however, such burdens are distributed.
In the case of Credit Mutuel du Senegal in Kedougou,
the bank manager stated that loan amounts are determined
by past credit history with the bank, including consistency
and size of past deposits. Since only two of the borrowers

Fig. 5: MFIs and Commercial
Bank Branches in Senegal

Fig. 6: MFIs and Commercial
Bank Depositors in Senegal

While the growth of microfinance in Senegal is shared
by many countries in Sub-Saharan Africa, Senegal’s microfinance landscape has some unique characteristics. For
instance, the dominance of Islam in Senegal, where 94%
of the population is Muslim, influences the structure of
informal microfinance systems (Mahmud, 2013). A blog
post by Kiva describes in detail that many informal lending
structures in Senegal do not operate with interest due to
Islamic Law, since Islamic scholars claim that “charging
interest on loans is usurious and a violation of Islamic law”
(Islamic microfinance, 2012). To accommodate Islamic Law,
while maintaining its core business model, Kiva charges a
service fee instead of interest in some cases.
B. Structure of Microfinance in Senegal
To gain insight into the structure of microfinance institutions in Senegal and the impact of Senegal’s collectivist

60

are required to have their identification cards photocopied along with having savings accounts of at least 15,000 CFA
(approximately 24 USD) - often a head of household or a
wealthier person in the village join a loan group on behalf
of other people in their social network.

D. Microcredit
Microsavings institutions, like microcredit institutions, fill
a void unattended by traditional banks. Azi T*, the Director
of Operations at Orange Money, a mobile money service,
explained that Orange Money does not offer loans or credit
opportunities, but instead provides clients with the ability to
safely store savings which fits into the overarching category
of microfinance.
As is the case with microloans, financial requirements deter many from using the services. According to the Director
of Operations at Orange Money in Kedougou, “putting in
money is completely free, but withdrawing money comes
with a small fee” (Azi T*, January 8, 2017). This fee
naturally makes it undesirable to withdraw small amounts
of money frequently, and adds extra costs when one could,
potentially, just physically hold onto their money. Many of
those interviewed stated that they avoid savings accounts,
even through platforms such as mobile money, because of the
withdrawal fees. Mamadou Jang G*, a construction worker in
Kedougou said, “I don’t use Orange Money because the fees
would take away my money” (Mamadou Jang G*, January
9, 2017). When asked where he puts his money, Mamadou
Jang G* said, “I hide it. I put it in my hut and lock it when
I go away or take it with me. It’s not good, though. It can
be dangerous carrying around all of my savings” (Mamadou
Jang G*, January 9, 2017). In addition, some cited the fees to
opening a savings account as a barrier. Adama H* cited a fee
of 10,000 CFA to open an account (approximately 16 USD)
that, although not astronomical by standards in Kedougou,
is enough to cause some like Adama to avoid opening an
account.
During interviews in Senegal, the benefits of collectivist
cultural norms in the context of micro savings became
apparent. A few people interviewed described how, given
the withdrawal fees, groups have merged together under one
account. Coumba E*, for instance, described how norms in
collectivist culture have adapted to the structure of microsavings in Senegal: “I know many people who share one account
and all withdraw money if they need it. Some people don’t
have savings accounts because of the fees. But other people
share the fees by using one account” (Coumba E*, January
11, 2017).

While the group-borrowing system we observed in Senegal
is a common structure for microloans and seems to benefit
banks and borrowers, responses during the ethnographic
interviews shed light on significant drawbacks as well. Most
prominently, there is pressure for all parties within a borrowing group to only use money for low-risk investments. Badji
E*, the bank manager, stated that “different interest rates are
given to loan recipients from different industries. We charge
a lower fee to buy and sell produce at the local market, but
a higher fee to buy and sell livestock. Livestock is more
risky” (Badji E*, January 12, 2017). In comparing uses of
the 10,865 microloans facilitated by Kiva in Senegal between
2007 and 2016, there is a clear skew towards relatively lowrisk investments. Some of the most popular activities for
which loans through Kiva were borrowed include retail (3102
loans), food production/sales (979 loans), fruit & vegetables
(578 loans), livestock (449 loans), animal sales (376 loans),
food market (365 loans), and cloth and dress making supplies
(352 loans).
In this way, there appears to be a tension between microcredit and true entrepreneurship, which is usually associated
with taking risks. Unlike entrepreneurialism in the United
States, for instance, with very few venture capital funded
startups being successful, MFI rules in Senegal are set up not
to tolerate any failure. However, as mentioned in a chapter
on microfinance in Poor Economics: A Radical Rethinking of
the Way to Fight Global Poverty, “it is a necessary byproduct
of the rules that have allowed microcredit to lend to a large
number of poor people at low interest rates...microfinance
gives its clients every incentive to play it safe, so it is not
well suited to discover who has an appetite for risk taking”
(Banerjee et al., 2011, p.177).

E. Attitudes towards Microfinance Institutions (MFIs)
During interviews, there were noticeable differences in
awareness of microfinance institutions between those interviewed in the Dakar region and those interviewed in
the Kedougou region. The Senegalese capital of Dakar is
an urban center for many MFIs, while Kedougou is the
poorest region of the country with a lower population density
(152,134 people in Kedougou, versus the 1.056 million
people living in Dakar according to Senegal Census Data,
2013).
All people interviewed in the Dakar region were familiar
with microfinance. When asked about their thoughts about
microfinance, most gave answers reflecting a sentiment similar to Issa J*’s answer: “I think microcredit and savings are

Fig. 7: Microloans in Senegal by
sector
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good. They help people start business and save for family and
for school” (Issa J*, December 30, 2017). All of the people
interviewed in Dakar seemed to have a positive view towards
microfinance, even though less than half used at least one of
the services provided by microfinance institutions.
While most people interviewed in the Kedougou region
knew what microfinance was, multiple people interviewed
indicated that they were extremely hesitant or afraid of such
institutions. Most apparently, there was a consistent fear
that one would be put in jail if they weren’t able to pay
their loan. The origin of such a fear could potentially be
sourced to the structure of microloans. To overcome the
expensive administrative costs involved in lending to the
poor, including due diligence on borrowers, MFIs diverge
from traditional banks and informal moneylenders in how
loan contracts are enforced. In addition to threatening to
cut off all future lending to anyone who defaults outright,
MFIs have a track record of removing almost all flexibility of
loan repayments (Banerjee et al., 2011, p.167). The stringent
nature of loan contracts with many MFIs is also unsurprising
given the politics of microfinance: low default rates are often
used as the proof-of-concept for microfinance institutions.
The “portfolio at risk” (loans that may default, but will
not all) was less than 4% in South Asia and no more than
7% in most Latin American and African countries in 2009
(Microfinance Information eXchange, 2017). According to
the Kiva website, the repayment rate on all of their loans is
97.3% (The risks of lending, 2016).
However, in an interview with MFIs in Senegal, the actual
enforcement of default cases was not excessively stringent.
The bank manager at Credit Mutuel du Senegal, Badji E*,
clarified the actual protocol of loan contract enforcement.
According to Badji E* if a borrower did not pay, the bank
would firstly follow up with the borrower, followed by the
borrower’s family and the village chief and elders. Only
when the borrower’s network has been fully explored are the
police involved, initiating a process of repossession in which
livestock or homes are taken over and sold by the bank.
People are never arrested, however, as putting the customers
in jail is not regarded as a productive way to recover missing
funds.
Interestingly, when many of the village residents were
interviewed regarding their attitudes towards loans, people
seemed scared of the banks. One strategy that seems to
keep MFI defaults low, whether used intentionally or not, is
fear. Many of the people interviewed mentioned their fear of
microfinance institutions. Awa B* from the village of Segou
in the Kedougou region stated that: “I’m scared of the loans.
The police will come if [they] can’t repay the loan.” (Awa
B*, January 5, 2017). With a similar sentiment towards MFIs,
Ibrahima G*, a subsistence farmer from Pellel, claimed that
“Banks are scary. They will take everything you have and
put you in jail if something bad happens and you can’t pay
them back in time.” When asked what would happen if one
was able to avoid the banks, the interviewee said, “They will
find your family and take their things, and might put them
in jail too. You can’t hide from the police” (Ibrahima G*,

January 11, 2017).
While there is clearly a large degree of misinformation
between the microfinance institutions and the potential borrowers, it seems to be understood by the institutions. Badji
E*, the bank manager, said that “the people in the villages are
scared of us. They think banks are evil and that we want to
take all of their things. They don’t understand how banking
works” (Baji E*, January 12, 2017). From our conversations
in the larger town of Kedougou with people who have family
in the surrounding villages, we discovered that when no one
in a village has ever borrowed from a bank, it is rare that
bank loans will be sought out. However, once some in the
village have successfully taken out microloans, people are
more likely to pursue similar opportunities themselves.
F. The Influence of Collectivism on Borrowing Decisions
Groups are an integral part of microloans - not only
for institutions that often use group-borrowing structures
- but also in how individuals interact with microfinance
institutions. While interviewing individuals in the Kedougou
region, it became apparent that strong social networks influence borrowing decisions.
The case study of Mamadou B*, a man of thirty two
years born and raised in Thiabekaare, Senegal, sheds light on
how collectivist culture norms can influence borrowing and
spending decisions. He is the son of the chief of the village,
which may have brought some heightened social status, but
economically he grew up much like the rest of the village
- as a subsistence farmer. His family grows corn, peanuts
and occasionally cotton and sells their excess at the end of
harvest time. He is the father of two children, aged three
and one, and has a wife, who, like almost the entirety of the
women in the village, is a homemaker.
Throughout the time Keaton has known Mamadou B*,
which has been about four years as of December 2016, he has
always expressed a strong work ethic and, by observation,
is perhaps one of the more entrepreneurial young people in
the village. He has been unique in that he has been hired to
take on a part time job with a non-profit called EcoSenegal
while also managing his own vegetable garden. He said that
the garden barely pays for the work and time put into it,
yet he expressed dreams of one day making the garden large
enough that he can hire younger boys to work, thus allowing
him more time to focus on selling what he grows. If he had
funding, he says that he would buy a motor pump, which
would allow him to expand his garden (right now his lugging
watering cans to and from the river is inefficient enough that
it limits the amount of produce he can grow). He stated that
last year he had enough money to purchase a pump, however,
both his wife and he fell sick. The hospital fees meant that
he could no longer afford a pump.
Mamadou B* gave multiple explicit indications of how
collectivist social norms affect his borrowing and spending
activities. After being asked whether he’d consider taking out
a loan, Mamadou B* stated his worry:
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“If people find out you have money, they all ask for it. It goes
away quickly to things that are most important. Families are
huge here. If someone gets sick or needs the money more
than me, I’d give it to them. I’m scared that if I get a loan, I
will share it and then be unable to pay it back” (Mamadou
B*, January 7, 2017).

VI. C ONCLUSION
As more microfinance organizations are being founded
and more branches are being built, even in remote rural
areas like the Kedougou region of Senegal, more research
is needed to understand the influence of culture on microfinance. Naturally, there are effects in both directions:
microfinance institutions can affect culture and culture can
affect microfinance institutions. This research project aims to
uncover how collectivist culture - and the norms associated
with that culture - influence microfinance.
We construct a theoretical economic model to demonstrate
how norms of informal redistribution common in collectivist
cultures can reduce borrowing. Through a cross-country
comparison of loans facilitated by Kiva from 2007 to 2016,
we find that collectivist cultures tend to borrow less money
for a shorter duration, of which a greater proportion is
spent on sectors such as food, livestock, and agriculture
than their more individualistic counterparts. Importantly, our
research also involved three weeks of ethnographic fieldwork
in Senegal to uncover some of the ways in which collectivist
culture influences people’s attitudes towards, and interactions with, microfinance. We find that collectivist culture is
well-suited for the loan structures of many MFIs, such as
group-borrowing. However, we also found, mainly through
ethnographic interviews with individuals, that collectivists
cultural standards such as norms of redistribution make
people hesitant to borrow money.
Future research should explore how culture influences
microfinance in other cultural contexts, or better uncover the
ways in which collectivist culture affects how people interact
with institutions (MFIs being one of them). Additionally,
research should be done on the specific loaning structures
that should be different depending on cultural context. Our
hope is that our research - along with future research not only raises interesting questions but sheds light on the
lives and attitudes of those affected by development efforts,
whether related to microfinance or not.

With funds from Stride 4 Senegal, a nonprofit organization
dedicated to Senegalese development, we had the capacity
to facilitate an interest-free loan to Mamadou B*. Before
even discussing the possibility of a loan, we spoke at length
about the pros and cons of informal loaning structures with
him. He said he wouldn’t want to borrow money unless he
knew he could repay it, so would want to think “mootya!”
(hard!) before taking out an actual loan. “Yeembe no sekude
nolugol sata, konno nolugol no sati bwee” he told me, which
translates to, “People think loans are easy, but loans are
very difficult.” He spoke at length about problems he has
seen in the past with aid organizations just “giving’, and
he expressed that he has seen firsthand that when people
are given ‘free’ money they may not put in much work to
sustain a project. When asked if people sometimes asked him
for money because he has a garden and he said that it does
occasionally happen.
Mamadou decided that he did want a microloan so that
he could buy a gas water pump for his garden. In describing
the benefits of such an investment, he said: “I don’t mind
watering the garden, but it takes a lot of time. It’s hard
to water it two times a day and I cannot expand the
garden anymore with my other job in Dindefelo. If I have
a water pump, I could save time and expand the garden.”
(Mamadou B*, January 7, 2017). The conditions of the loan
(in Appendix B), describe the structure and payment plan
of the interest-free loan for 200,000 CFA (the equivalent of
about $330).
While Mamadou’s garden and, now, his own gas pump
statute him in a better economic position than the majority
of the village, his initial concern for how his loan would fit
into the context of his large social network was shared by
many. Seydou L*, when asked what he would do if he got
a large loan, stated that “I’d share it with my family. People
share in Senegal” (Seydou L*, January 2, 2017). While more
research needs to be done in this regard, there was certainly a
common theme of informal redistribution, not only of money,
but also of other items such as crops, food, and clothes.
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A PPENDIX A: E THNOGRAPHIC R ESEARCH Q UESTION **
1) Si goo‘to joonee maa kalis seeda, ko hondung sortata? Imagine we gave you a small amount of money. What would
you spend it on?
2) Si goo’to joonee maa kalis bwee, ko hondung sortada? Imagine we gave you a large amount of money. What would
you spend it on?
3) Si goo’to joonee maa kalis seeda fii boniface maa, ko hondung sortata? Imagine we gave you a small amount of money
for business. What would you spend it on?
4) Si goo’to joonee maa kalis bwee fii boniface maa, ko hondung sortata? Imagine we gave you a large amount of money
for business. What would you spend it on?
5) Ko hondung wooni relation maa con der banque? Esque hida joogi compte? Esque hari a yihee ka der banque fii
nawalagol kalis? What is your relationship with banks? For instance, do you have a savings account or have you ever
borrowed money from a bank?
** These questions were carefully translated and asked in Pular by a local, native speaker.
A PPENDIX B: M AMADOU B*’ S M ICROLOAN C ONTACT ( TRANSLATED INTO E NGLISH )
Dindefelo, date : 08/01/2017
Name: Mamadou B*
Address: ****
ID Number: ****
Telephone number: *****
Objective: A loan application
I am a gardener, and do not have the assets to purchase what I wish for my business. I hope after my plea, you will
be able to assist me in my wishes. I have a plot of land 40 meters by 40 meters and wish to irrigate and expand
my vegetable growing operation. With a 200,000cfa loan, I will be able to purchase motor pump. The work is as
follows: January-February: Preparation of land; March-April: Planting; May-September: Watering and tending to plants;
October-November: Harvest/vegetable sales.
Signed: Mamadou B*
Dindefelo, date: 01/08/2017
Contract
I, Mamadou B* (birthdate, village of residence and identification number provided), commit to having received 200,000CFA,
to be used for the purchase of a water pump, from the hands of Keaton Scanlon (Batouli Ba). Signed: Mamadou B*.
Dindefelo, date: 01/08/2017
Plan for payment of bill
I, Mamadou B*, born *****, village of residence ****, ID number *****, has been paid the full amount of 200,000cfa
without the charging of interest, with Ibrahima T* as a witness, on the 8th of January, 2017. The year of repayment will
begin March 2017, with a 100,000cfa installment to be paid back by the 31st of August, 2017. The second installment of
100,000cfa will be paid back by the 31st February, 2018. These installments will be paid into the hands of Ibrahima T*,
on behalf of Batouli B*.
Signed: Keaton Scanlon, Ibrahima T*, Mamadou B*
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Vocabulary as an indicator of creditworthiness:
An analysis of public loan data
Justin Wagers
University of Puget Sound, Department of Economics
between the actual content of these descriptions and default
rates of borrowers. Previous research utilizing non-linear
regression established a correlation between individual word
usage and default rate for a set of 17 words of high frequency
in loan descriptions, some indicating a higher chance of
default and some indicating a lower chance (Wagers 2016).
So, given this evidence of correlation for individual words,
the next question is whether it is possible to use these
words collectively to improve the current estimate of default
probability as determined by credit score.
An attempt to answer this question requires a predictive
model that can smoothly incorporate natural language in
conjunction with numerical variables. A Bayesian statistical
approach offers this ability, and is commonly used in the field
of natural language analysis in general. Bayesian statistics,
as opposed to the more commonly used frequentist statistics, is advantageous for its ability to incorporate a prior
belief in the construction of an accurate predictive model.
I use a nave Bayes classifier predictive model, perhaps the
most commonly used model for natural language analysis,
to assess the ability to improve a prediction of default
probability given a borrower’s loan description. This link
between vocabulary and creditworthiness would be exciting
because it could support the importance of non-numerical
variables for financial prediction purposes: by constructing
a model that quantifies previously overlooked data, financial
predictions can become more precise. In particular, lenders
could use patterns in vocabulary to improve knowledge on
lenders beyond the numerical credit score.

Abstract— The purpose of this research is to determine
the usefulness of a borrower’s vocabulary in determining
his/her creditworthiness. The analysis takes a word-frequency
approach to 36,055 loans from the peer-to-peer lending platform
Lending Club, and evaluates text submitted by borrowers to
improve the prediction of whether they will pay back their
loan through a nave-Bayes classifier model. Vocabulary, when
paired with traditional creditworthiness measures, is found to
significantly improve the prediction accuracy of a borrower’s
creditworthiness as compared to the accuracy of traditional
credit measures alone.

I. I NTRODUCTION
The common credit score has become a default indicator
when it comes to determining how trustworthy a borrower
might be. The financial industry is quite dependent on the
credit score: banks, credit card companies, and mortgage
lenders all use it as a major tool when determining whether a
customer will receive a loan. However, some evidence shows
that the credit score might not be the precise tool that it is
made out to be; credit scoring has had particular accuracy
problems with underrepresented groups. The industry is
always looking for tools to improve knowledge about a
borrower before lending to them; there is a continual search
for ways in which to improve the imperfect credit score. This
search for improvement has led to the very recent analysis
of a borrower’s vocabulary as a potential indicator of their
creditworthiness. Often borrowers submit a description of
their purpose when applying for a loan, but this text has
hardly been utilized by lending entities. However, scholarly
literature in psychology suggests that there is power in
using vocabulary as a predictor of future behavior. Thus,
the vocabulary of borrowers, in the form of a typed loan
description, might provide additional accuracy to the credit
score in estimating the probability of default for a given loan.
The peer-to-peer lending industry, by making all of its loan
data publicly available, presents an opportunity to analyze
the links between text submitted by borrowers and default
probability. Investors on these sites have taken advantage of
the publicly available loan data to improve the returns on
their portfolios primarily by taking into account additional
numerical information on borrowers (inquiries, delinquencies, income, etc.). But only recently have they begun to see
the text descriptions as a useful indicator of creditworthiness.
Peer-to-peer investors have just begun to dig for patterns in
the loan descriptions, looking at simple characteristics such
as description length. However, a much more in-depth analysis is needed to determine if there existed any relationships

II. BACKGROUND ON P EER - TO -P EER L ENDING
The dataset used in this study is publicly available data
from the Lending Club platform. Lending Club is the
biggest peer-to-peer lending platform today, with nearly $16
billion in loans funded since their start in 2007 (Lending
Club Statistics, 2015). Lending Club and other peer-to-peer
lending platforms have eliminated the need for a bank as
a middle man, providing individual borrowers with lower
interest rates and individual lenders higher returns than they
would receive by parking their money in a savings account
(Athwal, 2014). Borrowers on Lending Club are essentially
crowd-funded by investors in $25 increments, and investors
in turn receive interest from the borrowers. Lending Club
evaluates a borrower’s credit information including debtto-income ratio, number of bankruptcies, and credit score.
These variables give Lending Club some insight into a
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borrower’s trustworthiness, which allows them to assign an
interest rate to each loan. In addition to this information,
borrowers submit a short description of why they are taking
out a loan; these descriptions will serve as the substance for
this analysis.

theories linking language and behavior are credited to Kenneth Pike’s 1954 Language in Relation to a Unified Theory
of the Structure of Human Behavior, Pike theorized that
language and behavior were too ingrained within each other
to consider them separately; The activity of man constitutes a
structural whole with language in a behavioral compartment
insulated in character, content, and organization from other
behavior (Pike 1954). This theory that combines language
and behavior into one should alone be reason enough to
investigate the prediction power of language. However, while
Pike was a forefront theorist on language and behavior,
he left the door open for more empirical work on the
interworkings between the two. Researchers have continually
kept Pike’s theory in mind while investigating more concrete
relationships within language analysis. Lera Boroditsky, a
professor of Cognitive Science at UCSD, has provided evidence in various studies for the effect of language on visual
perception, risk taking and the way people perceive events.
Most notably, Boroditsky has thoroughly investigated correlations between language and time perception. She provides
strong evidence that speakers of different languages perceive
time in different terms: English speakers think in length of
time, while Mandarin speakers think of time vertically, which
can influence whether and how speakers of each language
plan for the future (Boroditsky 2009). Her observations are
notable because they indicate the ability to correlate language
with future behavior. This finding is further supported by
economist Keith Chen’s determination that language can be
an indicator of economic behavior, namely savings rates of
individuals. Chen found that speakers of languages with
obligatory future-time reference had higher savings rates
than speakers of languages that didn’t force them to reflect
on time scale when speaking (Chen 2013). Chen’s results
are especially important because they suggest that language
can in some ways be a predictor of economic behavior,
which is particularly relevant to this study. However, both
Boroditsky and Chen focus strictly on verbal language, while
I am primarily concerned about the written language that
borrowers submit in their loan applications.
Luckily, written language analysis has shown similar significance. One 2010 study showed that written word choice
has proven useful in determining personal information about
individuals, including one’s opinions on controversial issues.
Klebanov et. al. (2010) conducted a word frequency analysis
of opinion-based text from abortion debates, death penalty
blogs, and film reviews on Bitter Lemons to investigate
the extent to which vocabulary was not only a matter
of topic but was reflective of an individual’s perspective
on an issue. The researchers found that use of a small
number of keywords could signal an individual’s opinion on
a controversial issue. Written language has also been used
to determine an individual’s level of expertise: Chujo and
Utiyama (2005) constructed an extensive list of vocabulary
along with the level of specialization that each word signaled.
With this indicator, they found that an individual’s written
vocabulary could be evaluated to determine their level of
specialization or education in a certain field. Klebanov and

III. L ITERATURE R EVIEW
This area of research is especially important given that
both peer-to-peer lending and natural language analysis are
on the rise. The US peer-to-peer lending market generated
$6.6 billion in loans in 2015, up an enormous 128% from
2014 (Bakkler 2016). As the market grows, so will the pool
of investors, and these investors will be looking for new
strategies to take advantage of the large quantities of data
available on these platforms. After they have evaluated all
of the numerical characteristics of borrowers, some will turn
(and already have turned) to other ways to increase their
returns; analysis of natural language might provide the next
best way to infer information about a borrower. To understand how natural language could improve the estimation
of creditworthiness on peer-to-peer sites, it is important to
evaluate the credit score and its effectiveness, how verbal and
written language analysis has been conducted in psychology
and economics, past investing strategies on peer-to-peer
lending, and the advantages of a Bayesian statistical model
with natural language.
The Fair Isaac Corporation started working on a standardized measure of creditworthiness in 1954, and began use
of the FICO score in 1989; a remarkably similar formula
is now used by all three major credit-reporting agencies
in the U.S. (Trainor, 2015). The systematic reliance on
the FICO score cannot be understated: credit score helps
determine insurance rates, employment options, protection
against fraud, and the ability to borrow money in any form
for consumers (Hamm, 2014). From a lender’s standpoint,
credit score is the critical measure of creditworthiness; many
have a concrete credit score threshold to determine who can
borrow certain amounts of money. However, credit score
is not a 100% accurate reflection of true creditworthiness.
Mester (1997) emphasizes that there are some cases where
people high credit scores will default, and vice versa. Mester
also points out a number of flaws with credit scoring, in
particular how it inaccurately estimates the creditworthiness
of underrepresented groups (Mester 1997). Borrowers in the
peer-to-peer lending industry aren’t forced to rely on this
sometimes flawed measure of creditworthiness; the industry has differentiated itself in that all loan data has been
made available to the public, allowing investors to analyze
information about the borrowers themselves to determine
what characteristics lead to a trustworthy borrower. Among
this information is a description submitted by borrowers.
Thus, an opportunity has presented itself to quantify the links
between natural language, in the form of loan descriptions,
and creditworthiness, in the form of default rates on these
loans.
The study of language and its effect on behavior are frequently discussed in social psychology. Many of the original
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Chujo & Utiyama’s research provides strong evidence that
written language can be used to predict future behavior.
Subsequently, there is reason to believe that loan descriptions
could reveal information about a borrower in the peer-to-peer
lending setting.
There has been widespread interest in investing strategies on peer-to-peer lending sites and analyzing the tools
investors have at their disposal, the most noteworthy being a
borrower’s credit score. In a 2009 analysis of 194,033 listings
on Prosper Marketplace, researchers concluded that investors
could only infer 33% of the difference in creditworthiness
between two similar loans. They observed, The credit score
provides an estimate of the true default probability, but it is
only based on a subset of predictors. Despite this limitation,
the credit score is the best available measure of the ex-ante
default probability (Iver et. al., 2009). With the information
that credit score was not the ultimate indicator of creditworthiness, peer-to-peer investors began searching for other
ways to improve the overall return on their portfolio. The
first analyst to consider descriptions as a potential indicator
of creditworthiness was Peter Renton. Renton ran an analysis
of description length versus default rate, and determined that
loans with descriptions containing more than 2000 characters
had a default rate approximately three times the average:
14.8% versus 4.6% (Renton, 2012). Although Renton has
laid the groundwork for using descriptions as an indicator of
likelihood for a borrower to default, his analysis was very
shallow in that it did not take into account the content of the
descriptions.
Previous research utilizing non-linear regression constructed a model that evaluated the correlation between word
used by borrowers and default rates. When controlling for all
other numerical variables, the words need, help, bills, and
thank were found to be positively correlated with default,
while credit, loan, and consolidate were negatively correlated
with default (Wagers 2016). The most strongly correlated
words indicated upwards of a .05% increased chance of
default. While the appearance of a single word is indicative
of a miniscule change in default risk, the collective effects of
a borrower’s entire vocabulary use could be a much stronger
indicator.
Most, if not all research in the area of language, behavior,
and peer-to-peer lending has taken a frequentist approach;
however, the computer science field suggests a Bayesian approach may be more useful when analyzing natural language.
A notable characteristic of Bayesian statistics, as opposed
to a frequentist approach, is that it allows one to approach
a question with an estimation, or prior belief about some
data before any evidence is presented (Gelman 2002). In the
last decade, the computer science branch of statistical language modeling (SLM) has been leaning towards Bayesian
approaches. Rosenfeld (2000) gives a synopsis of what
language analysis tools had been used in the previous decade,
but then makes a strong case for Bayesian analysis as being
the best way to approach natural language. Rosenfeld cites
human biases as muddying the statistical process, saying: a
better solution might be to encode such knowledge as a prior

in a Bayesian updating scheme (Rosenfeld 2000). Rosenfeld
sees the concept of the prior, specifically, to be the factor
that gives Bayesian a leg up on other statistical approaches.
More specifically, scholars have recognized the ability of the
nave Bayes classifier as being simple yet accurate. Friedman
(1997), in a comparison of numerous classification methods,
concluded that, One of the most effective classifiers, in the
sense that its predictive performance is competitive with
state-of-the-art classifiers, is the so-called naive Bayesian
classifier. After being established as an accurate classifier,
McCallum and Nigam (1998) endorsed the use of the nave
Bayes model specifically for text classification, citing that
it was the most popular and consistently accurate classifier
model. It is clear that the Bayesian approach works well
with natural language, and will be the logical next step
in providing further evidence linking natural language to
creditworthiness in peer-to-peer lending.
IV. H YPOTHESIS
The intention of this paper is to determine the extent
to which a borrower’s vocabulary can improve upon the
estimation of their probability of default. My hypothesis is
as follows:
Vocabulary will be a predictor of creditworthiness and will
be able to improve upon the prediction accuracy of the credit
score.
V. DATA
The data itself consists of 36,055 loans from July 2007 to
December 2011. Each loan is categorized as either Charged
Off or Fully Paid. Notes that are still current have been
excluded from the analysis. A loan is charged off when there
is no longer a reasonable expectation of future payments
and typically occurs when a loan is no later than 150 days
past due (Lending Club, 2016). The data includes 66 pieces
of information about each loan including information about
the borrower (credit history, employment, income, location),
the loan itself (amount, purpose, description submitted by
borrower), and information that Lending Club has logged for
the loan (interest rate, issue date, installment, loan status, past
payments). The main interest here is of course the description
submitted by a borrower describing why they are taking
out this loan, and the specific words they use within that
description that relate back to the hypotheses.
VI. M ODEL
To test this hypothesis, I employ a nave Bayes classifier
model. The nave Bayes gives us the probability of a classifier
(i.e. the probability of default) given observed characteristics
(predictors) about a certain instance (i.e. a given loan). The
model estimates the probability of a loan defaulting with a
multi-predictor rendition of Bayes’ theorem 1 , the formula
for which is given by:
p(d|L) = p(c1 |d) ⇤ p(c2 |d) ⇤ · · · ⇤ p(cn |d)
1 Bayes
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Theorem: p(cj |d) = p(d|cj )p(cj )p(d)

Table 1: Descriptive Statistics

of predictors as in the non-vocabulary model, complimented
by a set of words of significance. Words of significance
included in the model are split into two categories: positive
words that are believed to decrease the probability of default
and negative words that are expected to increase the probability of default. The sets mirror the words of significance used
by Wagers (2016), and were chosen based on the hypothesis
that they reflected either financial awareness (positive) or
financial desperation (negative). The words were chosen in
advance, before any observation of correlation with default
rates. The sets are limited to avoid intercorrelation between
words. The positive words in the model include: credit, loan,
rate, interest, payment, finance, consolidation, consolidate,
financial, while the negative words in the model include
help, need, bills, you, thank, please, and problem. The model
evaluates whether or not a borrower used each of these words
in their loan description as an additional predictor towards
whether a borrower will default or not. The construction of
this second model allows for its direct comparison to the
first model; any change in predictive ability can be attributed
directly to the inclusion of vocabulary in the model.
Each of the models are trained on 80% of the 36,055
observations; on this portion of the data the models observe
the probability of each characteristic being exhibited by a
defaulted loan. They each take into account each of the
variables mentioned above: the average interest rate for a
defaulted loan, the location, etc, while the vocabulary model
takes into account how likely each word is to appear in a loan
that has been defaulted on. The models themselves provide
conditional probabilities, essentially descriptive statistics, for
each of its respective predictors including word frequency in
fully paid and defaulted loans. The primary interest is using
these models for prediction on the remaining 20% of the
data. The models, having learned from training data, make
predictions for whether each individual borrower defaulted
or not on the test data. These predictions are then compared
with the real-world outcomes for the same borrowers to determine the models’ accuracy. However, splitting the dataset
into 80% training data and 20% testing data means that
the accuracy of the models for prediction will be somewhat
dependent on how this split occurs. Thus, the partition into
80% training, 20% test data sets is repeated 10 times for
each model, and results of the iterations averaged to provide
a more accurate estimate of the predictive accuracy of each
model. 10-fold cross validation is the minimum number of
repetitions as recommended by Kohavi (1995) to provide a
reasonable estimate of model accuracy.
It is necessary to address the fact that the nave Bayes
model makes the nave assumption of conditional independence: that each feature c1 , c2 , . . . , cn is independent of every
other feature. It is this assumption that allows the model
to achieve such simplicity, in that it allows each of the
characteristics to be learned separately by the model. In this
model, the implication is that all the characteristics of a loan
are assumed to be independent of each other. Clearly, this is
not the case in reality; loan characteristics are often related
to other loan characteristics, and words in particular may

Dummy variables for date, length of loan, income verification, location,
length of employment, and loan purpose omitted from table. All words are
dummy variables: 1 if yes, 0 if no

Where p(d|L) = probability of loan L defaulting given its
characteristics c1 , c2 , . . . , cn , and the probability of its characteristics being in a defaulted loan. For example, p(c1 |d)
gives the probability of characteristic one (c1 ) being in a
defaulted loan; perhaps the probability of the word need
appearing in a defaulted loan as opposed to a non-defaulted
loan.
To evaluate the additional predictive ability that vocabulary
brings on top of traditional credit measures, I compare
the prediction accuracy of two nave Bayes models: one
that takes vocabulary into account and one that does not.
The non-vocabulary model predicts loan default based on
traditional credit measures, primarily contained in a given
loan’s interest rate. A loan’s interest rate is primarily based
on a borrower’s credit score and thus reflects the probability
of default for that borrower. Wagers (2016) showed that
interest rate is primarily based on a borrower’s FICO score,
and also somewhat dependent on loan amount, income, and
inquiries, which are not factors included in the FICO score
but may affect risk on a loan. In terms of the composition of
a FICO score, the algorithm is kept secret, but most believe
that it is based upon the ratio of debt to available credit,
which is in most cases a direct function of income. The
score is then adjusted for payment history, number of recent
credit applications, and negative events such as bankruptcy or
foreclosure, as well as changes in income caused by changes
in employment or family status (Arya et. al., 2011). This
non-vocabulary model also uses a handful of other predictors
including: date, location, length of loan, length of borrower’s
employment, prime rate at the time the loan was issued,
whether the borrower’s income was verified, and the purpose
of the loan.
The model that contains vocabulary includes the same set
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be conditionally dependent on each other due to context.
Scholars have widely recognized that the nave Bayes model
continues to perform very accurately even when breaking
this assumption of conditional independence; consequentially
it has been widely employed by academics in a variety of
fields. McCallum and Nigam (1998) discuss this assumption:
While this assumption is clearly false in most real-world
tasks, naive Bayes often performs classification very well the
function approximation can still be poor while classification
accuracy remains high. In this paper I fully acknowledge
the model breaking the conditional independence assumption, with the knowledge that it can still give an accurate
prediction of loan default probability.

In a comparison of the two models, the VocabularyIncluded model predicts with a mean accuracy that is .4813%
higher and a median accuracy that is .4715% higher than
the accuracy of the Non-Vocabulary model. As displayed
in Figure 1, the standard errors for the two models don’t
overlap, indicating that the differences in the means are
statistically significant.
VIII. D ISCUSSION
The results have significant implications in terms of the
original hypothesis that taking into account a borrower’s
vocabulary can improve the prediction of whether a borrower
will default on a loan. The significance of the difference
between the predictive abilities of the Vocabulary-Included
model and the Non-Vocabulary model provides clear evidence for the hypothesis, suggesting that vocabulary did, in
fact, improve the prediction of whether a borrower would
default on a loan. The magnitude of the difference, approximately .48%, seems minuscule at first glance but is
surprisingly large for a metric going unused in the financial
industry. While this might not be the exact amount by which
vocabulary improves the prediction of default, it signifies
that there is potential for the use of vocabulary to improve
the accuracy of currently used creditworthiness measures,
such as the common credit score. Below are the confusion
matrices of the two models and magnified to a sample size
of 10,000 loans.
The confusion matrices imply that for a 10,000-loan
sample, the Vocabulary-Included model will predict 9 more
defaults than the Non-Vocabulary model, 819 to 810, and
39 more Fully Paid loans, 7161 to 7200, for a 48-loan
improvement in loan accuracy overall. Although the same
number of loans default in each case (1,834), an investor
using the Vocabulary-Included model would be able to turn
a more profitable investment from these loans, particularly
because they would be able to foresee 9 more defaults that
a traditional investor.

VII. R ESULTS
We can first use the models to evaluate conditional probabilities for the words of significance for defaulted and fully
paid loans, respectively. These probabilities are shown in
Tables 2 and 3.
The conditional probabilities generally suggest that words
thought to signify financial awareness appear more frequently in fully paid loan descriptions, while words thought
to signify financial desperation appear more frequently in
loan descriptions in which the loan was eventually defaulted
on. Particularly strong differences in frequency are shown
in the word rate (found in 4% more fully paid loans than
defaulted loans) and the word bills (found in 4% more defaulted loans than defaulted loans). These probabilities give
a good insight into the links between vocabulary and default
tendencies; however, comparing the predictive abilities of
the Vocabulary-Included and Non-Vocabulary models will
provide the true significance of these links. Below, tables
are shown of the predictive results for 10 iterations of both
the Vocabulary-Included and the Non-Vocabulary models.
Table 4 shows that the mean prediction accuracy of
the Non-Vocabulary model after 10-fold cross validation is
79.7101%, with a similar median. A small standard error
signifies the reliability of this mean. The individual iterations
range from 78.9459% to 80.2913% accuracy; the details of
each iteration can be found in Appendix Table A1. The
sensitivity of the model is high, signifying that it is relatively
good at determining when someone is going to pay his or
her loan in full, while the specificity is low, signifying the
model misses a high proportion of loans that were defaulted
on in reality. Clearly there are some imperfections in the
model, but this is not concerning given that I am conducting
a model comparison, so both models will have the same
imperfections.
Table 5 shows that the mean prediction accuracy of the
Vocabulary-Included model after 10-fold cross validation is
80.1914%, with a similar median. Again, a small standard
error signifies the reliability of this mean. The individual
iterations range from 79.6949% to 80.5825% accuracy; the
details of each iteration can be found in Appendix Table A2.
The sensitivity and specificity of this model are relatively
similar to those of the non-vocabulary model, reassuring us
that the two models will share the same imperfections.

IX. I NTERPRETATION
The somewhat striking significance also brings up a question of whether vocabulary is acting as a proxy for another
variable that is not included in the model: education. One
could see this as a plausible explanation: with more years
of education, a borrower is more likely to be considering
the financial repercussions of their loan, and thus using
more words like consolidate, credit, etc. Although no data
exists on education levels for borrowers on Lending Club,
many studies have proven education to be highly correlated
with income (Porter, 2014). By controlling for income and
every other available factor that lending club provides about
borrowers, the model aims to eliminate the impact of a
borrower’s level of income to the best extent possible.
Additionally, because the model evaluates only the frequency
of certain words and not grammar, sentence structure, etc.,
education is less likely to be a confounding factor in the
significance of vocabulary as a predictor of creditworthiness.
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Table 2: Conditional probabilities for positive words of significance given default status

Table 3: Conditional probabilities for negative words of significance

Table 4: Results for the Non-Vocabulary model

Table 5: Results for the Vocabulary-Included model

Figure 1: Prediction accuracy comparison for Vocabulary-Included
and Non-Vocabulary models.
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Table 6: Confusion matrix of Non-Vocabulary predictive
model for theoretical sample size of 10,000 loans

have a disparate impact on a protected class.
It is clear that we have not yet found the boundary of
the predictive power of vocabulary. The significant results
of this study provide momentum for future research on the
predictive power of vocabulary, particularly in the financial
industry. One direction this research could go would be to
start analyzing more complexities of the vocabulary used
by borrowers. This could include analysis of full phrases or
misspellings as potential predictors of default. This research
could also be extended to datasets from other peer-to-peer
lending platforms and hopefully to a dataset from a larger
financial institution, if privacy policies do not interfere.
These results may have implications beyond their use to
analyze loan descriptions as well. If the usage of a few key
words can be used as a signal of financial desperation, it is
imaginable that similar patterns could be found within social
media pages. In the future it may be possible to predict an
individual’s financial reliability by evaluating the vocabulary
he or she uses on Facebook and elsewhere in the digital
world. In fact, FICO, the leading company in credit scoring,
is currently working on a way to assign a credit score to
people who have been financially off the grid, meaning they
have no credit history, by evaluating an individual’s Facebook
page (Selyukh, 2016). It has not been released whether FICO
will be using users’ vocabulary as a part of this evaluation,
but from the results found in this paper, vocabulary patterns
within these pages could be a useful tool. It seems that we
are just beginning to scratch the surface when it comes to
the predictive power of vocabulary.

Table 7: Confusion matrix of Vocabulary-Included predictive
model for a theoretical sample size of 10,000 loans

While there does seem to be a bright future for the use of
vocabulary as a measure of creditworthiness, it also brings up
an ethical question. If more weight is placed on vocabulary
and similar metrics, it might have a disproportionate effect
on low-income communities or certain racial groups. Under
Title VII of the Civil Rights Act of 1964, employers are
forbidden from using a racially neutral employment practice
that has an unjustified adverse impact on members of a
protected class. Thus, if vocabulary were adopted as a standard measure of creditworthiness in the financial industry,
steps would have to be taken to ensure that its use did not
have a disparate impact on any race, gender, etc. Kidder
and Rosner (2002) showed how easy it was for even simple
wording to have a disparate impact on certain ethnic groups,
providing evidence that phrasing of SAT questions has a
disproportionate impact on African-Americans. As more
linguistic patterns are developed to predict creditworthiness,
there will be more potential for some of these patterns to
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A PPENDIX
Table A1: Cross-Validation for 10 iterations of the Non-Vocabulary model

Table A2: Cross-Validation for 10 iterations of the Vocabulary-Included model
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